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Abstract

This papercompaesthe effectivenessf state-peservingand
non-state-peservingtechniquesfor leakaye contol in cachesby
comparingdrowsy cacheand gated-V for data caches using
70nmtedchnolayy parametes. To performthecomparisonywe use
“HotLeakage”, a new architectuial modelfor subthesholdand
gateleakage thatexplicitly modelgheeffectsof tempeature, volt-
age, and parametervariations,and hasthe ability to recalculate
leakage currentsdynamicallyas tempeature and voltage change
at runtimedueto openting conditions DVStechniquesgtc.

By comparingdrowsy-cabe and gated-V at differentL2 la-
tenciesweare ableto identifya range of opemting parametes at
which gated-V is more enegy ef cient thandrowsy-cabe, even
thoughgated-V doesnot preservedatain cacelinesthat have
beendeactivatedW\e are alsoableto showpotentialfurther ben-
e ts of gated-V if aneffectivedynamicadaptationtechniquecan
befound.

This paperduplicatessomeof the ndings of boththe drowsy-
cade and “cache-decay” papes, but also dehunks a fairly
widespead beliefthat state-peservingtechniquesare inherently
superiorto non-state-peservingtedniques.

1 Intr oduction

Poweris rapidlybecomea designconstrainnotonly in thedo-
main of mobile deviceshbut alsoin high performanceprocessors.
Although dynamicpower —causeddy switchingactity—is the
major sourceof total power dissipationin todays processgen-
eration, static pover—causedy leakagecurrenteven whencir-
cuits are not switching—isgainingin importancefor CMOS de-
signsdueto technologyscaling. The 2001 InternationalTechnol-
ogy Roadmagor Semiconductord TRS)[27] predictsthatby the
70nmgenerationleakagamay constituteasmuchas50% of total
power dissipation.This makesefforts at leakagecontrolessential
to maintaincontrolof power dissipatiorin bothhigh-performance
andmobile/embeddedrocessors.

Recentlyagreatdealof researchwork in thearchitecture&eom-
munity hasfocusedon reducingleakagepower in thecacheg11,
14,15, 19, 25, 31, 33], branchpredictor[16, 17], register le [2],
issuequeues(7, 8, 12, 24], andthe ALUs [10]. Leakagecontrol
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at the architecturdevel is attractve, becausearchitecturattech-
niguescancontrollargegroupsof circuits(e.g. cachdines,banks,
or the entirecache)at once. Leakagecontrolfor cacheshasbeen
anespeciallyactive areaof studybecauseachesomprisesucha
largeportionof chiparea.Recenwork [11, 14] hassuggestethat
state-peservingechniquesarethebestchoicefor leakagecontrol
in the rst-level (L1) cachesbecauséhey do notincur costlyac-
cessedo the second-leel (L2) cachewhenreadingdatathathas
beenplacedin low-leakageor “standby”mode.

This paper shavs that when the L2 cache offers a suf-
ciently fastaccesgime (e.g., whenthe L2 is on chip), nonstate-
preservingechniquesanbe superior And evenwhenthelL2 is
notespeciallyfast,non-state-preservirtgchniqueganstill besu-
periorif runtimeadaptvity canidentify theproperdecayintenal.

To performthis study we useHotLeakae [32], a hew archi-
tecturalmodel for subthresholdand gate leakagethat has been
publicly releasedbn theweh HotLeakageexplicitly modelsthe
effectsof temperatureyoltage,andparametewariations,andhas
the ability to recalculatdeakagecurrentsdynamicallyastemper
atureandvoltagechangeat runtimedueto operatingconditions,
DVS techniquesetc.

Thenext sectionof this paperdescribeshetwo leakage-control
techniqueshatwe studyandthetiming andperformancessump-
tionsthatwe make in our simulationsandthenSection3 provides
an overvien of the HotLeakagemodel. Section4 describeghe
restof our simulationsetupandthebenchmarksve use,Sections
presentghe resultsof our comparisorstudy and Section6 con-
cludesthepaper

2 LeakageControl for Caches

The designspacefor low-leakagecachess daunting,encom-
passinghechoiceof sizeandthresholdvoltagefor eachtransistor
therow andbitline length,andmary moreparametersoo numer
ousto mention. Here we focus on just one dimensionthat can
betreatedwithin the scopeof a singlepapernamelythe choiceof
state-preservingersuson-state-preservirgrchitecturaleakage-
controltechniquesn theL1 datacache.

Recentiteraturehassuggestethatstate-preservingechnigues
are preferablefor leakagecontrolin L1 D-cachespecausehey
do not lose datavaluesand hencedo not unnecessarilyncur the
extra delay and enegy associatedvith reloadingthat datafrom
theL2 cache.In contrastour resultssuggesthatthisis oftennot
so, that the extra costof accessind-2 with non-state-preserving
techniquess offsetby otherimportantfactors.



Hanson et al. [14] found that for L1 caches, reverse
bodybias (RBB) or auto-backgate-controllell TCMOS (ABB-
MTCMOS) [23]—a state-preservingechniquethat manipulates
thresholdvoltages—outperformedated-V , primarily because
they usedlong decayintervals that minimized opportunitiesfor
saving enegy, andbecausé¢hey did not decaythe cachetags[13]
(thusavoiding time wastedo wakenandreadthetagson misses).
We have chosennot to study RBB here, both becauseRBB
presentssomemanugcturing challengesand, more importantly
becauseecentwork by Intel suggestshatits effectivenesss lim-
ited at future technologynodesby gate-induceddrain leakage
(GIDL).

Flautneret al. [11] did not directly comparetheir proposed
drowsy-cacheschemeagainstgated-V , but suggestedhat its
state-preservingatureis a majoradwantage.

2.1 Lowering the QuiescentV  (Gated-V )

Leakagecurrents decreaseas the supply voltage (V ) is
lowered. The gated-V structurewas introducedas a micro-
architecturgechniqueby Pawvell etal. in [25] asaway to reduce
leakaggpower by usingahighthreshold'header’transistoto dis-
connecta cell, row, or way in the cachefrom V . This high-
thresholdtransistordrasticallyreduceshe leakageof the circuit
becauset breaksthe connectiorto the power supply While this
techniqueis ef cient in saving leakagethereis the disadantage
thatthecell losesits stateg(information). Thismeanghattherewill
be someperformanceenaltywhenthedatain thecell is accessed
andneedgo be fetchedfrom a fartherlevel of the cache.Thisis
harmlessf the next accesgo thatline would have beenan evic-
tion aryway (true mis9; but if usefuldatawasdiscardedthe next
acceswill beaninducedmiss.This hasimportantconsequences.
Firstandforemostit causeglynamicpower dissipationdueto an
extraL2 accessSecondaninducedmissmightcausegheprogram
torunlongerandhencancreasdotal enegy consumptionGated-
V  wasproposedn [19] for shuttingdown individual linesin a
cacheto save leakagewhenalline is idle. Becauséhe sleeptran-
sistoris moreeffective asa“footer” ontheconnectiorto ground—it
is easietto preventbitline leakagehis way—thistechniques better
calledgated-V .

2.2 DrowsyCaches

An alternatve method, proposedby Flautneret al. in [11],
achievessigni cant leakageaeductionby puttinga cacheline into
alow-powerdrovsy mode.In drovsy mode theinformationin the
cacheline is presered by switchingits to a separatgpowver
supply that is only about1.5 times the thresholdvoltage. This
reducedeakagecurrentdramaticallydueto short-channegffects
andpreseresthe valuethatis stored,makingthis anotherstate-
preservingechniqueLike MTCMOS, thereis still someoverhead
becaus& mustbereturnedo theproperlevel beforethevalue
canbesafelyread.Drowsy cachegio notreducdeakageasmuch
asgated-V , becausé¢hecellsarenotfully disconnecteétomthe
power supply The advantageof drowsy cacheis thelow penalty
of accessin@ drowsy line in standby:inducedmissesdo not re-
quireanL2 accesdut only 1-2 cyclesto restorethe full voltage
for thatline. Inducedmissesfor drawsy cachesmight therefore
betterbe calledslowhits.

2.3 Modeling of CachelLeakageControl

We have implementedh genericabstractiorfor modelingleak-
age control techniguesbasedon putting individual lines into
standbymode allowing usto studytechniquesikegated-vV [19],
drowsy cachd11], andreverse-body-biaf23].

Most dynamicleakage-contralechniquegartitiona structure
into active andpassie portions.This canbedoneatvariousgran-
ularities;mostrecentwork hasdonethis atthe granularityof rows
in the SRAM array which correspondo cachelines.

Thesdeakagecontroltechniquesilsorequiresomeextrahard-
warethataddsto the areaof the structure.Hence thesemethods
have thefollowing costs:

1. Dynamicpower dueto the extrahardvare
2. Leakagepawerdueto theextrahardware

3. Dynamicpower dueto modetransitions(active to standby
andvice-\versa)

4. Dynamicpower dueto extra executiontime, resultingeither
from extralateng in accessinghe structureor extralateng
in fetchingdatafrom theL2 cache.

Theenegy bene t of thetechniquesve have describeds theleak-
agepower sazedin thelinesthatarein standbymode.This savzing
is proportionalto the averagepercentareathatis keptin standby
mode(the turnoff ratio). Our experimentscomputea netenegy
sarings that subtractsfrom this grossbene t the costsitemized
abore: Wattch automaticallycapatureghe extra enegy due to
longerruntime (item #4 above); this is comparedo the enegy
from abaselinesimulationwith noleakagecontrol,andtheresult-
ing costis addedto the othercostsitemizedabove (#1-3). These
arethensubtractedrom the grossleakagesavings.

For bothtechniquesye usea global counterthat countsfrom
zeroup to one-fourththe decayintenal ( de ned asupdatewin-
dowsizein [11]) andthenstartsover. Following [19], eachline
usesa local two-bit counter;whenthe global counterreachests
maximumyvalue, all two bit countersare incremented. Whena
two-bit counterreachests maximum,the line hasbeenidle for
thefull decayintenal, it is assumedhattheline's usefulneshias
decayedandtheline is deactvated. In the original drowsy-cache
paper this correspondso thenoaccespolicy. Drowsy cachealso
proposeghe simplepolicy, which usesno perline accessistory
but ratherautomaticallyturns off all linesevery  cycles. The
simplepolicy losesoutin performanceomparedo the noaccess
policy, but saresmoreleakagepower. Thedifferenceseemsnod-
estfor drawsy dueto the fairly low costof ary extra slow hits:
thereis someincreasen performancdoss,but alsomoreenegy
saszings. To be fair to both gated-  anddrowsy, we usedthe
samepolicy involving countersnamelynoaccess.

For bothtechniqueswe decaythetagstoo (de ned asdrowsy
tagsin [11]). Accessto adrowsy line in sucha casetakesat least
threecyclesdueto the needto wake up tagsbeforethey canbe
checled. Forgated-V , ontheotherhand,aline in standbymode
hasno usefulinformation,andtagsneednot (cannot)bechecled.
This meansthat on a true missto L2 whentagsarein standby
gated-V isactuallyfaster Hansoretal. alsokeptthetagsawake
in theirstudy[13, 14].

A few othersimulationdetailsareworth mentioning.Thetime
takenfor a line to go to a low-leakagemodefrom high-leaknor
mal mode (settling time) and vice versawas found from circuit
simulationandis given in Table 1. Also, for both leakagesar-
ing techniquesve usethe samevaluesof thresholdvoltagefor all



Drowsy | Gated-V
Low leakmodeto high 3 3
High leakto low 3 30

Table 1. Settling Time.

the transistorsof the sametype for a memorycell. In contrast,
drowsy useshigh-V for the accesgransistors.Modeling this is
easywith HotLeakage.But for makingfair comparisonwe use
thesamethresholdvoltagegfor 70nmwe use0.190V for N-type
and0.213V for P-typetransistor).lt is true thathigh-V access
transistordhielpdrovsy morethangated-V . High-V accessran-
sistorsonly helpgated-V whenlinesareawake, while they help
drowsy in both situations. But sincethe bulk of the leakageis
whenawake, we felt thatusingthesameV wasthebestsolution.
Finally, HotLeakagemodelsinter-die variation. We usethe fol-
lowing three-sigmavaluesfor 70nmtechnology Thevalueswere
obtainedrom [22].

Lengthof thetransistor:47%
Thicknesf thegateoxide: 16%
Supplyvoltage:10%
Thresholdvoltage:13%

Thesimulatorcurrentlymodeldeakagecontrolin cachesising
theabove costsandbene ts. The dynamicpower calculationsare
performedusing Wattchroutines—se&ection4 for details. The
leakagepawer is calculatedusingour modelascon gured by the
commandine options—se&ection3 for details.

3 An Accurate LeakageModel for Ar chitects

Although architecturakontrol of leakageenegy hasbeenan
active areaof researchn recentyears,mary of thesestudiesuse
only abstractmodelsof leakagethat do not fully accountfor all
effects that may impact leakage,like supply voltage and tem-
perature;and other studiesuse circuit-extracted parameterghat
are not easily incorporatednto other researchersinodels. Un-
like for dynamic power, wherewidely-available simulatorslike
Wattch[5] have enablecawidespreadbodyof researchthereis no
widely available modelfor leakagepower. This inhibits leakage
researchand leadsto approximateexperiments. Although Butts
and Sohi [6] proposea simplemodelfor useat the architecture-
simulationlevel of abstractionno correspondingoftwareis avail-
able. Mostimportantly their modelcannoteasilymodelleakage
whentemperaturesupply voltage,or thresholdvoltagevary dy-
namically: a new “normalizedleakage”and mustbe cal-
culatedfor every possiblevalue. This is incorvenientalthough
feasiblefor leakage-controschemedik e drowvsy cachethat uses
two supply voltages,but intractablefor ary leakagestudiesthat
accountfor dynamicallyvarying temperaturer involve dynamic
voltagescaling. Unlike the Butts and Sohi model,we nd that

doesin factvary with temperaturesupplyvoltage thresh-
old voltage, and channellength. Detailed plots can be found
in [32].

We have developedandreleased softwaremodelof leakage—
basedon BSIM3 [3] technologydata and the Butts and Sohi
abstractions—that computationallyvery simple, caneasily be
integratednto populampowver-performancesimulatordik e Wattch,
caneasilybe extendedto accommodatethertechnologymodels,

andcaneasilybe usedto modelleakagen avariety of structures
(not just cacheswhich arethe focusof this paper). We call our
modelHotLeakagebecausét includesthe exponentialeffectsof
temperatureon leakage. Temperatureeffects are important, be-
causdeakagecurrentdependsxponentiallyon temperatureand
future operatingtemperaturesnay exceed C [27]. In fact,
HotLeakagealsoincludesheheretoforainmodelecffectsof sup-
ply voltage gateleakageandparametevariations.

HotLeakagéhashighaccurag becaus@arameterarederived
fromtransistotlevel simulation(Cadenceools). YetliketheButts
and Sohi model, simplicity is maintainedby deriving the neces-
sarycircuit-level modelfor individual cells, like memorycells or
decodercircuits, and then taking adwvantageof the regularity of
majorstructurego expressdeakagean simpleformulassimilarto
the Butts-Sohimodel. All necessargomponent®f this formula
areencapsulateih lookuptables.

We hopethatthis new leakagemodelandits public availability
will facilitate greaterresearcton techniquedor controllingleak-
agepower atthearchitecturdevel. HotLeakagas publicly avail-
able for download at http://lava.cs.virginia.edu/

HotLeakage . It is a separatdibrary with minimal dependence
onthedetailsof SimpleScalaandWattch,soportingHotLeakage
for usewith othersimulatorsshouldbe straightforvard. We en-
couragenot only suchports, but alsoary othermodi cations or
extensionausersmightwishto add.

3.1 SubthresholdLeakage

Leakagecurrentis in uencedby thethresholdvoltage,channel
physicaldimensionschannel/sugcedopingpro le, drain/source
junctiondepth,gate-oxidethicknessyY , temperatureandvaria-
tionsin all theseparametersFor long-channetlevices,the leak-
agecurrentis dominatedy leakagerom thedrain-wellandwell-
substrateeverse-biagpn junctions. For short-channefransistors,
becauseof the low thresholdvoltage, sub-thresholdeakageis
much higher As gate oxidescontinueto scale,gateleakageis
alsobecomingimportant. Keshaarzi, Roy, andHawkins give an
overview of thesedifferentleakagemechanisma [20].

Ourtechniquedor modelinggateleakageandparametewari-
ationsare describedn Sections3.2 and 3.3. Our techniquefor
modelingsub-thresholdeakageandits dependencen tempera-
ture, etc. is to extendthe high-level modelof sub-thresholdeak-
ageproposedy ButtsandSohi[6]. Theirmodelneatlycompart-
mentalizessomedifferentissuesaffecting static power in a way
that malkesit easyto reasonaboutleakageeffects at the micro-
architecturdevel. Leakagds givenby thefollowing equation:

1)

This formula must be computedfor eachcircuit or block of
interest,e.g. thedataarrayor a cacheor the caches “edgelogic”
(decodersindsensampli ers). is thesupplyvoltage,and
is thenumberof transistorsn thecircuit, which couldbeestimated
by comparingit with a circuit of known functionality k is
afactordeterminedyy the speci c circuit topologyandaccounts
for effectslik e transistosizing, transistoistackingandthenumber
andrelationshippf NMOS andPMOStransistorsn acircuit.
isanormalizedeakagevaluefor asingletransistorwhichwerefer
to asunit leakage.

Usingthismodel,it is easyto seetherelationship®f somema-
jor factorsthata processodesignecancontrolfor leakage-paer
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Figure 1. Comparisons of the proposed HotLeaka ge model against circuit-le vel simulation results.

savings: givenaunit leakage , leakagepawer is proportional
to operatingvoltageandthe numberof transistorgn the unit of

interest.For example,DVS affectsleakageby reducing ,and
“turning off” someunit (a cachebankor part of anissuequeue)
by disconnectingts powver supplyeffectively reduces .

In theButtsandSohiformulation,theunitleakage is cal-
culatedonceandassumesx edvaluesfor thresholdvoltage( ),
operatingtemperatureetc. Since recentwork in low-leakage
cachedesign[11, 14, 23, 26] aswell asbroademrocesscedesign
issuedik ethermalmanagemeri#, 18, 28, 29] manipulateparam-
eterslike andtemperaturehatarehiddenin or ,
computingone x edvaluefor and is notwell-suited
for actualsimulationwork (see[32] for moredetails).

To develop a portablesimulation module for use with vari-

ousarchitecture-feel simulatorswe retainthe notionsof

and unit leakagebut computethe unit leakagedynamicallydur-
ing the simulationusingthe BSIM3 [3] leakage-currergquation.
Thisletsusexplicitly accounfor temperaturesupplyvoltage,and
thresholdvoltageaskey parametersandincludesthe important
DIBL effectwhichis sensitve to supplyvoltage.We alsousetwo
separate ‘sfor P-andN-type.

3.1.1 Unit Leakage

Basedonthe BSIM3 v3.2[3] equationfor leakagen a MOSFET
transistorour leakagemodelof a singletransistoris given by the
following equation:



- )

Low-level parametersare derived using transistotlevel simula-
tions: is the zero bias mobility, is gate oxide capac-
itance per unit area, is the aspectratio of the transistor
is the DIBL factor derived from the curve tting

is the default supply voltagefor eachtechnology
(Vv =2.0for180nm,\ =1.5for 130nm,)V  =1.2for 100nm
andV  =1.0for 70nm), is thethermalvoltage,V
is thresholdvoltagewhich is alsoa function of temperature, is
thesubthresholdwingcoefcient, andV  isanempiricallyde-
terminedBSIM3 parametemwhich is alsoa function of threshold
voltage. In theseparameters, , andV are stati-
cally de ned parametersthe DIBL factor , subthresholgwing
coefcient andV are derived from curwe tting basedon
transistoflevel simulations}v ,V and arecalcu-
lateddynamicallyin the simulations.

Theabove equationis basedn two assumptions:

method,V

1. V =0 — we only considerthe leakagecurrentwhen the
transistoiis off.

2.V =V — we only considera single transistorhere;the
stackeffect and the interactionamongmultiple transistors
aretakeninto accountwhenwe modelthe cell usingEqua-
tion 3.

Figure 1 shaws the comparisorof leakagecurrentcalculated
by our modelto the transistotlevel simulation. From Figure 1a,
1b,and1c, we canseethatfor theratio , supplyvoltageV
andtemperature , our resultsperfectlymatchthe simulationre-
sults. Figure 1d shaws that after thresholdvoltageincreasedo
somevalue, the modeledleakagecurrentdoesnot decreaseary-
more. This is dueto the simplicity of our model, which only
considergthe subthresholdeakageand DIBL effect. It is only
of concernif thresholdvoltageis beyondthe normalvalue.

3.1.2 Leakageper Cell

ButtsandSohipointoutthattheir single modelis suitable
only for caseswherethe parameterof N and P transistorsare
very close,and otherwisetwo 's areneeded.We indeed
found [32] that the parameter®f N and P transistordiffer too
much, so HotLeakageappliesdifferent factorsto the N
andPtransistors, and

This meanghatfor a speci c cell, theleakagecurrentis given
by thefollowing equation:

- ®)

and arethenumberof NMOS andPMOStransistorsn the
celband and arethecalculatedeakagecurrentof NMOS
andPMOSaccordingo Equation2; whenaspectatio
we call themunit leakage. is thena scalingfactordeter
minedfor eachtypeof cellto accounfor thetransistosstackeffect
andtheaspectatios of thedifferenttransistors(Thestack
effect refersto the additionalreductionin leakagewhenmultiple
series-connectelansistorsare off; for example,sleeptransistors

take adwantageof this.) This meanshatthe expressiorfor static
power analogouso Equationl is:

(4)

and , the designfactorsof N andP transistorscanbe
derived by a similar methodasin the single- model. For
a given cell, we divide all possibleinputsinto two groups: one
groupinputswill turn off the pull-down network composedf N
transistorsTheothergroupwill turn off thepull-upnetwork com-
posedof P transistors.Thusthe leakagecurrentsarealsodivided
intotwogroups ,...and , ...,
is the leakagecurrentwhenthe pull-dowvn network is turnedoff,
while  istheleakagecurrentwhenthepull-upnetworkis turned
off. ~and aregivenby thefollowing equation:

®)

(6)

is the numberof all possiblecombinations.For example,Fig-
ure 2 is the diagramof a two-input NAND gate. Therearetwo

Vvdd

-
[

Pull-up

X s

} Pull-down

I

Figure 2. Two-input NAND gate.

inputs X andY, which make four possiblecombinations. There

arethreecombinations: , and
which turn off the pull-down network. ,

and arethe leakagecurrentscorrespondindo thesethreein-

puts. The only combinationthatturnsoff the pull-up network is
and isthecorrespondindeakagecurrent.

and aregivenby:

)
®)

Here equalsd.
Thedouble- modelhastheimportantpropertythatit is

ableto handlethe differentialscalingof N andP transistorghatis
widely usedin contemporartechnologies Again, detailedplots
canbefoundin [32]. We nd that and areindependenof
thresholdvoltageandhave a linear relationshipwith temperature
andsupplyvoltage.Weincorporatehesefeaturesnto ourleakage
modeland , arecalculateddynamicallywith respecto dif-
ferenttemperatureandsupplyvoltages.Thesevaluesarederived
for differenttechnologynodesvia simulations.



3.2 Gate Leakageand GIDL Effect

In orderto improve device performancegate-oxidethickness
is projectedo scaleaggressiely for futuretechnologynodeq27].
Theresultis thatgateleakagehroughthegateoxideincreasesig-
ni cantly dueto thedirecttunnelingcurrent. Our modelincludes
gateleakagefor 70nmtechnology where gateleakagebecomes
dominant. To get an explicit equationfor gate-leakagealcula-
tions is very dif cult andalso unnecessaryor an architectural-
level model. We useAlIM-spice [1] asthecircuit simulator which
includesBSIM4 amongthe supportedmnodelsfor gateleakage.
Gatecurrentparameterdiave beenadjustedto target 40nA/um
gateleakagein 70nmtechnologyat 1.2nm oxide thicknessand
0.9V supply voltage at room temperaturg(300K) as predicted
in [27]. Gateleakages stronglydependentnthegateoxidethick-
ness andsupplyvoltage. It is weakly dependenon the tem-
perature.Fromthe transistoflevel simulations,we derived these
factorswith curve- tting andincorporatedt into our models.

GIDL effect occursatlow gatevoltageandhigh drainvoltage
bias. This effect will raisethe leakagecurrentwhen gate volt-
agegoesngative. It becomesvorsewhenbiasingthe substrate
to negative voltagefor N transistorsaandto positive voltagefor P
transistors.This will limit the reversebody-biasing(RBB) tech-
nique.

3.3 Parameter Variations

Device parametevariationscanbedividedinto two cateories:
inter-die (die-to-die)variationandintra-die(within-die) variation.

Inter-die variationis the differencein the value of a parame-
teracrosmominallyidenticaldiesandis typically accountedsa
shiftin themeanof someparametevalueequallyacrossll device
or structureson ary onechip. For purpose®f circuit design,it is
usuallysufcient to lumpall thecontributionsin theinter-die vari-
ationinto a singlevariationcomponentvith a meanandvariance.

Intra-die variation is the deviation occurringspatially within
ary onedie. It may have a variety of sourcedependingon the
physicsof the manufcturingsteps.In contrastto inter-die varia-
tion (affectingall deviceson ary onechip equally),intra-dievari-
ation contritutesto the mismatchbehaior betweenrstructureson
thesamechip.

Dueto bothinter-dieandintra-dieparametevariationsthereis
signi cant variationin leakagepower. Thusparameterariations
mustbe taken into accountin the new leakagemodel. Inter-die
variationcanbecharacterizedsaglobalmeanandvariancewhile
intra-dievariationis morecomplicated.In this versionour model
only includestheinter-die variation.

Therearefour parametersvhichwe areinterestedn. They are

: lengthof thetransistor; : thicknessof the gateoxide;
supplyvoltage;and  : thresholdvoltageof the transistor For
eachparametemsercangive thespeci c mean , variance , and
thenumberof samples . In theinitializing phaseof the simula-
tion, gaussiardistribution samplesaregenerateéndthe leak-
agecurrentsare also calculatedaccordingly The meanof those
leakagecurrentsis usedin the following simulationsin orderto
includethe effectsof the parametewariations.

3.4 How to Usethe HotLeakage Software Within
an Ar chitecture Simulator

The HotLeakagesimulatoris a con gurable module. The
various parametergelatedto the leakagepowver modeling and
the leakagecontrol techniquesare speci ed at the commandine
(see[32] for details). To useHotLeakagewith currentsbasedon
BSIM3 modelsandour pre-determinesgaluesof ,itisonly
necessaryo specifythetechnologyparameterg.g. 70nm. Other
parametersanalsobe con gured, but all have reasonablelefault
values.

HotLeakagedynamicallytracksleakagefor eachcell of inter
est(e.g., an SRAM cell) andthis informationis thentranslated
into leakageat the architectureevel. The functionsthat calcu-
lateleakag€efor eachstructureof the micro-architecturarein the
mainleakaganodule andtheseneedto becalledwhen&er ary of
theparameters—Iliktemperaturesupplyvoltage etc.—thatffect
leakageis changed.Thesefunctionswill recalculatethe leakage
currentsusing the HotLeakagemodel. HotLeakageandthe ac-
companing simulationinfrastructurecurrentlymodelleakageof
cachesandregister les; addingmodelsfor othercache-like struc-
turesis very simple.

The powver-performancesimulator e.g. Wattch, is responsi-
ble for implementingthe leakage-contralechniqueandusingthe
HotLeakagevaluesaccordingly As mentionedearlier we have
implementeda genericabstractiorfor modelingleakagecontrol
techniquesasedon putting individual cachelines into standby
allowing us to study techniqueslike gated-V [19], drowsy
cachd11], andreverse-body-biaf23].

4 Simulation Set-Up
4.1 ProcessoiModel

All simulationswere performedwith Wattch augmentedoy
HotLeakage. Unlessstatedotherwise,this paperusesthe base-
line con gurationasshavn in Table2, which resemblessmuch
aspossiblethe con guration of an Alpha 21264[21]. The most
importantdifferencefor this paperis thatin the 21264thereis
no separatd8TB, becausehe I-cachehasan integratednext-line
predictorf9]. As mostprocessorsurrentlydouseaseparat®TB,
ourwork modelsaseparate?2-wayassociatie, 1 K-entry BTB that
is accesseth parallelwith thel-cacheanddirectionpredictor

In the original drowsy paperthe L1 datacacheusedis 32 KB
in sizeand4-way setassociatie andthe L1 instructioncacheis
32 KB in sizeanddirectmapped Both cacheaiseline sizeof 32
bytesanda hit laten is one. In contrastwe use64 KB, 2-way
cacheswith 64 B linesfor both.

For WattchandHotLeakagdechnologyparametersve usethe
processparametergor a 70 nm processat 0.9V and 5600
MHz. It is importantto note that becauseour Wattch model
doesnot include state-of-the-arponver-managementechniques
thatwould be expectedin the 70nmgenerationpur estimategor
dynamicenegy maybe pessimistic.

4.2 Benchmarks

In our comparatre evaluationof variousleakagecontroltech-
niqueswe usellintegerbenchmarkérom the SPEcpu200(q30]



Processo€ore
80-RUU, 40-LSQ

4 instructiongpercycle
4 IntALU,1 IntMult/Div,
2 FRALU,1 FPMult/Div,
2 memports
MemoryHierarchy

InstructionWindow
Issuewidth
FunctionalUnits

L1 D-cache Size64KB, 2-way LRU, 64B blocks
2-¢yclelateny
L1 I-cache Size64KB, 2-way LRU, 64B blocks
1-gyclelateny
L2 Uni ed, 2MB, 2-way LRU,
64B blocks,11-g/cle latengy
Memory 100cycles
BranchPredictor
Branchpredictor Hybrid:

4K bimodand4K/12-bit/GAg
4K bimod-stylechooser
1 K-entry, 2-way

Branchtargetbuffer

Table 2. Con guration of simulated processor
micr oarchitecture . All caches are write-bac k.

suite. Thebenchmarksverecompiledfor the AlphalSA andstati-
cally linkedusingtheCompadAlphacompiler(with peaksettings)
For eachprogramwe skipthe rst two billion committedinstruc-
tionsto avoid unrepresentaté startupbehaior atthebeginningof
theprograms execution,andthensimulate500million committed
instructionausingthereferencenputset.

5 Results
5.1 L2 Latency

Ourresultsoughlyduplicatethosein [11]. They reportslightly
higherleakagesavzings andslightly lower performancdoss. The
formerwe attributeto differencesn ourmodels,ncludingthedif-
ferentchoice of thresholdvoltage and our use of BSIM3 mod-
els. Thelatterwe attributeto our choiceof shorterdecayintenals
that—forour leakagenodel—wefoundto give betterenegy sav-
ings.

Figures3 and4 presenthe netcache-leakagsaszingsandthe
performancdossfor a systemwith anL2 cachelateny of 5 cy-
cles, as might be seenfor a fast, on-chipL2. Note that, in or-
derto reportameasurghatrepresenttheactual‘pro t” in terms
of enegy saved, the net savings subtractshe extra dynamicen-
ey expendeddueto the leakagecontrol schemefrom the total
reductionin leakagethatis realizedby deactvating cachelines.
The dynamicenegy overheads computedby comparingthe to-
tal dynamicenegy with andwithout the leakage-contrascheme
activated. This accountdor the contritutionsfrom (and overlap
among)a) actiity in thedecaycounterggated-V ), (b) extralL2
accessefgated-V ), (c) extratagaccesseflrowsy),and(d) extra
runtime.

Figuress and6 thenpresenthesameresultsfor an8-cycle L2;
Figures8 and9 for an11-g/cle L2; andFigures10 and11 for a
17-g/cleL2.

Theseresultsshav that for 5-8 cycle L2 cachesgated-V
is superiorto drowsy cachein termsof both enegy savings and

performancdoss. At 5 cycles,gated-V is almostuniformly su-
perior, while at 8 cycles,drowsy is superiorfor a small number
of benchmarksAt 11 cycles,the pictureis lessclear Gated-V
is slightly betterin termsof averageenegy savings andslightly
worsein termsof averageperformancdoss. But looking at indi-
vidual benchmarksdrowsy andgated-V arebetterfor aboutan
equalnumberof benchmarksFinally, at 17 cycles,drowsy cache
becomeglearlysuperior

Net Energy Savings
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Perl
Twolf
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Vpr
Mcf
Crafty
Average
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Figure 3. Net leakage savings at 110 and an
L2 latency of 5 cycles.
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Figure 4. Performance loss at an L2 latency
of 5 cycles.

Most importantly these results shav that contrary to
widespreadelief, non-state-preservingchniquesare notinher
ently inferior. Thereare ve reasondor this. First, gated-V is
ableto almostentirelyeliminateleakagewhereastate-preserving
techniquedik e drowsy andRBB still exhibit a non-trivial amount
of leakage Secondawell-tuneddecayintenal will minimize so-
calledinducedmisses missesthat resultpurely from premature
deactvation of a line that containsuseful data. Third, induced
missesare not inherentlybad. Evenif dataremains‘live”, if its
next useis sufciently farin the future, it may be worthwhile to
incur a modestperformancdossto sase enegy thatis otherwise
expendedkeepingthe dataactive. Fourth,in anaggressie out-of-
ordermachinemodest 2 accesgatenciedor inducedmissesan
betolerated Finally, whentagsaredecayedgated-V is actually
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Figure 5. Net leakage savings at 110 and an
L2 latency of 8 cycles.
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Figure 6. Performance loss at an L2 latency
of 8 cycles.

fasterontruemissesvhenaline is in standby—whichs themore
commontype of miss. The drowsy techniquemust rst wake up
thetags,thencheckthem,only to nd thatthe datais notresident
andanL?2 accesss required.In contrastgated-V canimmedi-
ately begin checkingthetagsof active ways,andwaysthatarein
standbyareguaranteetb be missesandneednot be checled.

For therangeof L2 accessatencieghataretypically obsered
for on-chip cachesit is thereforefalseto automaticallyassume
thatanL2 accesss too costly Of courseasL?2 lateny increases,
theabove factorsthatmitigatefor gated-V becomdessandless
helpful. For the longestL?2 lateny we tested,gated-V wasno
longerableto hide a signi cant portionof L1 misstimes,andthe
state-preservingatureof drovsy cachebecomesa majoradwan-
tage.

5.2 Temperature

Figures7 and8 illustratethe effectsof temperaturdor an11-
cycle L2 cacheby comparingenepgy savingsat85 C and110 C.
Becausdeakageis exponentiallydependenbn temperaturethe
enepgy savingsis muchhigherfor bothschemes.

We mentionedpreviously thatgated-V is ableto almosten-

Net Energy Savings

o 1

)

£ 06

5

054

B

Z 04+

3

N 0.3

©

£ 021

(=3

Z 0.1
o

o
©
[

p

Perl
Twolf
Bzip2

Vpr
Mcf
Crafty

©
o
U]

Gzi
Parser
Vortex

Average

Benchmarks

Odrowsy(2k) BgatedVss(8k)

Figure 7. Net leakage savings at 85 and an
L2 latency of 11 cycles.
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Figure 8. Net leakage savings at 110 and an
L2 latency of 11 cycles.
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Figure 9. Performance loss at an L2 latency
of 11 cycles.

tirely eliminateleakagewhereasstate-preservingechniquedike
drowsy andRBB still exhibit a non-trivial amountof leakage As
leakageincreasesvith temperaturethis advantagefor gated-V

increasego0. But this advantageis offset by the fact that the
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Figure 10. Net leakage savings at 110 and an
L2 latency of 17 cycles.
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Figure 11. Performance loss at an L2 latency
of 17 cycles.

higherleakageat highertemperaturanakes shorterdecayinter
vals attractve for both gated-V anddrowsy, andgated-V is
more sensitve to the smallerdecayintenal. The former factor
bene ts gated-V for programdlike gcc andgzip, but the latter
factorpenalizegjated-V for gap andtwolf. On average there-
fore, temperaturénaslittle impacton the relative performanceof
gated-V anddrowsy.

5.3 TagDecay

We have only hadthe opportunityto comparegated-V when
tagsarealsoplacedin standbyalongwith theline of datathatis
being deactvated. If tagsare not placedin standby drowsy no
longersufers extra penaltiesfor true misses.If onesimply uses
the samedecayintenals but keepsthe tagslive for the drowsy
cache this will reducethe performancdossexhibited by drowsy
but alsosubstantiallyreducethe enegy savings, becauseagsac-
countfor 5-10%of theleakagesnegy in cachesandthisleakage
enepgy canno longerbe reclaimed. For gated-V , on the other
hand thereis noadvantageo keepingthetagslive unlesshey are
usedto facilitateadaptve decayintenals.

ODrowsy B GatedVss

Figure 12. Net leakage savings at 85 and
an L2 latency of 11 cycles for the best per-
benchmark decay inter val.
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Figure 13. Performance loss at an L2 latency
of 11 cycles for the best per-benchmark decay
inter val.

5.4 Adaptivity

Figures12 and13 shav how muchbetterboth schemesould
doif anadaptve schemeavereemplg/edto allow thecache-decay
mechanisnto nd thebestdecayinterval for eachbenchmarkFor
bothdrowvsy andgated-V , weidentify thebestdecayintenal for
eachbenchmarkandthesearetheresultshatareplotted. Thebest
intervalsareitemizedin Table3.

Adaptiity primarily bene ts gated-V , becausehe bestde-
cay intenals vary sowidely. This in turnis a function of data-
usagepatternsandavailableILP thatcanbe usedto hideinduced
misses. ComparingFigures12 and 13 againstFigures7 and 9
shavsthatusingthebestperbenchmarkntenalsimprovesenegy
sarings for gated-V by 20%, from 50% to 60%, and dramati-
cally reducegperformancdoss,from aboutl.4%to about0.55%.
Enegy savingsfor drowsy cacheonly improve by about4% and
performancdossonly improvesfrom 1.3%to 1.0%.

It is to be expectedfrom the analysisin [11] thatadaptvity is
not necessaryor drowsy cache pecausédor reasonabléntenals,
it is fairly insensitve to decayinterval. Gated-V doesnot need




Drowsy | Gated-V
Gcece 1k 2k
Gzip 2k 64k
Parser 4k 16k
Vortex 2k 8k
Gap 16k 16k
Perl 4k a4k
Twolf 2k 4k
Bzip2 4k 16k
Vpr 2k 8k
Mcf 1k 2k
Crafty 4k 32k

Table 3. Best decay inter vals.

adaptvity to give attractve bene ts for on-chipL2 cachesbut
performsmuch betterwith adaptve decayintenals. It becomes
clearly superiorto drowsy for mostbenchmarksvith an11-g/cle
L2.

We areawareof threemethodsofarfor providing adaptve de-
cayintenals: usinganarrayof bitsto selecfrom multiple possible
decayintenals,proposedy Kaxirasetal.[19]; theadaptivemode
contol techniqueproposedby Zhou et al. [33]; andthe formal
feedback-contralechniqueproposedn our prior work [31]. The
lattertwo techniquesequirethetagsto stayawake. Ourfeedback-
controltechniqués quitesimple,usingthetagsto identifyinduced
misseandrequiringonly asmallstatemachineo periodicallyup-
datethe countercontainingthe decayinterval.

6 Conclusionsand Future Work

HotLeakageprovides the rst publicly-available microarchi-
tecture-leel leakage-modelingoftware of which we are aware.
Its mostimportantfeaturesarethe explicit inclusionof tempera-
ture, voltage, gateleakage,and parametewnariations. HotLeak-
age provides default settingsfor 180nm through 70nm tech-
nologies (basedupon BSIM3 models)for modeling cacheand
register les, and provides a simple interface for selecting
alternate parametervalues and for modeling alternatve mi-
croarchitecturestructures. HotlLeakagealso provides mod-
els for several extant cache leakage-controltechniques,with
an interface for adding further techniques. The HotLeak-
age tool, with all the supporting documents,is available at
http://lava.cs.virginia.edu/HotLeakag e

Using HotLeakage and Wattch, we have compared a
state-preservingechnique(drowsy cache)againsta non-state-
preservingtechnique(gated-V ). Corventional wisdom holds
thatthe state-preservingechniquenustbesuperiorbecausé in-
curslessperformancdosson accesgo a line thatis in standby
mode. In contrastwe have found thatat 70nmandfor the par
ticular rangeof parametersve studied,the non-state-preserving
techniqueis actually superiorfor a setof fasterL2 cachelaten-
ciesthat might be seenwith on-chipL2s. The main reasongor
this arethatgated-V reducedeakageby a greateramountthan
drowsy cachethatthelateny to fetchdatafrom L2 whenaccess-
ing aline in standbymodecanbehiddento a signi cant extentby
ILP, andthat drowsy cacheactuallyincursa larger performance
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penaltythangated-V for themorecommoncaseof atrue(rather
thananinduced)miss. In addition,the effectivenesf gated-V
canbe expandediy usingadaptve decayintenals.

The design spacefor power-efcient cachesis notoriously
comple, and even the design spacefor just thesetwo tech-
niquesis too rich to fully explore in this paper The proper
choiceof leakage-controtechniquewill dependon a variety of
factors,and we hopethat the comparisonhereillustratessome
importanttradeofs to consider The main point that we wish
to convey with this work is to delunk the perceptionthat non-
state-preservingechniquesare inherently inferior. Design of
low-leakagecachegequiresnon-state-preservingchniquedike
gated-V tobeconsiderecspotentiallythemostenegy-efcient
andhighest-performancsolution.
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