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Terms


User – the user refers to the person who is interacting with the application from the command line.


Player – a computer representation of a Tic-Tac-Toe player.  For this application, a player is generic and can mean any of the various implementations that are derived from the Player base class.
Adaptive Learning – The modification of weights and biases within the structure of the Neural Network (ANN) work to achieve desired output results.  Adaptive learning occurs through iterative training on data sets where the desired results (target values) are known. 


Evolutionary Learning – The paradigm of spawning child Neural Nets who inherit their parents weights/biases and iteratively compete against one another under a survival of the fittest mentality.  Evolution does not involve direct mutation to a specific Net but evolves (by random mutation) the values of a parents Net as the child inherits those values.  


Neural Network (ANN) – “A Neural Network is an interconnected assembly of simple processing elements, units or nodes, whose functionality is loosely based on the animal neuron. The processing ability of the network is stored in the inter-unit connection strengths, or weights, obtained by a process of adaptation to, or learning from, a set of training patterns.” [4]


Neuron – The Neuron, in the context of ANNs, is one of many internal units that process inputs and using an activation function based on weight parameters and a threshold value, produces some output value.


Backpropogation Neural Network – An ANN that used feedback based on the actual and desired outputs to modify the network’s hidden layer and output weights in an attempt to learn or train on sample data provided.


Activation Function – The mathematical (usually summation) function encoded in a Neuron.  The Activation Function takes a series of inputs, modifies them using the Neuron’s weight set, and based on the chosen function and some threshold value produces an output.  Common Activation Functions include the step and sigmoid functions.


Threshold – A value that shifts the Activation Function results graph on the x-axis.  The threshold is used as a firing point and can be used to set a minimum value at which firing occurs or becomes significant depending on the Activation Function. 

Note:  In this paper I use the term “train” to refer to both adaptive and evolutionary learning strategies.  When discussing a specific strategy I will refer to the strategy by the terms previously defined.  Additionally in this paper, Neural Net Player (NNP) will refer to the computer playing the game while the Neural Net (ANN) refers to the internal structure used for board analysis and decision making by this player.  

Project Description

History


The concept of Neural Networks goes back as far as the early 1940’s when Norbert Wiener began exploring the field of what became known as cybernetics and later, Artificial Intelligence (AI).  Joined by McCulloch and Pitts, Donald Hebb, Frank Rosenblatt, Marvin Minksy, and many others; ANNs (ANN) were conceived as an attempt to program computers to mimic the inner workings of the brains of biological entities.  By simulating the structure of the brain these pioneers hoped to capture the essence of what makes thought and learning possible.  With varied past success and failure, researchers continue to explore new possibilities and test new paradigms for the application of Neural Networks to everyday life including the understanding of the brain, cognition, machine learning, pattern recognition, and problem solving.


The basic structure of a ANN is as follows:  Each Net contains a series of Neurons connected in layers.  The Neurons in each layer take a set of values as input and produce an output.  In the traditional Neural Net this output is a single value based on some defined activation function.  For the first layer of the ANN the Neuron’s inputs are values fed into the Neural Net through its interface. As these inputs are fed into the Neuron the values’ contribution to the activation function are weighted based on the Neurons weight set.  After modifying each input value according to the appropriate weight factor, the activation function uses the adjusted inputs along with a threshold parameter to produce some output.  This output is then either used as input into other Neurons within the Neural Net or in the case of an output Neuron, this value is used for some other purpose.  For a more in depth discussion of Neural Nets see [1].    

While many different types of Neural Net architectures exist, one of the most widely used is a basic Backpropogation ANN.  In a Backpropogation Neural Net there are two layers.  The first or hidden layer, takes the Net’s inputs as the inputs to each hidden layer Neuron.  Each Neuron produces an output, which is then fed as input into the second, or output layer.  The output layer is so named because after processing the inputs from the hidden layer, the results of the output layer are used as the production values of the net.  The process of sending a set of inputs into a Neural Net and receiving a set of outputs is referred to as firing. 

Purpose and Goals


With a limited understanding of ANNs and Artificial Intelligence in general, this project has been used as a learning tool to understand the field of Neural Networks as it applies to Artificial Intelligence research.  Specifically I have implemented and experimented with some of the fundamental  ANNs (single/multi layer, Feedforward/Backpropogation, etc.) in hopes of teaching a computer to play and compete in the classic and relatively simple game of Tic-Tac-Toe.  The work for this project includes designing and programming a ANN that is flexible and adaptive in hopes of teaching a NNP to learn the rules of and strategy for the game of Tic-Tac-Toe.  My approach has taken two directions; training and evolving a ANN capable of abiding by the rules of Tic-Tac-Toe and evolving a ANN that learns or becomes proficient in the strategy of the game.  To date I have been successful in accomplishing both of these tasks, however the challenge of finding a single ANN capable of accomplishing both tasks simultaneously has been found too difficult in my initial implementation as has been left for future work.   


Before going into the details of my implementation it is important to point out that the work about to be described is implemented in a UNIX environment and the components are constructed using C++ and the C++ standard libraries.  This code is portable to virtually any environment with a C++ compiler as the libraries used are ubiquitous throughout flavors of the C++ programming community. (See the Code and Documentation section for a link to the C++ source code).  

The Training Environment


To train a computer in the game of Tic-Tac-Toe I first create the learning environment.  Since learning takes place over many iterations, I create an architecture that is capable of simulating a tournament between players.  A Player in the tournament can be of various types (see the Player component described later in the component section), however the Player that I am most interested is the NNP.  This NNP uses an internal ANN architecture to make move decisions.  In a tournament, the NNPs square off in a survival of the fittest scenario that allows a fast exploration of the state space of possible problem solutions.  Because I attempt to explore various problems in current and future work, I wrote the tournament and subsequent components in a modularized and robust fashion so that I could pursue solutions to various problems with a minimal number of changes to my code. 


In my current implementation, the game of Tic-Tac-Toe and the NNPs I have created are somewhat bound together. Each NNP is a Tic-Tac-Toe Player with an embedded ANN that is used to decide which move the NNP would like to make. The ANN embedded in the Player is a Backpropogation Net with 9 inputs and 9 outputs.  These values were chosen because a Tic-Tac-Toe board is simple to represent with an array of nine values.  For alternate problems it is trivial to implement “Players” of varied types.


Within the Board component I represent the Tic-Tac-Toe board as an array of nine integers.  An X is represented with a 1, an O with a -1, and a blank space with a 0.  However when the board is fed into the NNP I perform a board inversion so that a Player always makes the assumption that his pieces have a positive value and subsequently the opponents pieces have a negative value.  This simple modification to the board is based on some initial tests that show extremely poor performance when a Neural Net tries to train to make both positive and negative moves on the board.  The difficulty stems from the fact that Neurons within a Neural Net are capable of contributing both positive and negative input and therefore the task of training on multiple outputs becomes complex.  As you will see later the values 1, -1, and 0 still present problems and it is only after I use categorical parameters for adaptive learning that the NNP learns to play by the rules of the game.

The Neural Net Player


Before going into the details of adaptive and evolutionary learning, it is important to cover the basic strategy a NNP employs to utilize its Neural Net when making a move.  When a move is requested the NNP takes the game board provided and feeds the nine board values  into the Neural Net.  The firing of the Net produces an array of nine outputs.  To train the NNP to learn HOW to play the game of Tic-Tac-Toe, it simply returns the number of the output Neuron with the greatest numerical value as its move.  Since the Game component checks for the legality of moves, any illegal move results in an immediate forfeit of the game.  In contrast, to train the NNP on strategy, it takes the nine outputs and returns the highest value that corresponds to a legal move in the game.  The assumption in this scenario is that the NNP knows HOW to play the game and therefore all outputs for illegal moves are ignored.      

Neural Net Legal Move Training


The methods I explore in finding the most apt Neural Net capable of learning the rules of Tic-Tac-Toe include both adaptive and evolutionary learning strategies.  Adaptive learning explores the use of Backpropogation to train the Neural Net on input given a target value.  When a legal move is made I send positive feedback to the hidden layers of the net to strengthen the weights leading to this move.  When an illegal move is made I similarly weaken the weights.  Using this technique I am able to train a NNP to play Tic-Tac-Toe according to the rules of the game.  The only problem is that to succeed in this task I allow the NNP to make certain decisions that reduce the problem significantly.  I will go into the details of how this is done and why this simple solution is sought out later in this paper. 

In parallel with Backpropogation training, I also employ an evolutionary strategy to produce offspring that are more prone to following the rules of Tic-Tac-Toe.  Before I go into the details of my evolutionary strategy I first must describe the need for such a strategy.  In my initial implementation, which I will show data for later, I use set values of 1, -1, and 0 for the representation of tokens on the board (as described above).  As these values are fed into the Neural Net, empirical data shows that the positive and negative values tend to confuse the network and result in the failure to evolve a NNP capable of following the rules 100% of the time.  Data for this implementation is analyzed in the results section and is interesting due to the fact that despite the Neural Net’s failure to learn all of the rules, the Neural Net is capable of learning over 96% of the rules while also developing strategy in parallel.  

To fix this problem I also implement the NNP with the ability to categorize tokens on the board.  Instead of representing board positions by 1, -1, and 0, the Neural Net maintains its own values for tokens on the board to be fed in as input to its ANN.  These categorical values are initialized to the values of 1, -1, and 0 for the first generation of players.  Evolution alters these values as subsequent generations are produced.  By evolving a representation of Tokens on the board, the best Neural Nets represent both X’s and O’s with the same value while an empty space takes on the opposite value.  For example, as the value of X’s and O’s moves towards 1, the value of an empty space moves towards –1.  This significantly simplifies the problem due to the fact that a Neural Net is able to adjust its weight sets so that any Token (X or O) represented by a 1 acts as an inhibitor against making that corresponding move while an empty space strongly encourages the appropriate move.  This adequately solves the problem of creating a NNP capable of following the rules of the game.  This solution, while feasible for learning HOW to play Tic-Tac-Toe becomes a problem when strategy is incorporated into the Neural Net’s decision.  This issue is discussed further in the results and conclusion sections of this paper.        

Neural Net Strategic Training

Given the assumption that a NNP is already well versed on the rules of Tic-Tac-Toe I attempt to evolve a NNP who learns the simple strategy of the game.  Because Backpropogation relies on per-move feedback where the target or desired outcome is known, and because the game of Tic-Tac-Toe (or any zero-sum game for that matter) makes it difficult to assess the “goodness” of a particular move until the end of the game, I am left with the strategy of evolution to accomplish the task at hand.  This survival of the fittest strategy for breeding players is implemented as follows:

Throughout tournament iterations I square off a collection of players keeping track of each round’s results as the tournament proceeds.  The number of wins, ties, and losses for each player are tracked in such a way that the players can be ranked at the end of each round.  When the round ends the most successful  players are selected to breed while the remaining players are dropped from the tournament.   A group of new Players are bred to compete by randomly inheriting the attributes of the remaining successful players, with weight set and threshold value mutation allowed for full exploration of the solution space.  This process is repeated over all rounds of the tournament.  When a specified number of iterations have passed,  final statistics are calculated and a subset of the top remaining players are tested against a tactical player employing the basic strategy of the game. 

Test Results


With both learning strategies established, I test my application with each test cycling for 1000’s of iterations under various Neural Net configuration, learning, and evolutionary parameters.  In all I perform over 300 runs taking upwards of 400 minutes each.  This amounts to over 3 man-months of computation time.  In the categorical solution where NNPs are able to adjust the input value of their tokens I am successful in training NNPs to play according to the rules of the game.  In the more complex case using fixed values of –1, 1, and 0 for Token representation as previously described, I am not able to train any NNPs to play perfect Tic-Tac-Toe.  The best NNPs are trained to make over 96% of their moves legally and are effective at blocking potential wins and recognizing available wins during play.  The adaptive learning strategy is successful in training a Neural Net on the rules of the game, and the evolutionary learning strategy is fairly successful in selecting players that make intelligent moves throughout the game.  For the pure strategic NNP I am capable of evolving Players that are very successful at tieing or consistently beating the strategic player.  Unfortunately in my current application I am not able to get these two strategies to work well together and therefore have come across various limitations for producing an optimal player.  The combination or possible separation of these strategies has been left for future work.        

Component Description

The components described below provide a robust and extensible implementation of this Neural Network project.  Their function and purpose range from specifying simulation and configuration options to implementing the learning environment and developing the components of the NNP and Neural Net.  My hope is that after success in the simple case of Tic-Tac-Toe, I will have learned enough about ANNs and evolutionary learning to apply these components to more difficult problems.  

Due to the extreme number of test cases that must be run in order to find optimal settings for my application I have included the option to execute the program with command line parameters that specify user settings.  However without specifying these settings at runtime, the application is written so the user will be prompted for this input.  The following overview describes the application as seen when no command line parameters are chosen.  Appendix A additionally provides a more detailed description of each component including its state variables and a description of its role in the application.   

Overview of Program Execution:

Upon running the executable, the user is prompted to enter a set of parameters describing the tournament conditions and Neural Net architecture.  These parameters include: number of players simulated, tournament iterations, activation function, number of hidden layer neurons, learning rate, threshold, whether evolution will occur, the number of survivors given evolution, and the mutation factor of evolving players.  This information is used to establish a group of Neural Net Tic-Tac-Toe players whose goal is to either learn the rules of or become proficient in playing the game of Tic-Tac-Toe (this depends on the implementation being discussed).  

Once the competing Players are established the program goes into a loop for the specified number of iterations.  In each iteration the group of players (or a modified set of new players) square off in a round robin tournament.  This tournament sets up games between players in such a way that every player plays every other player twice moving both first and second in subsequent games for fairness.  Once a tournament round (iteration) is complete, new players are genetically created from the surviving players with some mutation introduced for variability (assuming evolutionary learning is selected).  These new players are then squared off against one another iteratively until the loop has completed.

At the end of the training session, learning and evolution is stifled and the user is allowed to test the success of the players’ training.  The user specifies the number of test games and the number of players tested and the computer uses a special type of player to test the success of the trained NNPs.  In the case of training the NNP HOW to play Tic-Tac-Toe, the NNPs are tested by Blockers and the final results are presented which give a player by player and overall summary of the percentage of legal moves made.  In the case where NNPs train on strategy, the NNPs are tested against the Smart Player and a summary of wins, losses and ties is provided.

Driver and Options


Driver: The driver and options components serve as the main and main supporting components of the simulation.  The driver is where all objects are instantiated and the main program loop resides.  The driver maintains an Options, Tournament, Player List (for entries in this tournament), Factory (for evolving Players), and Tester component.  Together these components provide all of the necessary functionality for full training and testing of the NNPs.  


Options: The Options component serves as a maintenance point for simulation parameters.  If specified at runtime, the options are loaded into this component for further access.  If unspecified, the Options component prompts the user to enter these options from the command line. 

Tournaments, Games, and the Game Board


Tournament: The tournament, game, and game board components make up the structure of the environment in which the NNPs train.  A tournament is designed to take a Player List (described later) and simulate games between the players in this list in such a way that for every tournament round, every player plays against every other player exactly twice.  This is done to give every player a fair chance to move both first and second against every opponent.  Using this abstraction the code for a Tournament is not specific to Tic-Tac-Toe, but simply assumes that a Game object can handle the details internally. 


Game: Like the Tournament object, a Game object also does not require that Tic-Tac-Toe is the game being played.  A Game object is set up so that any two player zero sum game can be implemented.  A Game is instantiated with two players who will be competing in that game.  The Game manages the transition of turns between players and prompts players for a move when it is their turn.  As moves are returned, the Game attempts to simulate the move specified on the game board.  If the move is illegal, the Board will return an error code, which the game will then use to forfeit the player who made the illegal move.  When a legal move is made the game continues until a winner is determined, a tie is achieved, or either player makes a subsequently illegal move.


Board: Every game instantiates a Board on which the game takes place. The specific rules of the game being played (Tic-Tac-Toe) and specifics of the board and corresponding pieces are implemented using this Board component.  Aside from just implementing the rules, the Board also provides an interface for making moves, specifying the legality of these moves, and retrieving current board positions for the players.

Player Lists and The Factory


The Player List and Factory components are used to create and maintain NNPs in this program.  The PlayerList has the ability to store, sort, add and remove Players while the Factory component is used to create new, and evolve already existing Players.

PlayerList: At the beginning of the program a PlayerList and Factory object are created to handle the list of Players who are to compete in rounds of the tournament.  The PlayerList is simply an interface and wrapper to a vector of Player pointers.  This component serves as a means to track players currently involved in a tournament round.  When a round has completed the PlayerList can be used to sort players into order by a tournament result statistic (Win Metric) which is simply the number of wins minus losses divided by the total number of games played.  


Factory: Once a tournament round has completed, the now sorted list of players can be sent back to the Factory to spawn new Players.  The  Factory keeps a specified number of the best Players from the previous round and then uses these players, in combination with a factor of mutation, to spawn new children.  These children inherit their parent’s neural net properties plus or minus some mutation on their weight set and threshold parameter.  When the Factory returns, the Player List is of equal size but contains new Players evolved from the most successful players of the previous round.  The hope during evolution is that child Players spawned from their parent will be able to inherit good weight sets while allowing the mutation to take them out of any rut (local max) that the parent may be stuck in.    

Players and Player Statistics


The Player object is the base class for any type of player developed for this application.  The current list of player types, derived from this base Player class, include Human Player, Blocker, Smart Player, Learning Neural Net, and Backpropogation Neural Net.  The description of each of these types follows the NNP description below.


Player: As a base class for all derived players, the Player class is a pure virtual class that defines a minimum set of attributes and functions that every player must have.  These include a unique identifier, statistics for measuring the success of that player, and functions to print out the results of games in which the player competed.  Additionally a player defines, but does not implement, a function that takes a playing board as input and returns the players corresponding move as output.  This implementation, along with several others discussed later, must be implemented by specific derived classes that inherit from this Player class.  

PlayerStat: The Player Statistic object simply holds data collected for a specific player.  Every player has a statistic object associated with it and uses this object to track wins, losses, and ties for the current tournament round as well as overall tournament wins and tournaments played over the lifetime of the player.  This data is then used to determine which players live on into subsequent tournament rounds when evolution has been chosen as a parameter.  This is done through the win metric described earlier.  

The Neural Net Player


Neural Net Player: The NNP is a tic-tac-toe player with an internal Neural Net which is used to determine how each Player chooses to move given a specific board as input.  The Neural Net consists of a simple hidden layer perceptron with 9 inputs, a variable number of hidden layer neurons, and 9 output neurons.  The 9 inputs fed into the Neural Net represent the current board position with the value of 1 being used for a player’s own piece, a 0 representing an empty space, and a –1 representing an opponent’s piece.  Given this input, a Neural Net fires this input through a collection of Neurons (the Net), each of which contain weights to adjust the strength of the values being input and their effect on the overall Neuron’s output.  After the input set has propagated through to the output layer, the layer of output Neurons each fire a value based on the activation function providing the NNP with a set of nine outputs.  For my implementation I use a binary sigmoid function.  The NNP simply takes the maximum of these outputs and returns the corresponding value as its move.  For additional information on Neural Nets, their weight sets, activation functions, etc.  see [1].


When a NNP is first created it initializes all of the Neurons in its Net with random weight parameters.  As stated before, these weight parameters determine the effect of each input to that Neuron on the activation function.  In addition the Net also has a bias (an offset or shift in its activation function) and a learning rate to determine the degree to which weights are updated as learning takes place.  


As a NNP makes moves on the board, it is responsible for monitoring whether or not the move made was legal and then applying this knowledge to train its Net.  Since only one of the Net’s outputs are tested for every move, the NNP can only train the Net on this value since I have considered the legality of the rest of the moves unknown.  (It would be very easy, and probably more effective, to train the Net on all legal moves since a true solution, if one should exist, using this method would converge faster, however this is not in continuity with the concept of using only what is known to the player and therefore I have left it out of my initial implementation).  


In addition to training on given data, NNPs that evolve from already existing NNPs obtain the attributes of the parent with some introduced jitter in their weight values.  This evolutionary strategy stems from the concepts of breeding in nature and is shown to have several problems in learning that will be discussed in my conclusions.

Additional Players


Human Player: Aside from the NNPs, I have implemented a Human Player, a Random Player, a Blocking Player, and a Smart player for testing purposes.  The Human Player, when moving, displays the board to the user and issues a prompt so that the user can enter their move.  Obviously this is not a valid way to train Neural Nets since the process of a human entering moves is tedious and time consuming, however the human player provides a means of playing against, and therefore validating the abilities and “intelligence” of the best trained NNPs.  

Blocker: I have created a Blocking Player which has intelligence built in such that it simply looks for a possible opponent win and blocks when one exists.  If no potential opponent win exists to block, the blocking player simply moves randomly on the board.  The purpose of this blocking agent is to iteratively test the NNPs to determine the percentage of legal moves that they are capable of making.  This is discussed further in the testing section that follows.


Smart Player: Finally I have created a Smart Player who moves according to the basic strategy of the game.  The Smart Player first looks to win, then looks for a block, then looks to create a win, and finally moves randomly on the board.  While this is not the optimal strategy of Tic-Tac-Toe, this Smart Player provides a good metric to test my NNPs against.  Smart Players are used for my strategic evolution implementation and have been shown to clobber an untrained NNP.

Testing and Analysis


As previously mentioned I have implemented a Blocking Player to test how well a NNP learned the rules of Tic-Tac-Toe.  By playing many games against the NNP where both players alternate moving first and second, and using the strategy of simply blocking a win but not making any attempt to win itself, the Blocker is able to extensively test how well the NNP learned the game rules.  This test allows statistics to be acquired as to the percentage of legal moves made over the coarse of several games.  Assuming a Neural Net is capable of learning “all” of the legal moves, when playing the Blocker the percentage of legal moves should grow to 100%.  Results for various tests are presented in the results section of this paper and show how well I was able to train my NNPs using different parameters and strategies of learning.  


The Smart Player is used to test the strategy of a NNP in a similar way.  In my Tester component I match the best evolved NNP against my Smart Player and collect results for wins, losses, and ties.  This information is helpful to compare different parameter settings for evolution to find optimal settings.


Finally the Human Player simply provides a user with the ability to see for himself how well the NNP was trained to either play Tic-Tac-Toe by the rules or to implement strategy when playing the game.  

Program Execution


To run my application, the user has the option of specifying program parameters in the command line, or simply executing the program and entering the parameter values as they are requested.  This feature allows me to setup batch processes that can run and collect data overnight for thorough exploration of the state space of potential solutions.

Program Parameters


Number of Players – The number of players competing in each round of a Tournament.  This number stays constant throughout program execution.


Tournament Iterations – The number of tournament rounds between players.  Each round consists of every player playing every other player twice, once moving first and a second time moving second.  Mutation and evolution occur between tournament rounds.


Number of Hidden Neurons – The number of Hidden Layer Neurons created within a Players Neural Net.  Different numbers of Hidden Layer Neurons have been shown to be capable of solving different problems and one challenge when employing a Neural Net to solve a problem is determining the optimal number of these Hidden Layer Neurons.  


Learning Rate – The rate or factor in which a Neuron adjusts its weights during learning.  A Higher Learning Rate will mean quicker evolution, however too much fluctuation could mean longer or possibly infinite settlement time.  The goal is to find a learning rate that minimizes training time.


Default Threshold – The threshold or bias placed on a Neuron.  A higher threshold results in a weaker output signal given equal inputs and weight settings on those inputs.  The default threshold acts as a starting value for every Neuron within a players Net and similar to the input weights this threshold value evolves during the training process. 


Activation Function – The output function for a Neuron.  Currently sigmoid (1) and bimodal sigmoid (2) are the only two activation functions implemented.  


Evolution – A parameter determining whether or not evolution will take place during the simulation.  Evolution means that at the end of every round a specified number of players (Survivors) will live on and a new batch of NNPs will be genetically spawned from the surviving players. 


Survivors – Given evolution, the survivor’s parameter specifies the number of NNPs that will survive at the end of every tournament round.  This value must be less then the number of players but greater than 0.


Mutation Factor – Given evolution, the mutation factor specifies to what degree the weights inherited from a parent will be mutated.  For example, if 0.2 is chosen as the mutation factor then a child inheriting a weight of 0.8 from its parent will take on a weight of 0.8 +/- 0.16. 


For the above parameters there are certain cases where parameters are not applicable.  For example, when training a Neural Net without evolution (only adjusting the weight set and not allowing any mutation between tournament rounds) the Survivors and Mutation Factor parameters have no bearing on the simulation.  Additionally when attempting to evolve a strategic player that is versed in the rules of the game, the learning rate parameter is ineffectual as Backpropogation learning does not take place.  

Command Line Execution


To run the program from the command line simply type:


driver (players) (iterations) (survivors) (mutation factor) (evolution) (activation function) (hidden neurons) (learning rate) (threshold)


An example of this specifying no evolution is: 

driver 50 5000 50 0 0 1 10 .05 .3 


and for evolution this would be:



driver 50 5000 10 .2 1 1 10 .05 .3

When executing my application without any command line parameters, the interface appears as follows:

: /uf7/bmb5v/cs660/NeuralNets/Project ; driver

Please enter the number of players:  10

Please enter the number of iterations: 50

Please enter the number of hidden nodes: 10

Please enter the learning rate (0->1): .1

Please enter the threshold (0->1): .5

Please specify the activation function (1-sigmoidal, 2-bimodal): 1

Will the Neural Net Players be evolutionary? (Y/N): Y

Please enter the number of survivors: 10

Please enter the mutate factor (i.e. 0.05): .2

At this point the program runs a 10-player simulation over 50 iterations with the specified parameters.  When complete, the tournament results are printed.

FINAL STATS

Player 8::Tournament Wins: 8 Tournaments: 50

Player 6::Tournament Wins: 12 Tournaments: 50

Player 10::Tournament Wins: 2 Tournaments: 50

Player 4::Tournament Wins: 4 Tournaments: 50

Player 5::Tournament Wins: 5 Tournaments: 50

Player 7::Tournament Wins: 5 Tournaments: 50

Player 2::Tournament Wins: 4 Tournaments: 50

Player 1::Tournament Wins: 4 Tournaments: 50

Player 3::Tournament Wins: 4 Tournaments: 50

Player 9::Tournament Wins: 3 Tournaments: 50

After printing tournament results over the 50 iterations, the program then uses the Tester component to test a specified number of players for their ability to play the game.  Without specifying a number of players and number of test games, the program would prompt the user for this data.  However due to the batch processing I have set up, I have specified these values to be the top 10 players tested over 200 rounds or 400 games.  The results of these tests along with the parameters specified are printed as follows:

Game Parameters

Players:


10

Iterations:

50

Hidden Nodes:

10

Learning Rate:

0.1

Threshold:

0.5

Activation Function: 
1

Evolve:


1

Survivors:

10

Mutation Factor:

0.2

Player 8

Test Results

Rounds Played : 2000

Moves Made    : 12871

Legal Moves    : 9272

Legal move percentage: 0.68977

When the experiment has been set up for human testing of the “best” developed NNP the following game board and prompt is presented to the user to provide an interface for testing how well the NNP was able to achieve their goal.  The number of games to play is specified as a runtime parameter in the most recent version.

Human .vs. Neural Net Player 8

012

3O5

678

Human: Please enter your move: 2

O1X

3O5

678

Human: Please enter your move: 6

O1X

3O5

X7O

Neural Net Wins!

Mathematical Analysis


When training a NNP to learn HOW to play the game of Tic-Tac-Toe I employed two strategies.  The first was to allow the computer to determine its own categories for tokens on the game board.  This strategy was simple and effective due to the fact that the NNP’s evolved all tokens of both players to have a positive value while free spaces had a negative value.  By doing this the NNP was able to use the positive inputs as inhibitors for making a move in an already taken section of the board while the free space input values worked to activate the output results and encourage moves in that board location.  The problem with this strategy is that by representing both players’ tokens with the same value it becomes virtually impossible to evolve strategy since the Net cannot differentiate between player pieces.  

In an attempt to train the NNP to both learn HOW to play and to learn strategy simultaneously, I implemented board inputs using the fixed Token settings of –1, 1, and 0.  Since using these values prevented me from training the NNP to play legally 100% of the time (a little over 96% was the best I could achieve) I conducted probabilistic analysis of the expected legal percentage of a Tic-Tac-Toe Player making random moves.  This probabilistic value can then be used to determine how well my NNPs learned the rules of the game in this difficult scenario.  

Using probability I generated the percentage of all possible move scenarios and the percent chance of each combination occurring to determine the overall percentage of moves that would be legal given two random players playing against one another.  This analysis is provided in Appendix B.   As an alternative method of calculating this value I also created a random player and simulated games between both random players that will choose any move and a random player that chooses any move with a random player that always makes a legal move.  For clarity I will call a player who does not check for the legality of his move a completely random player while a player that only makes legal random moves will be called a legal random player.  The difference is that when the opponent is also likely to make an illegal move, a game may end prematurely due to your opponents mistake and therefore increase the percentage of legal moves made.

For the analytical evaluation I found that a completely random player, when competing with another completely random player, makes 78.3% of his moves legally (see Appendix B for calculations).  In comparison the empirical data I collected for two completely random players squaring off was 77.9%.  The discrepancy of these numbers can be attributed to both the fact that empirical data is not exact and there may be a few special cases in my calculations that I did not account for.  Regardless these numbers provide a close enough basis for comparison.  

While these calculated values work for two random players squaring off, I am making my analysis on the success of training my NNPs by comparing them against a Blocking player who always makes a legal move.  Because the calculation of the percentage of legal moves made against this Blocker, or any random Player making only legal moves, is more difficult, and due to the ease in which empirical data can be collected, I have skipped this calculation.  However based on extensive empirical tests, I have surmised that the percent of legal moves that a completely random player should make against a legal random player is approximately 70.8%.  Additionally I have calculated the percent of legal moves that a completely random player should make against my Blocker (the difference being that a Blocker has some intelligence determining where it moves) and come up with a value of 70.9%, virtually the same as that of a legal random player.  For the result comparison, this base value of approximately 71% can be used.

Empirical Results and Analysis of Data


Over the course of a few weeks I have implemented and collected data on many settings/configurations/model enhancements/alternate methods of learning/etc..  While every venue explored presented new and interesting data it would be tedious for me to summarize and present everything I found in a single document.  For this reason I have chosen to present results on three of my implementations with the bulk of the data being presented on what I found to be the most interesting experiment.  The experimental setup and implementation details are provided at the beginning of every subsection followed by data collected, analysis of the data, and conclusions drawn for each scenario.  

Learning Tic-Tac-Toe Strategy 


Backpropogation Neural Nets have been designed to take a set of inputs, fire these inputs through the internal Neurons of the Neural Net, and eventually produce an output set which can be analyzed and trained on.  Training occurs by comparing the output produced to the desired output and using Backpropogation (a form of feedback control architecture) on the hidden and output layer Neuron weight sets.  By modifying the weight parameters over an extensive set of training data, the hope is that the Neural Net will “learn” how to recognize certain patters and become proficient at finding a solution to the proposed problem.  For this application, the problem of training a ANN to learn the strategy of Tic-Tac-Toe using Backpropogation is difficult.  This is due to the fact that the “correct” move to train on is not known at the end of every play.  In fact in most zero sum games, any situation presented could have many correct moves and training your ANN on any one of them would not provide a true solution to the problem.  For this reason to train my Tic-Tac-Toe NNP on the strategy of the game I employ evolutionary learning instead of Backpropogation training.


To implement training on strategy I make several adjustments to the simulation.  First I turn the “learning” parameter of my NNP off to prevent Backpropogation learning.  I then update my NNP so that it no longer considers the results of illegal moves and only compares the Neural Net output values that coincided with legal moves on the game board.  I modify my testing component to test the “best” NNP against the implemented Smart Player as opposed to the Blocker since testing needs to look for overall ability to play instead of the number or percentage of legal moves made.  Finally I modify my testing component to return the Win Metric described previously as opposed to the percentage of legal moves made during testing for the same reasons. 


I run my strategic implementation over varied parameter settings including varying the number of training iterations (50 – 20,000), the number of hidden layer neurons (2 – 30), the number of per round surviving players (1 – 25), and the mutation factor (.01 - .5).  This allows an adequate exploration of the state space of possible solutions to find a “good” solution to the problem.  More detail on the effect of these parameter changes is presented in the third scenario described below and is left out here due to the similarity of the parameters’ effects.  


Over the course of testing the optimal settings for learning strategy with 50 initial players is using 10 surviving players, a mutation factor of 0.05, and a threshold of .5.  As the number of iterations increase, strategy improves up until about 10,000 iterations or tournament rounds.  Additionally strategy increases with the number of hidden layer Neurons up until about 9.  Past 9 hidden layer Neurons the NNP is able to evolve strategy faster, but is not able to achieve any strategic knowledge more advanced than that learned by a NNP with only 9 hidden Neurons.  Additionally since increasing the number of hidden layer Neurons makes the system more complex it is easy to see why the minimum optimal value is important in this context.       

Learning HOW to Play Tic-Tac-Toe


Teaching the NNP HOW to play Tic-Tac-Toe proves more difficult than training on strategy due to the fact that a base of knowledge has to be chosen on which to build.  For this implementation I make several assumptions.  First the NNP receives the board as an array of nine values (1, -1, and 0) and returns a value of 0-9 corresponding to the move the Neural Net wishes to make.  By implementing my program in this way I assume that the NNP already knows that they are only allowed to make one move per play (they only return a single value) and that this move must be in the range of 0-9. Second I assume that because the NNP must be prompted for a move, they do not have the option to play out of turn and therefore know the basic procedure for a zero-sum game.  Finally the NNP always returns a value and cannot decide to forfeit their turn or simply not play a piece.  

In implementing learning HOW to play Tic-Tac-Toe several implementation adjustments have to be made in comparison to the base architecture.  Where in the strategic version, learning is turned off, learning for this version provides the basis for developing the players’ abilities.  Learning HOW to play also involves an adjustment in the evolution strategy employed.  

For strategic play, evolution is the most important factor and therefore occurs for every iteration or tournament round simulated.  In learning HOW to play, evolution presents a problem when performed with such frequency.  Because evolved players inherit modified weight sets that are not fine tuned from experience, evolution on a per round basis is not adequately test these players.  Their unrefined skills do not provide them with adequate knowledge to compete with the players who have already been learning the game.  For this reason I modify evolution so that instead of taking place every round, it takes once over a specified number of rounds (1000 for my most successful trials) and therefore gives evolved players the opportunity to learning prior to subsequent elimination.  

The last major change in my implementation is a response to the failed implementation presented in detail below.  In this implementation NNPs are provided with board inputs of -1, 1, and 0 and directly use these values as input to their Neural Net.  The problem with this setup is that the positive and negative values offset one another and confuse the Neural Net when trying to train for the legality of moves.  It is possible that an architectural solution exists to this problem (multiple hidden layers, a different activation function, per layer feedback, etc..) unfortunately to date my only solution has been the categorization of input values.    

 The categorization of input values is implemented by building a mapping of board inputs to internal “category” inputs within each NNP.  Upon receiving the board, the NNP converts each board input into the internally stored categorical value.  The reason categorization allows NNPs to more aptly learn HOW to play Tic-Tac-Toe is due to the fact that through evolution I allow these categorical values to mutate over subsequent generations.  As offspring are produced, the offspring with tokens being represented by values of one sign and empty board positions represented by values of the opposite sign are more capable of learning to make legal moves and therefore are more prone to survive and reproduce.  This continues until offspring are produced that have learned the complete rules of the game.  At this point through continued evolution and the fitness function, offspring do become more proficient at playing Tic-Tac-Toe strategically.  To date it has been difficult to determine just how well these Players are capable of playing under the implementation scenario I have specified.  Future work, as discussed below, will be to teach or evolve NNPs that both learn HOW to play while simultaneously becoming more proficient in the strategy of the game. 

While various parameter NNPs are capable of learning HOW to play Tic-Tac-Toe, the players that achieved 100% accuracy the fastest were those that mutated their genes by 5% and had 23 hidden layer neurons.  Although I didn’t extensively test how more or less hidden layer neurons effected this particular scenario, you can see the effect on these parameters in learning and evolution in the analysis of the subsequent section.

Effects of Parameters on Learning and Evolution


To fully understand the effects of the parameter settings on the Neural Net architecture for both Backpropogation learning and evolutionary learning I collect data over a range of parameter settings.   The data presented is for the implementation scenario where Neural Net input values are fixed as the board values passed into the NNP.  The reason I choose this scenario, which was ultimately unsuccessful in its task, as opposed to one of the successful implementations is due to the fact that this scenario shows more interesting results.  Instead of quickly achieving the desired Network weights (learning), this scenario is only capable of learning to a certain level at which point learning ceases.  For my implementation this level is achieved at the point that the NNP is capable of making approximately 96% of its moves legally.  This data is collected using the Blocker Player (described in the component section) who is also tested against a completely random player to validate the data collection procedure and compare against the mathematical analysis found in Appendix B.   Results showing the effects of the various parameters are described below.
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Graph A shows the comparison of the legal move percentage achieved for different learning rates as a function of the number of hidden nodes.  All of these points were collected during trails of 5000 iterations or training rounds.  It is clear from the graph that while the number of hidden nodes has significant effect on the speed in which a NNP learns the rules of the game, the learning rate 

Graph A:  The effect of Hidden Nodes on a ANNs ability to learn
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Graph B: The effect of number of iterations on a ANNs ability to learn

does not seem to effect learning ability.  Similar data on the effect of the number of hidden nodes is shown in Graph B.  In this scenario the number of iterations are graphed for a set learning rate of 0.2.  This is done for various numbers of hidden layer Neurons over several choices of iterations.   It is easy to see from this chart how learning occurs over time.  Additionally the number of hidden Neurons are shown to have a significant effect on a Net’s ability to learn with more Hidden Layer Neurons achieving better results.  Notice that this is contrary to the previously discussed implementation where absolute learning is achieved.  In the case that categorical data is mutated with the Neural Net, 9 hidden nodes are enough to completely learn the game rules.  In this scenario, with learning having never been achieved, we can see that the more hidden layer Neurons we throw at the problem, the closer we come to a solution.  However we do find a saturation point at which more hidden layer Neurons only add to the complexity of the network but do not further assist it in attaining a solution.  In this fixed category scenario (inputs of 1, -1, and 0) this saturation appears to lie at around 25 hidden layer Neurons.  

Future Work


My work to date has left me unsatisfied in my exploration of the abilities of Neural Nets.  In the future I hope to build on my current work (more out of curiosity than anything else) and try to gain a better understanding of what Neural Nets are capable of accomplishing.  Specifically within the bounds of what I have done thus far, I hope to introduce the following enhancements into my program.

· Save and Retrieve Players

· Implement and test various types of ANNs for this problem including:

· Feedforward

· Varied Activation Functions

· Fully Connected (hence unlayered)

· Augment my Evolutionary Approach to include:

· Implementing dual parent evolutionary strategies

· Include better levels of fitness and more refined evolutionary techniques

· Implement various forms of evolution including number of hidden layer neurons and the number of hidden layers

Conclusion


Neural Networks can be a powerful tool when applied to the right problem.  In this project I have attempted to utilize ANNs to evolve and train a Neural Network Player on both the rules and the strategy of the zero sum game, Tic-Tac-Toe.  While the architecture I developed was only applied to learning in Tic-Tac-Toe, my implementation is robust and extensible enough to continue analysis of various other problems, both in the gaming realm and beyond.  Specifically I hope to use the Neural Net architecture developed to test and evolve new ANNs while simultaneously using the basic premise of artificial learning to see what other problems can be solved in a similar fashion.


The Neural Network Players I have developed and trained were ultimately successful in learning HOW to play Tic-Tac-Toe and in learning the strategy of the game.  For learning HOW to play I was able to achieve a NNP capable of making 100% of its moves legally.   In addition, I was able to evolve a NNP capable of repeatedly beating or tying a fairly competent computer implemented Player.  Through interactive games I was able to validate the tests of these Players to ensure that the training worked as expected.   


Neural Networks are an exciting field with significant underexplored potential in problem solving.  Specifically it is important to understand exactly how Neural Networks function so that a researcher can determine a set of potential problems to explore.  In this Tic-Tac-Toe problem I was able to learn a fair amount about a simple ANN architecture, including an analysis of the effects of Number of Hidden Layers, the Learning Rate, the effects of Mutation and Evolution, and how iterative training effects the accuracy of the learned task.  In the future I hope to continue this or similar work in the exploration of interesting and challenging problems.  

Code and Documentation – 

· Strategy Learning Code - /home/bmb5v/cs660/NeuralNets/ProjectVTrain/driver 

· Rules Learning Code - /home/bmb5v/cs660/NeuralNets/ProjectV2/driver

· Implementation Results (output files) 

· ~bmb5v/cs660/NeuralNets/Project/results/*.out

·  bigtemp/bmb5v/results/*.out
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Appendix A

High Level Design and Implementation 


A diagram containing the object hierarchy for the components that make up my tic-tac-toe playing neural net implementation can be found in Appendix _.  A coarse description of each component including the design parameters, basic implementation information, and general use within the context of my code follows the general description:

Program Objects



Driver – Main Executable

Options – The Options component for tweaking the program details.  The options component is used to gather information (described below) from the user regarding the current execution. 



Number of Players (INT) – The number of competing NNPs

Iterations (INT) – The number of rounds (tournaments) simulated between all players

Activation Function (INT) – Activation Function for Neural Net output neurons (1-sigmoidal, 2-bimodal) 

Evolution (BOOL) – Determines whether the player list is fixed (no evolution) or whether a certain number of players (those with the best winning percentages based on a described metric) will live onto the next round while the remaining players are killed off and new players are evolved based on the weight sets and biases of the players still alive.

Survivors (INT) – Given evolution will occur, this parameters specifies the number of players that will live on to the next round

Mutation Factor (FLOAT)
- Given evolution will occur, this parameter specifies the percent deviation in the input and hidden layer weights for the evolved players.  

Tournament – The Tournament component manages a player list of competitors, sets up the appropriate brackets so game play between players occur fairly, and updates player statistics to keep track of each competitors success.  The Tournament component creates and assigns players to games in such way that every player gets to play every other player twice, once moving first and once moving second.   


Players – A player list containing a collection of competitors.


Seed – A randomization parameter

Game – The Game component simulates a single game between two tic-tac-toe players.  The Game is responsible for instantiating the board, assigning players to their appropriate turn, querying the players for their moves, validating that moves are legal, checking for win/loss/tie, and updating player statistics.


Player 1 – The first player (X)


Player 2 – The second player (O)


Board – The board on which the game is played


Turn – The player making the next move


Winner – The winner of the game (0 – for tie)


Seed – Randomization parameter 

Board – The Board component handles the configuration of the game board during play.  Tokens are represented as 1(X) and –1(O) with a blank space containing a 0.  An inverted version of the board is maintained so that players can analyze and make their move based on their tokens having a positive value.  When a move is made the board checks to ensure that the move is in a legal space and that it’s the appropriate players turn.  Functions are also available for determining whether or not a winner or a tie game has been achieved.



Turn – Player to make next move (1, -1)



Board – array of integers containing board positions



Reverse Board – array of integers containing reversed board positions





Winner – Game winner (0 if no winner has been decided)

Player List – The PlayerList component manages a group of players.  Every tournament has a PlayerList and this list provides an interface to add/remove players and update/print player statistics.  



Players – A vector of players

Factory – The Factory component serves as the source of players to be entered into a tournament.  The factory component can create new or evolve existing players for subsequent rounds. 

Player – The Player component is a pure virtual object that defines the base attributes of a player including the statistics that the player must maintain and the functions that must be defined.  A Player cannot be instantiated, however every player competing in a tournament must inherit from this player class.  


ID – Unique identifier of a player

Statistics – Player statistics for maintaining per round and overall tournament records


Live – Boolean defining whether or not the player will live to the next round


Seed – Randomization parameter


Type – Player Type identifier

Player Statistic – The PlayerStat component defines a minimal set of, and an interface for maintaining statistics that must for a tournament player. 


Tournament Played – Total Tournament rounds in which the player has participated


Tournament Wins – Total Tournament wins


Current Tournament Games – Total games played for the current tournament round.


Current Tournament Wins – Total wins for the current tournament round


Current Tournament Losses – Total losses for the current tournament round


Current Tournament Ties – Total ties for the current tournament round


Win Metric – A metric for comparing players based on the wins/losses/ties

Backpropogation Player – The BackPropNN component inherits from the Player component and contains a Backpropogation ANN that is used to make move decisions during a tic-tac-toe game.  To move, the Backpropogation player feeds the current board in as inputs to its neural net and retrieves nine outputs (one for each board position) whose value is either between 0 and 1 (sigmoid) or between –1 and 1 (bimodal).  The BackpropNN then returns the maximum of these possible moves.  Once the move is determined the BackpropNN is then trained based on the legality of the chosen move as described in the Training section of this paper. 


Net – The neural net used by the player to make move decisions

Human Player – The HumanPlayer component inherits from the Player component and provides a means of competing with the program user.  When a move is requested from a HumanPlayer the game board is drawn on the screen and the user is prompted for his/her move.

Blocker – The Blocker component inherits from the Player component and provides a pre-programmed computer player that is used to test how well a NNP has learned the rules of the game.  A Blocker simply takes the board and makes any appropriate move necessary to stop the learning NN from winning.  The Blocker will always make a legal move and can therefore be used to prolong a game as long as possible in hopes of fully testing the NNP to determine how well it has learned the rules of the game.

Net – The Net component contains a Backpropogation ANN with a specified number of inputs, hidden layers, hidden layer nodes, and output nodes.  The Net maintains the entire network and is responsible for firing, collecting the results of, and making any necessary modifications to its neurons.  A Net is created with a specific activation function (specified as program input), a threshold for each neuron, and a learning rate for determining how much each learning instance effects the net weight sets.  Finally the Net contains a result set which is an array of floating point numbers containing the results after firing the net on a given input set.


Activation Function – Sigmoid or Bimodal


Threshold – Neuron firing threshold


Learning Rate – Backpropogation learning rate


Number of Inputs – Board position inputs (9 for tic-tac-toe)


Number of Hidden Layers – Hidden Layers (default = 1)


Number of Hidden Layer Neurons – Neurons per hidden layer (default = 9)


Number of Output Layer Neurons – Neurons for activation function (9 for tic-tac-toe)


Hidden Layer – an array of hidden layers


Output Layer – output layer

Result Set – an array of floating point numbers (one value for each output Neuron)

Hidden Layer – The HiddenLayer component is a data structure that holds the Neurons for this layer.  The data members of the HiddenLayer component are public so that the Net containing the HiddenLayer can freely manipulate and invoke functions of a Neuron.


Number of Hidden Neurons – The number of hidden neurons in the layer


Hidden Nodes – An array of Hidden Neurons for this layer 

Output Layer – The Output Layer component is the same as the Hidden Layer except for the fact that it contains Output Neurons instead of Hidden Neurons that have different properties for learning.


Number of Output Neurons – The number of output neurons in the layer


Output Nodes – An array of Output Neurons for this layer

Neuron – The Neuron component provides a base implementation of a Neuron as defined in Neural Networks.  This includes an input set, weights on the inputs, a bias (threshold for firing), output signal (result after firing), error information, weight correction and bias correction terms, a sum of weighted inputs for use when calculating the activation function, and a unique identifier.  A Neuron, when provided with a given input set, will fire and produce a single output that is then used by the Net in which the Neuron resides.  Additional functions are available for setting and modifying Neuron parameters, calculating the necessary parameter values for firing and learning, initiating and adjusting weight parameters, and printing out a Neurons weight set for debugging or analysis.  A Neuron is not instantiated in this program.  Instead HiddenNeuron and Output Neuron components have been defined which inherit and enhance the properties already defined in a Neuron.


ID – unique identifier of a Neuron


Number of Inputs – The number of input values (axons) to this Neuron


Input Set – An array of inputs to be set before firing

Input Weight Set – A weight applied to each input when firing to determine the input contribution.

Bias – An offset parameter to set a threshold when firing

Output Signal – The result or output after firing

Error Information – Used for Backpropogation learning

Weight Correction – An array of weight correction values for learning

Bias Correction – The bias correction for learning

Sum of Weighted Inputs – The sum of all weighted inputs for learning

Hidden Neuron – The Hidden Neuron component inherits virtually all of its functionality from a Neuron with the exception that the hidden error term is calculated in a way that is unique to Hidden Neurons.

Output Neuron – The Output Neuron component inherits virtually all of its functionality from a Neuron with the exception that the output error term is calculated in a way unique to the Output Neurons.  To determine the output error during learning the Output Neuron takes a target value and updates its weight set based on the difference between its actual output and the target output.   For learning to play tic-tac-toe this takes place by making the target value a 1 for legal moves and a –1 for illegal moves so that the Output Neurons weight set can be trained on the appropriate legality of the move it made.  Training or learning only occurs for the Output Neuron responsible for making the move in question so in this sense only one Output Neuron learns per move made.


Absolute Error Difference – Learning parameter


Error Difference Squared – Learning parameter  

Tester – The Tester component is used to determine how well the Backpropogation NNPs learned to play the game of tic-tac-toe.  The Tester takes a Player to be tested as a parameter and based on a few user specified parameters, tests the player against the Blocker to determine the percentage of moves made that are legal.  The Tester has a print function for displaying results of the tests.


Games to Test – The number of Games to Simulate for Testing


Test Subjects – The number of subjects being tested


Moves Made – The number of moves made by the player being tested

Legal Moves Made – The number of legal moves made by the player being tested (to determine their legal move percentage)

Training

· Train using Backpropogation to ensure legal moves.  Use genetic mutation of parameters that determine initial weights and Backpropogation parameters to spawn “best” player.

· The first run of training only involves increasing or decreasing the strength of the weights leading from the last hidden layer to the output set for the move made.  In the case that the move was legal these weights will be strengthened and in the case where an illegal move was made these strengths will be weakened.  This delta is determined by the learning rate parameter.
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Strategy

		Players		Iterations		Survivors		mutation		evolve		Activation		Hidden		L-Rate		Bias		Win Metric

		50		50		2		0.2		Y		1		9		0.2		0.5		0.28375						Iterations		9 Hidden		15 Hidden

		50		100		2		0.2		Y		1		9		0.2		0.5		0.38175						50		0.28375		-0.1655

		50		500		2		0.2		Y		1		9		0.2		0.5		0.499						100		0.38175		-0.0695

		50		1000		2		0.2		Y		1		9		0.2		0.5		0.57125						500		0.499		0.0075

		50		5000		2		0.2		Y		1		9		0.2		0.5		0.676						1000		0.57125		0.038

		50		50		2		0.2		Y		1		15		0.2		0.5		-0.1655						5000		0.676		0.213

		50		100		2		0.2		Y		1		15		0.2		0.5		-0.0695

		50		500		2		0.2		Y		1		15		0.2		0.5		0.0075

		50		1000		2		0.2		Y		1		15		0.2		0.5		0.038

		50		5000		2		0.2		Y		1		15		0.2		0.5		0.213
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9 Hidden

15 Hidden

Tournament Iterations

Win Metric

Effect of Hidden Nodes on Strategic Learning



Train(1,-1,0)

		Players		Iterations		Survivors		mutation		evolve		Activation		Hidden		L-Rate		Bias		% Legal						5000 Iterations

		50		1000						N		1		8		0.05		0.5		0.8684

		50		1000						N		1		6		0.15		0.5		0.811						Hidden		Rate .05		Rate .10		Rate .15		Rate .2		Rate .25

		50		1000						N		1		8		0.15		0.5		0.8609						4		0.7876		0.7826		0.7827		0.7821		0.7861

		50		1000						N		1		4		0.2		0.5		0.782						6		0.8149		0.8273		0.811		0.8196		0.8077

		50		1000						N		1		9		0.2		0.5		0.8548						8		0.866		0.8498		0.8609		0.8572		0.8541

		50		1000						N		1		14		0.2		0.5		0.9094						10		0.8673		0.8749		0.8814		0.8729		0.8613

		50		1000						N		1		19		0.2		0.5		0.8883						12		0.885		0.9063		0.8941		0.887		0.9079

		50		1000						N		1		24		0.2		0.5		0.9214						14		0.9005		0.9179		0.9077		0.9186		0.903

		50		1000						N		1		29		0.2		0.5		0.9082						15		0.893		0.9098		0.9179		0.9197		0.9097

		50		3000						N		1		9		0.01		0.5		0.8101						16		0.9035		0.9219		0.9291		0.9157		0.9051

		50		3000						N		1		4		0.05		0.5		0.7909						17		0.9195		0.9238		0.9247		0.9336		0.913

		50		3000						N		1		6		0.05		0.5		0.8068						18		0.9349		0.9273		0.9232		0.9392		0.9396

		50		3000						N		1		8		0.05		0.5		0.8364						20		0.9377		0.9322		0.9475		0.9469		0.9465

		50		3000						N		1		9		0.05		0.05		0.8367						23		0.9265		0.9403		0.9335		0.9448		0.9324

		50		3000						N		1		9		0.05		0.15		0.8485						25		0.9364		0.9393		0.928		0.9392		0.9519

		50		3000						N		1		9		0.05		0.25		0.86						27		0.9223		0.939		0.9629		0.9564		0.9332

		50		3000						N		1		9		0.05		0.35		0.8535						30		0.9325		0.9194		0.9416		0.9576		0.9475

		50		3000						N		1		9		0.05		0.45		0.8552						31		0.9413		0.945		0.9453		0.9524		0.9513

		50		3000						N		1		9		0.05		0.5		0.8601

		50		3000						N		1		10		0.05		0.5		0.8538

		50		3000						N		1		12		0.05		0.5		0.8739

		50		3000						N		1		14		0.05		0.5		0.9142

		50		3000						N		1		9		0.09		0.5		0.8766

		50		3000						N		1		9		0.14		0.5		0.8596

		50		3000						N		1		9		0.18		0.5		..8808

		50		3000						N		1		9		0.23		0.5		0.8549

		50		5000						N		1		4		0.05		0.5		0.7876

		50		5000						N		1		6		0.05		0.5		0.8149

		50		5000						N		1		8		0.05		0.5

		50		5000						N		1		10		0.05		0.5		0.8673

		50		5000						N		1		12		0.05		0.5		0.885

		50		5000						N		1		14		0.05		0.5		0.9005

		50		5000						N		1		15		0.05		0.5		0.893

		50		5000						N		1		16		0.05		0.5		0.9035

		50		5000						N		1		17		0.05		0.5		0.9195

		50		5000						N		1		18		0.05		0.5		0.9349

		50		5000						N		1		20		0.05		0.5		0.9377

		50		5000						N		1		23		0.05		0.5		0.9265

		50		5000						N		1		25		0.05		0.5		0.9364

		50		5000						N		1		27		0.05		0.5		0.9223

		50		5000						N		1		31		0.05		0.5		0.9413

		50		5000						N		1		4		0.1		0.5		0.7826

		50		5000						N		1		6		0.1		0.5		0.8273

		50		5000						N		1		8		0.1		0.5		0.8498

		50		5000						N		1		10		0.1		0.5		0.8749

		50		5000						N		1		12		0.1		0.5		0.9063

		50		5000						N		1		14		0.1		0.5		0.9179

		50		5000						N		1		16		0.1		0.5		0.9219

		50		5000						N		1		17		0.1		0.5		0.9238

		50		5000						N		1		18		0.1		0.5		0.9273

		50		5000						N		1		20		0.1		0.5		0.9322

		50		5000						N		1		4		0.15		0.5		0.7827

		50		5000						N		1		10		0.15		0.5		0.8814

		50		5000						N		1		12		0.15		0.5		0.8941

		50		5000						N		1		14		0.15		0.5		0.9077

		50		5000						N		1		16		0.15		0.5		0.9291

		50		5000						N		1		18		0.15		0.5		0.9232

		50		5000						N		1		20		0.15		0.5		0.9475

		50		5000						N		1		4		0.2		0.5		0.7821

		50		5000						N		1		4		0.2		0.5		0.782

		50		5000						N		1		6		0.2		0.5		0.8196

		50		5000						N		1		8		0.2		0.5		0.8572

		50		5000						N		1		9		0.2		0.5		0.8465

		50		5000						N		1		10		0.2		0.5		0.8729

		50		5000						N		1		12		0.2		0.5		0.887

		50		5000						N		1		14		0.2		0.5		0.919

		50		5000						N		1		16		0.2		0.5		0.9157

		50		5000						N		1		18		0.2		0.5		0.9392

		50		5000						N		1		19		0.2		0.5		0.9229

		50		5000						N		1		20		0.2		0.5		0.9469

		50		5000						N		1		24		0.2		0.5		0.9405

		50		5000						N		1		29		0.2		0.5		0.9401

		50		5000						N		1		4		0.25		0.5		0.7861

		50		5000						N		1		6		0.25		0.5		0.8077

		50		5000						N		1		8		0.25		0.5		0.8541

		50		5000						N		1		10		0.25		0.5		0.8613

		50		5000						N		1		12		0.25		0.5		0.9079

		50		5000						N		1		14		0.25		0.5		0.903

		50		5000						N		1		16		0.25		0.5		0.9051

		50		5000						N		1		18		0.25		0.5		0.9396

		50		5000						N		1		20		0.25		0.5		0.9465

		50		10000						N		1		15		0.01		0.5		0.8944

		50		10000						N		1		17		0.01		0.5		0.9032

		50		10000						N		1		23		0.01		0.5		0.8948						10000 Iterations

		50		10000						N		1		25		0.01		0.5		0.9086

		50		10000						N		1		27		0.01		0.5		0.9038								Number of Hidden Nodes				Lrate .01		Lrate .05		Lrate .10		Lrate .15		Lrate .20		Lrate .25		Lrate .3

		50		10000						N		1		31		0.01		0.5		0.9132								15				0.8944		0.8999		0.918093		0.932		0.9043		0.8979		0.9207

		50		10000						N		1		4		0.05		0.5		0.7968								16				0.8715		0.921		0.9217		0.9193		0.9188		0.9138		0.9321

		50		10000						N		1		6		0.05		0.5		0.8286								17				0.9032		0.9198		0.9311		0.9351		0.9294		0.9239		0.9089

		50		10000						N		1		10		0.05		0.5		0.8768								18				0.9071		0.9417		0.9469		0.9232		0.9267		0.9419		0.9325

		50		10000						N		1		12		0.05		0.5		0.8827								20				0.9047		0.9488		0.9428		0.953		0.9434		0.9445		0.9307

		50		10000						N		1		14		0.05		0.5		0.9088								23				0.8948		0.9352		0.9455		0.9328		0.9582		0.9458		0.9572

		50		10000						N		1		15		0.05		0.5		0.8999								25				0.9086		0.9448		0.9364		0.9269		0.9486		0.948		0.9555

		50		10000						N		1		17		0.05		0.5		0.9198								27				0.9038		0.9337		0.947		0.9621		0.9489		0.9586		0.9507

		50		10000						N		1		23		0.05		0.5		0.9352								30				0.9113		0.9463		0.9253		0.9497		0.9686		0.9577		0.9542

		50		10000						N		1		25		0.05		0.5		0.9448								31				0.9132		0.9457		0.9446		0.9425		0.9423		0.9662		0.9602

		50		10000						N		1		27		0.05		0.5		0.9337

		50		10000						N		1		31		0.05		0.5		0.9457

		50		10000						N		1		15		0.1		0.5		0.918093

		50		10000						N		1		16		0.1		0.5		0.9217

		50		10000						N		1		17		0.1		0.5		0.9311

		50		10000						N		1		18		0.1		0.5		0.9469

		50		10000						N		1		20		0.1		0.5		0.9428

		50		10000						N		1		23		0.1		0.5		0.9455

		50		10000						N		1		25		0.1		0.5		0.9364

		50		10000						N		1		27		0.1		0.5		0.947

		50		10000						N		1		30		0.1		0.5		0.9253

		50		10000						N		1		31		0.1		0.5		0.9446

		50		10000						N		1		15		0.15		0.5		0.932

		50		10000						N		1		16		0.15		0.5		0.9193

		50		10000						N		1		17		0.15		0.5		0.9351

		50		10000						N		1		18		0.15		0.5		0.9232

		50		10000						N		1		20		0.15		0.5		0.953

		50		10000						N		1		23		0.15		0.5		0.9328

		50		10000						N		1		25		0.15		0.5		0.9269

		50		10000						N		1		27		0.15		0.5		0.9621

		50		10000						N		1		30		0.15		0.5		0.9497

		50		10000						N		1		30		0.15		0.5		0.9497

		50		10000						N		1		31		0.15		0.5		0.9425

		50		10000						N		1		4		0.2		0.5		0.7808

		50		10000						N		1		9		0.2		0.5		0.8361

		50		10000						N		1		14		0.2		0.5		0.9107

		50		10000						N		1		16		0.2		0.5		0.9188

		50		10000						N		1		18		0.2		0.5		0.9267						Learning Rate = .2

		50		10000						N		1		19		0.2		0.5		0.9328

		50		10000						N		1		20		0.2		0.5		0.9434								Iterations				4 hidden		9 hidden		14 hidden		19 hidden		24 hidden		29 hidden

																												50				0.7123		0.7453		0.7627		0.7587		0.7854		0.7935

																												100				0.7379		0.7948		0.8027		0.8045		0.8194		0.8393

																												500				0.773		0.8443		0.8763		0.8757		0.8917		0.8848

		50		10000						N		1		23		0.2		0.5		0.9582								1000				0.782		0.8548		0.9094		0.8883		0.9214		0.9082

		50		10000						N		1		24		0.2		0.5		0.9529								5000				0.782		0.8465		0.9186		0.9229		0.9405		0.9401

		50		10000						N		1		27		0.2		0.5		0.9489								10000				0.7808		0.8361		0.9107		0.9328		0.9529		0.9344

		50		10000						N		1		29		0.2		0.5		0.9344								15000				0.7687		0.8427		0.9142		0.9348		0.9498		0.9406

		50		10000						N		1		30		0.2		0.5		0.9686								20000				0.7833		0.8362		0.9116		0.9403		0.9565		0.9493

		50		10000						N		1		33		0.2		0.5		0.9605

		50		10000						N		1		36		0.2		0.5		0.9533

		50		10000						N		1		39		0.2		0.5		0.9641

		50		10000						N		1		16		0.25		0.5		0.9138

		50		10000						N		1		18		0.25		0.5		0.9419						Learning Rate = .2								10000 Iterations

		50		10000						N		1		20		0.25		0.5		0.9445						Hidden Nodes = 23								Learning Rate = .2

		50		10000						N		1		23		0.25		0.5		0.9458								Iterations		%Legal

		50		10000						N		1		30		0.25		0.5		0.9577														Hidden Nodes		% Legal

		50		10000						N		1		16		0.3		0.5		0.9321								10000		0.9582				4		0.7808

		50		10000						N		1		18		0.3		0.5		0.9325														9		0.8361

		50		10000						N		1		20		0.3		0.5		0.9307								40000		0.957				14		0.9107

		50		10000						N		1		23		0.3		0.5		0.9572								50000		0.96				15		0.9043

		50		10000						N		1		27		0.3		0.5		0.9507														16		0.9188

		50		10000						N		1		30		0.3		0.5		0.9542														17		0.9294

		50		10000						N		1		27		25		0.5		0.9586														18		0.9267

																																		19		0.9328

		50		5000						N		1		6		0.15		0.5		0.811														20		0.9434

		50		5000						N		1		8		0.15		0.5		0.8609														23		0.9582

																																		24		0.9529

		50		5000						N		1		8		0.05		0.5		0.8684														25		0.9486

		50		10000						N		1						0.5																27		0.9489

																																		29		0.9344

		50		10000						N		1						0.5																30		0.9686

		50		10000						N		1						0.5																31		0.9423

		50		10000						N		1						0.5																33		0.9605

		50		10000						N		1						0.5																36		0.9533

		50		10000						N		1						0.5																39		0.9641

		50		10000						N		1						0.5																42		0.9475

		50		15000						N		1		15		0.05		0.5		0.9139														45		0.9365

		50		15000						N		1		17		0.05		0.5		0.9209														48		0.9568

		50		15000						N		1		23		0.05		0.5		0.9298

		50		15000						N		1		25		0.05		0.5		0.957

		50		15000						N		1		27		0.05		0.5		0.939

		50		15000						N		1		31		0.05		0.5		0.9396

		50		15000						N		1		15		0.1		0.5		0.9188

		50		15000						N		1		17		0.1		0.5		0.9352

		50		15000						N		1		23		0.1		0.5		0.9458

		50		15000						N		1		25		0.1		0.5		0.9458

		50		15000						N		1		27		0.1		0.5		0.9524

		50		15000						N		1		31		0.1		0.5		0.9515

		50		15000						N		1		4		0.2		0.5		0.7687

		50		15000						N		1		9		0.2		0.5		0.8427

		50		15000						N		1		14		0.2		0.5		0.9142

		50		15000						N		1		19		0.2		0.5		0.9348

		50		15000						N		1		24		0.2		0.5		0.9498

		50		15000						N		1		29		0.2		0.5		0.9406

		50		20000						N		1		15		0.05		0.5		0.9098

		50		20000						N		1		15		0.05		0.5		0.9098

		50		20000						N		1		17		0.05		0.5		0.9241

		50		20000						N		1		17		0.05		0.5		0.9241

		50		20000						N		1		23		0.05		0.5		0.9369

		50		20000						N		1		23		0.05		0.5		0.9369

		50		20000						N		1		25		0.05		0.5		0.9511

		50		20000						N		1		25		0.05		0.5		0.9511

		50		20000						N		1		27		0.05		0.5		0.9474

		50		20000						N		1		27		0.05		0.5		0.9474

		50		20000						N		1		31		0.05		0.5		0.9477

		50		20000						N		1		4		0.2		0.5		0.7833

		50		20000						N		1		9		0.2		0.5		0.8362

		50		20000						N		1		14		0.2		0.5		0.9116

		50		30000						N		1		4		0.2		0.5		0.7627

		50		30000						N		1		9		0.2		0.5		0.8366

		50		30000						N		1		23		0.2		0.5		0.9616

		50		30000						N		1		25		0.2		0.5		0.9596

		50		40000						N		1		23		0.2		0.5		0.957

		50		50000						N		1		23		0.2		0.5		0.96

		50		5000						N		1		15		0.1		0.5		0.9098

		50		5000						N		1		15		0.15		0.5		0.9179

		50		5000						N		1		15		0.2		0.5		0.9197

		50		5000						N		1		15		0.25		0.5		0.9097

		50		5000						N		1		17		0.15		0.5		0.9247

		50		5000						N		1		17		0.2		0.5		0.9336

		50		5000						N		1		17		0.25		0.5		0.913

		50		5000						N		1		19		0.2		0.5		0.9229

		50		5000						N		1		23		0.1		0.5		0.9403

		50		5000						N		1		23		0.15		0.5		0.9335

		50		5000						N		1		23		0.2		0.5		0.9448

		50		5000						N		1		23		0.25		0.5		0.9324

		50		5000						N		1		24		0.2		0.5		0.9405

		50		5000						N		1		25		0.1		0.5		0.9393

		50		5000						N		1		25		0.15		0.5		0.928

		50		5000						N		1		25		0.2		0.5		0.9392

		50		5000						N		1		25		0.25		0.5		0.9519

		50		5000						N		1		27		0.1		0.5		0.939

		50		5000						N		1		27		0.15		0.5		0.963

		50		5000						N		1		27		0.2		0.5		0.9564

		50		5000						N		1		27		0.25		0.5		0.9332

		50		5000						N		1		29		0.2		0.5		0.9401

		50		5000						N		1		30		0.05		0.5		0.9325

		50		5000						N		1		30		0.1		0.5		0.9194

		50		5000						N		1		30		0.15		0.5		0.9416

		50		5000						N		1		30		0.2		0.5		0.9576

		50		5000						N		1		30		0.25		0.5		0.9475

		50		5000						N		1		31		0.1		0.5		0.945

		50		5000						N		1		31		0.15		0.5		0.9453

		50		5000						N		1		31		0.2		0.5		0.9524

		50		5000						N		1		31		0.25		0.5		0.9513

		50		5000						N		1		4		0.2		0.5		0.782

		50		5000						N		1		8		0.05		0.5		0.866

		50		5000						N		1		9		0.2		0.5		0.8465

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50
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		Players		Iterations		Survivors		mutation		evolve		Activation		Hidden		L-Rate		Bias		% Legal

		50		1000		10		0.05		Y		1		23		0.2		0.5		1

		50		1000		10		0.05		Y		1		9		0.2		0.5		0.99475

		50		100		10		0.05		Y		1		15		0.2		0.5		0.990309

		50		100		10		0.05		Y		1		23		0.2		0.5		0.977188

		50		100		10		0.05		Y		1		9		0.2		0.5		0.923067

		50		100		10		0.15		Y		1		23		0.2		0.5		0.987098

		50		10		10		0.05		Y		1		15		0.2		0.5		0.937378

		50		10		10		0.05		Y		1		23		0.2		0.5		0.99243

		50		10		10		0.05		Y		1		9		0.2		0.5		0.88339

		50		10		10		0.15		Y		1		23		0.2		0.5		0.9934

		50		2500		10		0.05		Y		1		23		0.2		0.5		0.996579

		50		10		10		0.05		Y		1		15		0.2		0.5		0.999749

		50		10		10		0.05		Y		1		23		0.2		0.5		1

		50		10		10		0.05		Y		1		9		0.2		0.5		0.949086

		50		10		10		0.15		Y		1		23		0.2		0.5		0.980603

		50		500		10		0.05		Y		1		15		0.2		0.5		0.99866

		50		500		10		0.05		Y		1		23		0.2		0.5		0.937492

		50		500		10		0.05		Y		1		9		0.2		0.5		1

		50		50		10		0.05		Y		1		15		0.2		0.5		0.987414

		50		50		10		0.05		Y		1		23		0.2		0.5		0.990923

		50		50		10		0.05		Y		1		9		0.2		0.5		0.957371

		50		50		10		0.15		Y		1		23		0.2		0.5		1

		50								Y		1				0.2		0.5

		50								Y		1						0.5

		50								Y		1						0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5
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		Neural Net Analysis

																								Total Possible Combinations of Moves

		Using completely random moves, calculate the approximate number of moves that would be legal																				9^9 =		387420489

		L = % board positions still legal after m moves

		W = % chance of win after m moves (approximate)																										Move per Game Analysis

																				Terminating Illegally				Terminating w/ win

				move		Total		Total %		Legal		Illegal		Wins		Continuing		Illegal:Legal		Illegal %		Illegal:Legal		Contribution		Illegal for Illegal Stop		Total for illegal Stop		Total for Win Stop

				1		9		1		9		0		0		9		0:1		0		0:1		0		0		0		0

				2		81		1		72		9		0		72		1:2		0.1111111111		0:2		0		0.1111111111		0.2222222222		0

				3		648		0.8888888889		504		144		0		504		1:3		0.2222222222		0:3		0		0.1975308642		0.5925925926		0

				4		4536		0.6913580247		3024		1512		0		3024		1:4		0.3333333333		0:4		0		0.2304526749		0.9218106996		0

				5		27216		0.4609053498		15120		12096		1440		13680		1:5		0.4444444444		0:5		0.0529100529		0.2048468221		1.0242341107		0.1219326322

				6		123120		0.2316720012		54720		68400		5688		49032		1:6		0.5555555556		0:6		0.0461988304		0.1287066673		0.7722400041		0.064217853

				7		441288		0.0922623584		147096		294192		51804		95292		1:7		0.6666666667		0:7		0.1173927231		0.0615082389		0.4305576724		0.0758165064

				8		857628		0.01992319		190584		667044		103392		87192		1:8		0.7777777778		0:8		0.1205557654		0.0154958144		0.1239665154		0.0192148433

				9		784728		0.0020255201		87192		697536				87192		1:9		0.8888888889		0:9		0.1111111111		0.0018004623		0.0162041611		0.0020255201

				SUM		2239254				498321		1740933		162324		335997								0.448168483		0.9514526554		4.103827978		0.2832073551

		The moves assumes all moves before it have been made legally and no winner exists (the game continues)																						%Illegal		0.216878275		Illegal / Total

																								%Legal		0.783121725		Legal / Total
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Chart3

		4		0.7826		0.7827		0.7821		0.7861

		6		0.8273		0.811		0.8196		0.8077

		8		0.8498		0.8609		0.8572		0.8541

		10		0.8749		0.8814		0.8729		0.8613

		12		0.9063		0.8941		0.887		0.9079

		14		0.9179		0.9077		0.9186		0.903

		15		0.9098		0.9179		0.9197		0.9097

		16		0.9219		0.9291		0.9157		0.9051

		17		0.9238		0.9247		0.9336		0.913

		18		0.9273		0.9232		0.9392		0.9396

		20		0.9322		0.9475		0.9469		0.9465

		23		0.9403		0.9335		0.9448		0.9324

		25		0.9393		0.928		0.9392		0.9519

		27		0.939		0.9629		0.9564		0.9332

		30		0.9194		0.9416		0.9576		0.9475

		31		0.945		0.9453		0.9524		0.9513
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Strategy

		Players		Iterations		Survivors		mutation		evolve		Activation		Hidden		L-Rate		Bias		Win Metric

		50		50		2		0.2		Y		1		9		0.2		0.5		0.28375						Iterations		9 Hidden		15 Hidden

		50		100		2		0.2		Y		1		9		0.2		0.5		0.38175						50		0.28375		-0.1655

		50		500		2		0.2		Y		1		9		0.2		0.5		0.499						100		0.38175		-0.0695

		50		1000		2		0.2		Y		1		9		0.2		0.5		0.57125						500		0.499		0.0075

		50		5000		2		0.2		Y		1		9		0.2		0.5		0.676						1000		0.57125		0.038

		50		50		2		0.2		Y		1		15		0.2		0.5		-0.1655						5000		0.676		0.213

		50		100		2		0.2		Y		1		15		0.2		0.5		-0.0695

		50		500		2		0.2		Y		1		15		0.2		0.5		0.0075

		50		1000		2		0.2		Y		1		15		0.2		0.5		0.038

		50		5000		2		0.2		Y		1		15		0.2		0.5		0.213
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9 Hidden

15 Hidden

Tournament Iterations

Win Metric

Effect of Hidden Nodes on Strategic Learning



Train(1,-1,0)

		Players		Iterations		Survivors		mutation		evolve		Activation		Hidden		L-Rate		Bias		% Legal						5000 Iterations

		50		1000						N		1		8		0.05		0.5		0.8684

		50		1000						N		1		6		0.15		0.5		0.811						Hidden		Rate .05		Rate .10		Rate .15		Rate .2		Rate .25

		50		1000						N		1		8		0.15		0.5		0.8609						4		0.7876		0.7826		0.7827		0.7821		0.7861

		50		1000						N		1		4		0.2		0.5		0.782						6		0.8149		0.8273		0.811		0.8196		0.8077

		50		1000						N		1		9		0.2		0.5		0.8548						8		0.866		0.8498		0.8609		0.8572		0.8541

		50		1000						N		1		14		0.2		0.5		0.9094						10		0.8673		0.8749		0.8814		0.8729		0.8613

		50		1000						N		1		19		0.2		0.5		0.8883						12		0.885		0.9063		0.8941		0.887		0.9079

		50		1000						N		1		24		0.2		0.5		0.9214						14		0.9005		0.9179		0.9077		0.9186		0.903

		50		1000						N		1		29		0.2		0.5		0.9082						15		0.893		0.9098		0.9179		0.9197		0.9097

		50		3000						N		1		9		0.01		0.5		0.8101						16		0.9035		0.9219		0.9291		0.9157		0.9051

		50		3000						N		1		4		0.05		0.5		0.7909						17		0.9195		0.9238		0.9247		0.9336		0.913

		50		3000						N		1		6		0.05		0.5		0.8068						18		0.9349		0.9273		0.9232		0.9392		0.9396

		50		3000						N		1		8		0.05		0.5		0.8364						20		0.9377		0.9322		0.9475		0.9469		0.9465

		50		3000						N		1		9		0.05		0.05		0.8367						23		0.9265		0.9403		0.9335		0.9448		0.9324

		50		3000						N		1		9		0.05		0.15		0.8485						25		0.9364		0.9393		0.928		0.9392		0.9519

		50		3000						N		1		9		0.05		0.25		0.86						27		0.9223		0.939		0.9629		0.9564		0.9332

		50		3000						N		1		9		0.05		0.35		0.8535						30		0.9325		0.9194		0.9416		0.9576		0.9475

		50		3000						N		1		9		0.05		0.45		0.8552						31		0.9413		0.945		0.9453		0.9524		0.9513

		50		3000						N		1		9		0.05		0.5		0.8601

		50		3000						N		1		10		0.05		0.5		0.8538

		50		3000						N		1		12		0.05		0.5		0.8739

		50		3000						N		1		14		0.05		0.5		0.9142

		50		3000						N		1		9		0.09		0.5		0.8766

		50		3000						N		1		9		0.14		0.5		0.8596

		50		3000						N		1		9		0.18		0.5		..8808

		50		3000						N		1		9		0.23		0.5		0.8549

		50		5000						N		1		4		0.05		0.5		0.7876

		50		5000						N		1		6		0.05		0.5		0.8149

		50		5000						N		1		8		0.05		0.5

		50		5000						N		1		10		0.05		0.5		0.8673

		50		5000						N		1		12		0.05		0.5		0.885

		50		5000						N		1		14		0.05		0.5		0.9005

		50		5000						N		1		15		0.05		0.5		0.893

		50		5000						N		1		16		0.05		0.5		0.9035

		50		5000						N		1		17		0.05		0.5		0.9195

		50		5000						N		1		18		0.05		0.5		0.9349

		50		5000						N		1		20		0.05		0.5		0.9377

		50		5000						N		1		23		0.05		0.5		0.9265

		50		5000						N		1		25		0.05		0.5		0.9364

		50		5000						N		1		27		0.05		0.5		0.9223

		50		5000						N		1		31		0.05		0.5		0.9413

		50		5000						N		1		4		0.1		0.5		0.7826

		50		5000						N		1		6		0.1		0.5		0.8273

		50		5000						N		1		8		0.1		0.5		0.8498

		50		5000						N		1		10		0.1		0.5		0.8749

		50		5000						N		1		12		0.1		0.5		0.9063

		50		5000						N		1		14		0.1		0.5		0.9179

		50		5000						N		1		16		0.1		0.5		0.9219

		50		5000						N		1		17		0.1		0.5		0.9238

		50		5000						N		1		18		0.1		0.5		0.9273

		50		5000						N		1		20		0.1		0.5		0.9322

		50		5000						N		1		4		0.15		0.5		0.7827

		50		5000						N		1		10		0.15		0.5		0.8814

		50		5000						N		1		12		0.15		0.5		0.8941

		50		5000						N		1		14		0.15		0.5		0.9077

		50		5000						N		1		16		0.15		0.5		0.9291

		50		5000						N		1		18		0.15		0.5		0.9232

		50		5000						N		1		20		0.15		0.5		0.9475

		50		5000						N		1		4		0.2		0.5		0.7821

		50		5000						N		1		4		0.2		0.5		0.782

		50		5000						N		1		6		0.2		0.5		0.8196

		50		5000						N		1		8		0.2		0.5		0.8572

		50		5000						N		1		9		0.2		0.5		0.8465

		50		5000						N		1		10		0.2		0.5		0.8729

		50		5000						N		1		12		0.2		0.5		0.887

		50		5000						N		1		14		0.2		0.5		0.919

		50		5000						N		1		16		0.2		0.5		0.9157

		50		5000						N		1		18		0.2		0.5		0.9392

		50		5000						N		1		19		0.2		0.5		0.9229

		50		5000						N		1		20		0.2		0.5		0.9469

		50		5000						N		1		24		0.2		0.5		0.9405

		50		5000						N		1		29		0.2		0.5		0.9401

		50		5000						N		1		4		0.25		0.5		0.7861

		50		5000						N		1		6		0.25		0.5		0.8077

		50		5000						N		1		8		0.25		0.5		0.8541

		50		5000						N		1		10		0.25		0.5		0.8613

		50		5000						N		1		12		0.25		0.5		0.9079

		50		5000						N		1		14		0.25		0.5		0.903

		50		5000						N		1		16		0.25		0.5		0.9051

		50		5000						N		1		18		0.25		0.5		0.9396

		50		5000						N		1		20		0.25		0.5		0.9465

		50		10000						N		1		15		0.01		0.5		0.8944

		50		10000						N		1		17		0.01		0.5		0.9032

		50		10000						N		1		23		0.01		0.5		0.8948						10000 Iterations

		50		10000						N		1		25		0.01		0.5		0.9086

		50		10000						N		1		27		0.01		0.5		0.9038								Number of Hidden Nodes				Lrate .01		Lrate .05		Lrate .10		Lrate .15		Lrate .20		Lrate .25		Lrate .3

		50		10000						N		1		31		0.01		0.5		0.9132								15				0.8944		0.8999		0.918093		0.932		0.9043		0.8979		0.9207

		50		10000						N		1		4		0.05		0.5		0.7968								16				0.8715		0.921		0.9217		0.9193		0.9188		0.9138		0.9321

		50		10000						N		1		6		0.05		0.5		0.8286								17				0.9032		0.9198		0.9311		0.9351		0.9294		0.9239		0.9089

		50		10000						N		1		10		0.05		0.5		0.8768								18				0.9071		0.9417		0.9469		0.9232		0.9267		0.9419		0.9325

		50		10000						N		1		12		0.05		0.5		0.8827								20				0.9047		0.9488		0.9428		0.953		0.9434		0.9445		0.9307

		50		10000						N		1		14		0.05		0.5		0.9088								23				0.8948		0.9352		0.9455		0.9328		0.9582		0.9458		0.9572

		50		10000						N		1		15		0.05		0.5		0.8999								25				0.9086		0.9448		0.9364		0.9269		0.9486		0.948		0.9555

		50		10000						N		1		17		0.05		0.5		0.9198								27				0.9038		0.9337		0.947		0.9621		0.9489		0.9586		0.9507

		50		10000						N		1		23		0.05		0.5		0.9352								30				0.9113		0.9463		0.9253		0.9497		0.9686		0.9577		0.9542

		50		10000						N		1		25		0.05		0.5		0.9448								31				0.9132		0.9457		0.9446		0.9425		0.9423		0.9662		0.9602

		50		10000						N		1		27		0.05		0.5		0.9337

		50		10000						N		1		31		0.05		0.5		0.9457

		50		10000						N		1		15		0.1		0.5		0.918093

		50		10000						N		1		16		0.1		0.5		0.9217

		50		10000						N		1		17		0.1		0.5		0.9311

		50		10000						N		1		18		0.1		0.5		0.9469

		50		10000						N		1		20		0.1		0.5		0.9428

		50		10000						N		1		23		0.1		0.5		0.9455

		50		10000						N		1		25		0.1		0.5		0.9364

		50		10000						N		1		27		0.1		0.5		0.947

		50		10000						N		1		30		0.1		0.5		0.9253

		50		10000						N		1		31		0.1		0.5		0.9446

		50		10000						N		1		15		0.15		0.5		0.932

		50		10000						N		1		16		0.15		0.5		0.9193

		50		10000						N		1		17		0.15		0.5		0.9351

		50		10000						N		1		18		0.15		0.5		0.9232

		50		10000						N		1		20		0.15		0.5		0.953

		50		10000						N		1		23		0.15		0.5		0.9328

		50		10000						N		1		25		0.15		0.5		0.9269

		50		10000						N		1		27		0.15		0.5		0.9621

		50		10000						N		1		30		0.15		0.5		0.9497

		50		10000						N		1		30		0.15		0.5		0.9497

		50		10000						N		1		31		0.15		0.5		0.9425

		50		10000						N		1		4		0.2		0.5		0.7808

		50		10000						N		1		9		0.2		0.5		0.8361

		50		10000						N		1		14		0.2		0.5		0.9107

		50		10000						N		1		16		0.2		0.5		0.9188

		50		10000						N		1		18		0.2		0.5		0.9267						Learning Rate = .2

		50		10000						N		1		19		0.2		0.5		0.9328

		50		10000						N		1		20		0.2		0.5		0.9434								Iterations				4 hidden		9 hidden		14 hidden		19 hidden		24 hidden		29 hidden

																												50				0.7123		0.7453		0.7627		0.7587		0.7854		0.7935

																												100				0.7379		0.7948		0.8027		0.8045		0.8194		0.8393

																												500				0.773		0.8443		0.8763		0.8757		0.8917		0.8848

		50		10000						N		1		23		0.2		0.5		0.9582								1000				0.782		0.8548		0.9094		0.8883		0.9214		0.9082

		50		10000						N		1		24		0.2		0.5		0.9529								5000				0.782		0.8465		0.9186		0.9229		0.9405		0.9401

		50		10000						N		1		27		0.2		0.5		0.9489								10000				0.7808		0.8361		0.9107		0.9328		0.9529		0.9344

		50		10000						N		1		29		0.2		0.5		0.9344								15000				0.7687		0.8427		0.9142		0.9348		0.9498		0.9406

		50		10000						N		1		30		0.2		0.5		0.9686								20000				0.7833		0.8362		0.9116		0.9403		0.9565		0.9493

		50		10000						N		1		33		0.2		0.5		0.9605

		50		10000						N		1		36		0.2		0.5		0.9533

		50		10000						N		1		39		0.2		0.5		0.9641

		50		10000						N		1		16		0.25		0.5		0.9138

		50		10000						N		1		18		0.25		0.5		0.9419						Learning Rate = .2								10000 Iterations

		50		10000						N		1		20		0.25		0.5		0.9445						Hidden Nodes = 23								Learning Rate = .2

		50		10000						N		1		23		0.25		0.5		0.9458								Iterations		%Legal

		50		10000						N		1		30		0.25		0.5		0.9577														Hidden Nodes		% Legal

		50		10000						N		1		16		0.3		0.5		0.9321								10000		0.9582				4		0.7808

		50		10000						N		1		18		0.3		0.5		0.9325														9		0.8361

		50		10000						N		1		20		0.3		0.5		0.9307								40000		0.957				14		0.9107

		50		10000						N		1		23		0.3		0.5		0.9572								50000		0.96				15		0.9043

		50		10000						N		1		27		0.3		0.5		0.9507														16		0.9188

		50		10000						N		1		30		0.3		0.5		0.9542														17		0.9294

		50		10000						N		1		27		25		0.5		0.9586														18		0.9267

																																		19		0.9328

		50		5000						N		1		6		0.15		0.5		0.811														20		0.9434

		50		5000						N		1		8		0.15		0.5		0.8609														23		0.9582

																																		24		0.9529

		50		5000						N		1		8		0.05		0.5		0.8684														25		0.9486

		50		10000						N		1						0.5																27		0.9489

																																		29		0.9344

		50		10000						N		1						0.5																30		0.9686

		50		10000						N		1						0.5																31		0.9423

		50		10000						N		1						0.5																33		0.9605

		50		10000						N		1						0.5																36		0.9533

		50		10000						N		1						0.5																39		0.9641

		50		10000						N		1						0.5																42		0.9475

		50		15000						N		1		15		0.05		0.5		0.9139														45		0.9365

		50		15000						N		1		17		0.05		0.5		0.9209														48		0.9568

		50		15000						N		1		23		0.05		0.5		0.9298

		50		15000						N		1		25		0.05		0.5		0.957

		50		15000						N		1		27		0.05		0.5		0.939

		50		15000						N		1		31		0.05		0.5		0.9396

		50		15000						N		1		15		0.1		0.5		0.9188

		50		15000						N		1		17		0.1		0.5		0.9352

		50		15000						N		1		23		0.1		0.5		0.9458

		50		15000						N		1		25		0.1		0.5		0.9458

		50		15000						N		1		27		0.1		0.5		0.9524

		50		15000						N		1		31		0.1		0.5		0.9515

		50		15000						N		1		4		0.2		0.5		0.7687

		50		15000						N		1		9		0.2		0.5		0.8427

		50		15000						N		1		14		0.2		0.5		0.9142

		50		15000						N		1		19		0.2		0.5		0.9348

		50		15000						N		1		24		0.2		0.5		0.9498

		50		15000						N		1		29		0.2		0.5		0.9406

		50		20000						N		1		15		0.05		0.5		0.9098

		50		20000						N		1		15		0.05		0.5		0.9098

		50		20000						N		1		17		0.05		0.5		0.9241

		50		20000						N		1		17		0.05		0.5		0.9241

		50		20000						N		1		23		0.05		0.5		0.9369

		50		20000						N		1		23		0.05		0.5		0.9369

		50		20000						N		1		25		0.05		0.5		0.9511

		50		20000						N		1		25		0.05		0.5		0.9511

		50		20000						N		1		27		0.05		0.5		0.9474

		50		20000						N		1		27		0.05		0.5		0.9474

		50		20000						N		1		31		0.05		0.5		0.9477

		50		20000						N		1		4		0.2		0.5		0.7833

		50		20000						N		1		9		0.2		0.5		0.8362

		50		20000						N		1		14		0.2		0.5		0.9116

		50		30000						N		1		4		0.2		0.5		0.7627

		50		30000						N		1		9		0.2		0.5		0.8366

		50		30000						N		1		23		0.2		0.5		0.9616

		50		30000						N		1		25		0.2		0.5		0.9596

		50		40000						N		1		23		0.2		0.5		0.957

		50		50000						N		1		23		0.2		0.5		0.96

		50		5000						N		1		15		0.1		0.5		0.9098

		50		5000						N		1		15		0.15		0.5		0.9179

		50		5000						N		1		15		0.2		0.5		0.9197

		50		5000						N		1		15		0.25		0.5		0.9097

		50		5000						N		1		17		0.15		0.5		0.9247

		50		5000						N		1		17		0.2		0.5		0.9336

		50		5000						N		1		17		0.25		0.5		0.913

		50		5000						N		1		19		0.2		0.5		0.9229

		50		5000						N		1		23		0.1		0.5		0.9403

		50		5000						N		1		23		0.15		0.5		0.9335

		50		5000						N		1		23		0.2		0.5		0.9448

		50		5000						N		1		23		0.25		0.5		0.9324

		50		5000						N		1		24		0.2		0.5		0.9405

		50		5000						N		1		25		0.1		0.5		0.9393

		50		5000						N		1		25		0.15		0.5		0.928

		50		5000						N		1		25		0.2		0.5		0.9392

		50		5000						N		1		25		0.25		0.5		0.9519

		50		5000						N		1		27		0.1		0.5		0.939

		50		5000						N		1		27		0.15		0.5		0.963

		50		5000						N		1		27		0.2		0.5		0.9564

		50		5000						N		1		27		0.25		0.5		0.9332

		50		5000						N		1		29		0.2		0.5		0.9401

		50		5000						N		1		30		0.05		0.5		0.9325

		50		5000						N		1		30		0.1		0.5		0.9194

		50		5000						N		1		30		0.15		0.5		0.9416

		50		5000						N		1		30		0.2		0.5		0.9576

		50		5000						N		1		30		0.25		0.5		0.9475

		50		5000						N		1		31		0.1		0.5		0.945

		50		5000						N		1		31		0.15		0.5		0.9453

		50		5000						N		1		31		0.2		0.5		0.9524

		50		5000						N		1		31		0.25		0.5		0.9513

		50		5000						N		1		4		0.2		0.5		0.782

		50		5000						N		1		8		0.05		0.5		0.866

		50		5000						N		1		9		0.2		0.5		0.8465

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50								N		1						0.5

		50
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Number of Hidden Nodes

% Legal Moves

Effect of the Number of Hidden Nodes



		Players		Iterations		Survivors		mutation		evolve		Activation		Hidden		L-Rate		Bias		% Legal

		50		1000		10		0.05		Y		1		23		0.2		0.5		1

		50		1000		10		0.05		Y		1		9		0.2		0.5		0.99475

		50		100		10		0.05		Y		1		15		0.2		0.5		0.990309

		50		100		10		0.05		Y		1		23		0.2		0.5		0.977188

		50		100		10		0.05		Y		1		9		0.2		0.5		0.923067

		50		100		10		0.15		Y		1		23		0.2		0.5		0.987098

		50		10		10		0.05		Y		1		15		0.2		0.5		0.937378

		50		10		10		0.05		Y		1		23		0.2		0.5		0.99243

		50		10		10		0.05		Y		1		9		0.2		0.5		0.88339

		50		10		10		0.15		Y		1		23		0.2		0.5		0.9934

		50		2500		10		0.05		Y		1		23		0.2		0.5		0.996579

		50		10		10		0.05		Y		1		15		0.2		0.5		0.999749

		50		10		10		0.05		Y		1		23		0.2		0.5		1

		50		10		10		0.05		Y		1		9		0.2		0.5		0.949086

		50		10		10		0.15		Y		1		23		0.2		0.5		0.980603

		50		500		10		0.05		Y		1		15		0.2		0.5		0.99866

		50		500		10		0.05		Y		1		23		0.2		0.5		0.937492

		50		500		10		0.05		Y		1		9		0.2		0.5		1

		50		50		10		0.05		Y		1		15		0.2		0.5		0.987414

		50		50		10		0.05		Y		1		23		0.2		0.5		0.990923

		50		50		10		0.05		Y		1		9		0.2		0.5		0.957371

		50		50		10		0.15		Y		1		23		0.2		0.5		1

		50								Y		1				0.2		0.5

		50								Y		1						0.5

		50								Y		1						0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

		50								Y								0.5

										Y								0.5

										Y

										Y





		Neural Net Analysis

																								Total Possible Combinations of Moves

		Using completely random moves, calculate the approximate number of moves that would be legal																				9^9 =		387420489

		L = % board positions still legal after m moves

		W = % chance of win after m moves (approximate)																										Move per Game Analysis

																				Terminating Illegally				Terminating w/ win

				move		Total		Total %		Legal		Illegal		Wins		Continuing		Illegal:Legal		Illegal %		Illegal:Legal		Contribution		Illegal for Illegal Stop		Total for illegal Stop		Total for Win Stop

				1		9		1		9		0		0		9		0:1		0		0:1		0		0		0		0

				2		81		1		72		9		0		72		1:2		0.1111111111		0:2		0		0.1111111111		0.2222222222		0

				3		648		0.8888888889		504		144		0		504		1:3		0.2222222222		0:3		0		0.1975308642		0.5925925926		0

				4		4536		0.6913580247		3024		1512		0		3024		1:4		0.3333333333		0:4		0		0.2304526749		0.9218106996		0

				5		27216		0.4609053498		15120		12096		1440		13680		1:5		0.4444444444		0:5		0.0529100529		0.2048468221		1.0242341107		0.1219326322

				6		123120		0.2316720012		54720		68400		5688		49032		1:6		0.5555555556		0:6		0.0461988304		0.1287066673		0.7722400041		0.064217853

				7		441288		0.0922623584		147096		294192		51804		95292		1:7		0.6666666667		0:7		0.1173927231		0.0615082389		0.4305576724		0.0758165064

				8		857628		0.01992319		190584		667044		103392		87192		1:8		0.7777777778		0:8		0.1205557654		0.0154958144		0.1239665154		0.0192148433

				9		784728		0.0020255201		87192		697536				87192		1:9		0.8888888889		0:9		0.1111111111		0.0018004623		0.0162041611		0.0020255201

				SUM		2239254				498321		1740933		162324		335997								0.448168483		0.9514526554		4.103827978		0.2832073551

		The moves assumes all moves before it have been made legally and no winner exists (the game continues)																						%Illegal		0.216878275		Illegal / Total

																								%Legal		0.783121725		Legal / Total





		






