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Abstract

This report presents efficient strategies for sorting large sequences efefiggd keys (and valueslingGPGPU stream processorQur
radix sorting methoddemonstrate sorting rates of 482 million keglue pairs per second, and 550 million keys per seconbi(32
Compared to the stata-the-art, our implementations exhibit speedumbfeast 2x for &lfully -programmable generations of NVIDIA
GPUs, and up to 3.7r current GT20€based modeld-or this domain of sorting problems, velieve oursorting primitiveto be the
fastest available for any fulgrogrammable microarchitecture.

We obtain our sading performancéy using gparallel scan stream primitithat has been generalizedtwo ways: (1) witHocal interfaces
for producer/consumer operationss(ting logic), and (2) with interfaces for performing multiple related, concurrent prefix $oars-
scar). These abstractions allow us to improve the overall utilization of memory and computational resources while maitaining th
flexibility of a reusable componenWe require 38% fewer bytes to be moved through the global memory subsystar64ftdeduction
in the number of threadycles needed for computation.

As part of this work, welemonstrate a method fencodingmultiple compaction probleniato a single, compositearallel scan This
technique provides our local sorting strategie$ &i2.5x speedup over bitonic sorting networks for small problem instances, i.e.,
sequences that can be entirely sorted within the shared memory local to a single GPU core.

1 Introduction

The transformation of thiixed-functiongraphics processing unit inedfully -programmablehigh-bandwidth coprocessor (GPGPhBs
introduceda wealth of performance opportunities for maiayaparallelproblems As a newand disruptivegenre ofmicroarchitecturgit

will be important to establish efficient computationehptives for the corresponding programming modebmputational primitives
promote software flexibility via abstraction and reumed nuch effort has been spenwvestigating efficient primitives for GPGPU stream
architectures Parallel sorting has beeno exceptionthe need to rank and order data is pervasive, and the study of sorting problems
predates the disciplinef ComputerScienceitself [1].

As reusable components, performance concerns of speed and efficiency are top priopisies|&sorting routines Sorting techniques
that involve partitioning or merging strategies are particularly amenable for GPGPU architectures: they arerhilgizade and the
computational granularity of concurrent tasksigiscule. This report is concerned withe problem oforting large sequences of
elements, specifically sequences comprised of hundreti®usands or millions of fixeténgth, numedcal keys. We consider two
varieties of this problem genre: sequences comprise32{ait keys paired with 3dit satellite valuesand (b)32-bit keys only The
solution strategies waescribenere, however, can be generalized for key$\alues of dier sizes

As an algorithmic primitive, sorting facilitatesany problems includinginary searches, finding the closest pair, determining element
uniqueness, finding thé" largest element, and identifying outli¢ds?]. Sorting routinesaregermane to man@PU rendering
applications, including shadow and transparency modgBhdreyes renderingl], volume rendering via ragasting[5], particle

rendering andr@mation[6,7], ray tracing 8], and texture compressi¢8]. Sortingserves as a procedural steiphin the construction of
KD-trees[10] and bounding volume hierarchigkl,12], both of which are useful data structures for ray tracing, collision detection,
visibility culling, photon mapping, point cloud modagj, particlebased fluid simulation, etc. GPGPU sorting has also found use within
parallel hashing13], database acceleratipi,15], data minind16], and game engine AL7].

11 Contribu tions

We present the design of our strategy for radix sortinGBGPUstream architectures, demonstratingt our approach significantly
faster than all previously published techniques for sorting large sequences dfifi@edimerical keysWe consider the GPGPU sorting
algorithms described by Satish et[dl8] (and implemented in the CUDPP data parallel primitives libih}) to berepresentative dhe
current statef-the-art. Our implementations demonstrégetors of speedup of at least 2x for all fyfisogrammable generations of
NVIDIA GPUs, and up to 3.7x for current generation mod@sirlocal radix sorting sategiesexhibit up to 25x speedup ovebitonic
networks for small problem instandist can be entirely sortedthin the shared memory af single GPU corée.g., 128512 elements)
demonstrating the applicability of our work beyond our targeted @moblomain.
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Revisiting previousortingcomparisons in the literature between maoye CPU and GPU architectu@g)], our speedups show older
NVIDIA G80-based GPUs to outperformtél Core2 quaetore processors. Wesal demonstrate the NVIDIA GT2dtasedGPUs to
outperform cycleaccurate sorting simulatios theunreleasedintel 32-core Larrabee architectuby as much ad2% Among other
features, wite-coherent cacheand alternave styles of synchronizatiorwere supposed torovidethe Larrabearchitecturawith a clear
advantage over margore GPGPUs for cooperative problems like sorf21j.

We refer to ouradix sortingapproach as strateg/ [22] rather than as a specific algorithm because it is actually alédxjbrid
composition of several different algorithms. We use different algorithms for composing and implementing different phases of
computation. For example, our approach uses a flexible stretizgy for problem decomposition across GPU cores in arder t
accommodate different processor configurations. We also employ different algorithms for local computation within a &®(hcore
threadindependent processing in registély inter-warp cooperatioin shared memory; and (c) intvearp cooperation ithin a SIMD
lane. As hybrid compositions, our strategies are adjustable in terms of the number of steps needed for each phases olihihition
to beflexible in terms of support for different SIMD widths, shared memory sizes, and mated talgpiterns of device memory
transactions.

As with traditional high performance computing, GPGPU applications strive to maximally utilize both computational ammutt@ses
inefficient usage or underutilization of either resource is often indicatisetmfptimalproblem decomposition. Our performance speedup
over the CUDPP implementation is dueotar improved usagef both resources: we require 38% fewer bytes to be moved through the
global memory subsyste(for both keyvalue and keyonly sorting, anda 64% reduction in the number of threagtles needed for
computation (60% reduction for kegsly).

Two importantand relatedactors haveontributedo our ability to makesuchefficient use of the hardware. The first is our prior work on
the development of very efficientmemoryboundparallelprefix scanroutines[23]. Scanning tasks play an important role in the
composition of many parallel algorithrfar shareememory architecturescaning routines allow processing elementsliymamically and
cooperatively determinghe appropriate memotgcation(s) into which their output data can be place@he madix sortingmethod is a
perfect example: keys can be processed in amtatadlel fashio for a given digiplace, but cooperation is needed among processing
elements so that each may determine the appropriate destifatioelocating its ke

The second contributing factor is that we employ a distinctly new pattern of program comgosisimeam architecture©ur key insight
is that application performance depends not only upomthEementatiorof a givenprimitive, but itsusageas well. In typical design,
streamprimitives such aprefix scanare invoked by the hogprogramas blackbox subroutinesThe stream kernel (or short sequence of
kernels) appears to be ataral abstraction boundary: kersééps in a stream pipeline are often functionally orthogeesiilting in a low
degree of coupling with other routinegdditionally, writing sequential code for orchestrating parallel stegsisparativelyeasierthan
writing parallel kernel code

When reusable primitives such as prefix scan are extremely mdrmand,we demonstratthata much higher degree of overall sgst
utilization can be achieveby applying avisitor pattern[22] of task composition within the design process, complemettimgsual
pattern ofproceduraktream composition. More sgifically, weadvocateanother pair of abstraction boundaries in whtah primitive
invokes( i . e . , applicatiosspetific fngic for(a) input-generation an¢b) postprocessing behavioEor example, our radix sorting
design supplements the prefix scan primitive witining andscatterroutines for flagging the particular numeral represented within a
given key and digit place, and for relocating keys (and values) based upon the oeritsgcomputed by the scan primitive.

This pattern of compositioprovides an elegant mechanism for increasing the arithmetic intensity of mbmaorg reduction and scan
primitives. In addition to improved utilization of computing resourtes,overdl number of memory transactions needed by the
applicationis dramatically reduced because we obviateneedo move intermediate state (e.g., the input/ousgguencefr scan)
through global device memory. Not ordges this reduce the overkdhd onthe memory subsystem, but the absence of load/store
instructiondowersthe cumulativedynamic instruction count as well.

1.2 Organization of the Report

Section 2 presents a brigferview of GPGPUstream architecturehighlighting the novel performance chateristics that we seek to
leverage with our radix sorting desig8ection Jeviews the radix sorting method and discusses prior soldtiopgrforming this type of
numericalkey sorting on the GPGPU. Section 4 describes the design of our stratedging an overview of our parallel scan primitive
andthe details for how we extend it to provide stable eigitting functionality. Section 5 preseoisr performancesvaluationsand
Section 6concludes
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2 Parallel Comput ation on the GPGPU

2.1 Stream Machine Model

GPGPU stream processors expose a parallel abstract machine model capable of concurrentlylexgeufirsgntitiesf ultra-fine-grained
tasks with an unprecedented degree of efficieffdye model is often classified as SPMD (single program, multiple data) imémat
hardwarescheduled execution contexts,tioreads run copies of the same imperative progrankesnel Present GPGPU=ly upona
host platformin order toorchestratéernel invocationand data movement

Typical GPGPU organization entails a collection of processor cstresiun multiprocessorsr SMs), each of which is comprised of
homogeneous processing elements (i.e., ALUs). These SM cores employ local SIMDr{stngttion, multiple data) techniques in

which a single instruction streamdgecutedy a fixedsizegroupingof threadscalled awarp. Modern GPU processor dies typically
contain several tens of SM cores. Each SM contains only enough ALUs to aekgelyteone or two warpsyet maintains and schedules
amongst the execution contexts of many warps. This approach is analogous to the idea of symmetric multithreading ¢&gtitre
being that that the Sioreis multiplexing amongst warp contexnstead of individual thread contexts. This translates into tens of warp
contexts per core, and teakthousands of thread contexts per GPU die.

Shared Memory

" |ALU|ALU| ALU| ALUI

\\ ALU|ALU| ALU|ALU|

SM Core

Figure 1. A typical GPGPU organization comprised of 30 SM cores, each having 8 SIMD ALUs and a local shared memory spaceviSineaiR AM
memory is offchip.

Communication between processing edais is achieved by reading and writing data to various shared memory spaces. Typical
implementationgxposehree levels of explicitly managed storage spaeasvary in terms ofisibility and latencyperthread registers,
shared memorthat is locato a collection of warps running on a particular thread multiprocessdra large ofthip global device
memory that is accessible to all threads. A kernel program must explicitly move data from one memory space to another.

2.2 Stream Programming P aradigm

A kernel is a imperativefunctionexecuted by all threaddn a typical pattern of datparallel decompositiorg threaduses its identity to
select and readorresponding input elements from global device memory, performsfadtaecomputation (possiglinvolving local
cooperation), and writes its result back to global device memory. The host orchestrates the global flow data by nepelategllyew
kernel instances, each containing a grid of threads that is initially presented with a consistehtheeresults from the previous kernel
invocation. This sequential pipeline of kernel invocations is callstr@am

Languagdevel construct$or threadgroupingare often providetb facilitatelogical problem decompositian a way that isonveniet

for mappingblocksof threadsonto physicalSM cores. The CUDA programming framework exposes two levels of groupi@j &
(cooperative thread arrgyof individual threads that shasememoryspacdocal to an SM coreand agrid of homogeneous threadblocks
that encapsulates all of the threads for a given kernel.

Cooperatioramongst threads based on theulk-synchronousnodel[24]: coherence in the memory s is achieved through the
programmatic use afynchronizatiorbarriers. Different barriers exist for the different memory spahesadblock synchronization
instructions exisfor threads within local shared memoand global memory is guaranteed tdwonsistent at the boundaries between
kernel invocations because the executions of sequertialbked kernels are serializedn importantconsequencis that cooperation
amongst SM cores requires the invocation of multiple kernel instances.

2.3 Performanc e Implications

Thef o vtehrr e atdecolSMT enables stream architectures to bitrmousamounts of latency by switching amongst warp contexts
when architectural, data, and control hazards would normally introduce stalls. The result is a more efficient utilfeatempbiysical
ALUs. Although itcancomplicate analysis and modeling,shehavior is perhaps the most interesting performancteréein terms of the
opportunitiest presents fomaximallyutilizing deviceresources
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231 Resource Utilization

It is commonly considereléss esirable for a giveproblemto be memorbound (or, moe generally, I/Gound)than computédound
Historically, thetrend ofgrowing disparity between processor throughput and /O bandwidth for successive microprocessor gemesations
meant that I/Gboundimplementationsvould benefit substantially less frothe simple passage of time.
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Figure 2. A GPGPU stream application with an adjustable Figure 3. Coalescing producer and consumer logic into the kernels of
computational granularity. A stream having more kernel invocations a stream primitive. A stream invoking separate applicajetific

of smaller granularity is shown on the left, and a corresponding stream kernels is shown on the left, and¢@rresponding stream in which these
in which the granularity has been increased is shown on the right. tasks are visited by the stream primitive is shown on the right.

There are two approaches for rebalandi@gbound workload#n an effort to obtain keer overall system utilization, i.efor improving
arithmetic intensity The first is to increase the amount of local computation in such a way that fewer intermediate results need to be
communicated ofthip, as illustrated in Figure. 2Many algorithmicstrategies are capable of a variable granularity of computation, i.e.,
they can trade redundant computation for fewer 1/0 operations. For example, parallel implementations ofdiféefiaitee method can
increase the number of ghost cells surrountticgl computatiorand perfornredundantalculationsn order todecrease the number of
messagexchange round®5]. For radix sortingincreasing the number of bits per radigit decreases the total number of digit places
that need iterating oveiThis approach has twehallenges(1) the operational details are very applicatspecific; and (2) linear decreases
in 1/0 overhead ofterequire supetlinear increases in dynamic instruction counts and local storage requirernmegéneral, we see the
latter reflected i n t[28ewhithsugess thatthaimflueace afacte cire ¢e.gmlbcal steray®onmiss rate
(e.g., offchip memory accesses) followgpower curve in which squaring the cache size typically results in halving the cache misses.

The second approach is to-locate sequentiateps in the stream pipeline within a single keraslillustrated in Figure. 3When data
parallel steps can be combined, the intermediate results can be passed from one step to the next in local registere oroshiarstdad
of through global, ofchip memory For each pair of steps that can bdamated, we can sav@(n) global memoryreferences While
parallelprimitivestypically require global cooperation (and therefore multiple kernel launchegjratiacer step thafenerates amput

sequaceis often datgparalleland can be r el oc a ffiretdernel,meplacthghatk éaren @lr 6 sni a i ivgidsa l gath

same can be done faconsumer step, i.e., it can replace the scatter logic within the scanypramiti skerheh Is traditional procedural
algorithm composition, one would simply invoke reduction or scan functionality as routines fifoim agiplicatiorspecific logic, i.e., the
application drives the primitiveHowever, reduction and scanimitives requie multiple kernel invocations by the hote host must
actually drivethgp r i mi t i veliscltkecameltshen in turn Avisito the prel/post

Theoverthreadechature ofthe GPGPUarchitectureprovidespr edi ct abl e and u s a bfdrextraBdmputatioh e s o f
within I/O-bound primitives. If the computational overhead of the visiting logic can fit within the envelope of this bubble,kidarwor

be performed at essentially zerost. If the resulting kernel is still memotyound, we an ratchet up the applicati@mpecific arithmetic
intensity, if any. This technique is particularly effective for improving the overall system utilization of streams comprised of alternating
memory and computdound kernels, and its degree of effectivamnis directly related to the efficiencies of the encapsulating primitives.

232 Analysis and Modeling

Performance models are often extended from algoritlimiestep analysesvith particular attention devoted to the practical constants
involved. In an ideahetwork of scalar processors (i.e., one concurrent task per procéssaystem becomes saturatgten the number
of concurrent tasks equalethumber of physical processors. Overall runtime then becomes proportional to the numberaofitasks
processrsin the system, i.e., runtime tasks/processordt is common for performance models to incorporate (a) the number of
processors and (laychitecturespecifictaskduration constantsaving units time/step.

ste

op
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The effect of GPGPU latendyiding, howeveris thatthe saturation poirgccurswhen the number of schedulable thread contexts is much
greater than the number of ALUs on the GPU die. Thiseshe system tappear tecaleas if it h& many moreALUs than it doesi.e.,

an feff ect counefor sguratedcenslisonttis problematicdo reason about effective processor coamd task duratign
particularly in terms of virtualized notions of execution afforded by the programming model (e.g., threads, warps, G.TAbegtare
dynamc quantities, affected by the number of hazards experienced by the instantaneous workload. Even with an accurate model of
effective scalar processor count, the SIMD nature of the SM cores complicates matters becalisntimeper warp, not per task.

Instead we can simply scale aggregate work by the aggregate device throughputs for computation andviosireaturated GPU cores

will exist in either a computbound or a memorpound state for the duration of a stream kernel:-ttverading is effetive at averaging

out the particular phases of behavior any given thread is experiencing. Cdmpuien d ker nel s proceed at the o
of threadcycles per secon@compuid, @nd memorypound kernels proceed at the bandwidth of the mgswbsystentline.). By separately

modeling the aggregate computational and memory workloads in terms of cycles and bytes, we can divide each by the respective
throughput afforded by the device to obtain their corresponding temporal overheads. Bexbugenbrkloads are effectively divorced,

the overall time overhead will be the larger of the tWhis separatiomf-concerns can bgeneralized for other types of workloads, &g.,
accommodate devices and streaming problems that make use of L2 caches.

Anotherdifferencebetweertraditionalmassivelyparallelsystems and GPGPUstlsat the latter has a much higher ratio of global
communication cost to processor coresefelativecost of moving data through global memory makesdesirable fotreebased
cooperation between SM coresbe comprised ahore than two levelsConsidemassivelyparallelreduction ovean ideal network of
scalar processois which the set of processors consud{e/p) time to generate pgrocessor sums in paralleind therO(log,p) time to
reduce them in a binary computation tf2@. For some deviespecifictaskdurationconstants; andc,, wewould model saturated
runtime as:

cn
Treduce—scalar (n' P) = 17 + c;log,p

The GPGPU version will only be comprised of two kernels: (1) a saturated bettehkernel comprised & CTAs that each reducesC
elements; and (2) an unsaturatedteyel kernel in which a single CTA reduces Getermediate result®3]. For saturating inputs,ev
cansafelyignore the overhead of the insignificant #epel kernel andirop the logp component from the modabove Assuming
conversiorconstants; to model reduction operations in terms of cycles @rtd model words in terms of bytes, weuld model GPGPU
saturated runtime as:

czn cy(n+ C))

’
5compute 5m em

Treduce—gpu(n' 6compute' 6mem) = max (

3 GPGPU Sorting

3.1 Radix Sorting

The radix sorting method is one of the oldest soti@oniquesimplementedas early ashe1880swithinHo | | er i t hés machi ne:
punched cardg28]. The method relies uponpmsitional representation for keys, i.e., each key is comprised of an ordered sequence of
symbols(i.e., digits) specified from leassignificant to mossignificant. For apecifictotal orderingof the symbolic alphabeind a given

input sequence of keyshe radixsortingmethodproduces dxicographiocordering of those keys.

Radix sort (more specificallyheleastsignificantdigit variety) proceedsy iterating over the digiplaces from ledssignificant to most
significant. For each digjtlace, the method performs a stable distribution sort of the keys based upon their digit at thktcgidibe
method is particularly amenable for sorting sequences of numerical keys. Givesleamen sequence df-bit keys and @adixr = 2, a
radix sort of these keys wilequirek/d passe®f adistributionsortover alln keys With a fixed digitsize ofd-bits, thedistribution sort
will have an asymptotic time complexity 6{n). Because thaumber of digitplaces is unrelated to the input sittee entire process is
alsoO(n).

The distribution sort is the fundamental component of the radix sorting melthaddataparallel decomposition faharedmemory
implementationsalogical processouses its rank tgather its key, decodes the specific digit at the given-gigite, and then must

cooperate with other processors in order to determine the appropriate scatter locésdweforThe relocation offset will be thesy 6 s
globalrank,i.et he number of keys with Al owero¢ digits at that digit pl:
earlier in the sequence. The latter ensures aessaiol in whiclthe partial orderings established by the s passes are not disturbed.
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Compacted flag vectors
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Figure 4. Example of a radix = 2 distribution sort on the first digfilace of a sequence of eight keys in which a prefix scan of flag vectors is used to determine the

scatter destinations for each key.

Therankingprocess can beonstructed from one or moparallel prefix scan operationsed to partition the keys based the digits
contained at a given digftlace.In theirpromotion ofprefix scan, Blelloch et atlemonstrate a distribution sort using binarysplit
primitive comprised oprefix scans over two-element binary flag vectors: the first initialized with 1s for keys whose digit was 0, the
second to 1s for keys whose digit wa%]. The two scan operations are dependents¢ha of the 1s vectaan beseeded with the
number of zeros from the Os scangequivalently théwo vectorscan be concatenated and processedngylarge scaas shown in Figure
4. After the scans, thi element in th@ppropriatecompacted flag vectawill indicate the relocation offsér the hei' key. An
optimization for radix = 2 is to obviate thés scan: the destination for a 1s key can be determined by adding the total number of 0 keys to
the processerankand thersubtracting theesult fromcompactedsvector[30].

Step Kernel Purpose Read Workload Write Workload
1 |binning Create flags nkeys nr flags
2 | bottom-levelreduce nr flags (insignificant constant
Compactflags ————= =
3 |top-level scan (scan primitive) (insignificant constant (insignificant constant
4 | bottom-level scan P nr flags +iQisignificant constant| nr offsets
5 | scatter Distribute keys | n offsets+nkeys (+n values) nkeys (4 values)

Total Memory Workload:

(k/d)(n)(r + 4)keys only
(k/d)(n)(r + 6) with values

Figure 5. A naive distribution sorting GPGPU stream constructed from a {agkparallel scan primitivand binning and scatter kernels wikbit radix digits, radix

= 2% and am-element input sequence lobit keys.

A simple, naive GPGPU distribution sort implementation can be constructed from dblapkrallel scan primitiveandwiched between
separatéinningandscatterkernels The binningernel would be used to create a concatenated flag vector in global memory and the

scatter kernelo redistribue thekeys(and values@ccording to their compactedfsets

The str eamdmvoctoogss enc e

shown in Figure 5, whertie middle three kernels comprise the parallel scan primitivetimpactshe concatenated flag vectorEhe
top-level scarkernel is unsaturated and contributes negligible performance overhead for sortieggrizbe enough to saturate the other
kernels. Thescatterkernel need not read in alt offsets; only those corresponding to the particular digits (re)decoded from the keys.

The naive approach suffers from excessive use of global device meft@yunber of flags that are moved through memisr®(rn),

i.e. ithas a linear coefficient thatéxponential in terms of theumber of radix digit bitgl. In this case, selecting the number of radix digit
bitsd = 1 will always minimize the total overheaat k/d passes.Theentire radix sortequires the memory subsystem to proces®448
words (32 if obviating the ¥ scan) when sorting 3t keys and valuesThe aggregate memory workload will set a lower bound on the

achievable performance.

For SPMDarchitectures hte number ofparallelprocessorsas historicallypeensmaller than the input sequence simaking itnatural to
distribute portios of the input to process®m blocks ofb keys. Instead oftollectively producing an-element binary #8g vector for each
radix digit, the processors can each write out-alement histogram of digitounts.This reduces the intermediate storage requirements by
a factor ofb. Processors write thailigit-histograms in columimajor to global memory in aigk;, i.e., a matrixvhere each row is

comprised of the processor counts fapecificdigit. After performing a parallel scan operation upon the grid of histograms in-a row

of
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major order, each processor can thbtainthe relative digioffsets for its blok of keys from the resulting matrix. These offsets can then
be applied to thiocal key rankings within the block order to redistribute the key81,32]

Step Kernel Purpose Read Workload Write Workload
1 |local digitsort Maximize coherence| n keys (+n values) nkeys (4 values)
2 | histogram Create histograms | nkeys nr/b counts
3 | bottom-level reduce . nr/b counts (insignificant constant

Scan histograms — =

4 | top-level scan (scan primitive) (insignificant constant (insignificant constant
5 | bottom-level scan P nr/b counts + ifisignificant constant| nr/b offsets
6 |scatter Distribute keys nr/b offsets +n keys (4 values) nkeys (# values)

Total Memory Workload: (k/d)(n)(5r/b +7) keys only
(k/d)(n)(5r/b +9) with values

Figure 6. GPGPU stream representative of the Satish et al. method for distribution sortimhititadix digits, radix = 2¢, local block size ob keys, and am-
element input sequence lobit keys.

Several GPGPU radix sort implementations have followedhiktegrambasedapproach, treating each CTA as a logical processor
operating over a block difkeys[33,34,18]. Of these, we consider the radix sort implementation described by Satisto dteal.
representative of the current statiethe-art. Their procedure is depicted in Figuge Although theoverall memory workloadgtill has a
linear coefficient that iexponential in terms of the number of radix digit bit& will be significantlyreduced byyommon CTA block
sizes of 1281024 keys.For these implementation$ieblock-sizefactorelicits a bathtuleffect in whichan optimald existsto produce a
minimal memory overhead for a given block dizeThe Satish et al. implementation aseblock sizé = 512 and a radix digit sizé= 4
bits, requiring the memory subsystem to processiv&@dsfor an entire sort a82-bit keys and values(If their stream kernels were all
memory bound, the optimal radix digit sidevould be 8 bits.)

Their design incorporates a kermieat locallysorts individuablocks of keys by their dig at aspecificdigit-place. This helps to
maximize the coherence of the writes to global memory during the scatter phase. Stream processors such as {68 N¥ Hbi@in
maximum bandwidth bgoaleging concurrenmemoryaccesses.e. thereferences madey a SIMD halfwarpthat fall withina
contiguous memory segmetdn be combined into one memory transacdioprovide higher overall utilizationAlthough i is relatively
expensive in terms of memory and computational workloads,atédzed sorting createsrdered subsequences of keys t@nbe
contiguouslyand efficientlyscatteredo global memory in a subsequent kernel

3.2 Other Sorting Approaches

Ther adi x sorti ng meugsddondke cettan pdsitionat aychbelic dssumptions regarding the bitwise representations of
keys. When thesassumptionslo not hold for ajiven set of ordering rulea,comparisofbased sorting method is requirddnlike radix
sorting methods, comparisdrased sorting methodsusthavework-complexityO(nlog,n) [1], making them less efficient as problem size
grows.

Sorting networks such as Batc@ebitonic and odaéven networksvereamong the first proposed methods for parallel softaa
Because the sequence of comparisons is fixed beforemaping their computation on8IMD and SPMD architecturés often
straightforward Global sortinghetworks havdeen implemented for GPGPUs Kipfer et al [36], He et al[14], Greb et al. within GPU
ABiSort [37], and Govadaranju et akithin GPUTeraSorf15]. Although theD(nlog,’n) work complexity for these sorting networks
causes performance to suffer for large inpotiserhybrid strategies make usegafrting networks for small, local sequences of keys
[18,14]. Bitonic merging has also been ugedompose blocks of keys ordereddikier local sorting method88]. In this report, we
demonstrate that our local radix sorting strategy is more efficienthieaslocal sorting networks.

Sorting algorithms based up@gnlog,n) top-down partitioningand bottoraup mergingstrategies have aldmeen adapted for the GPGPU.
Cedermaret al.[39] and He et al[14] have demonstrated parallel quicksanplementatios, He et al have implemented a version of
mostsignificantdigit radix sort{34], andLeischne et al.[40] and Dehneet al.[41] have adapted samp$®rt (a multipivot variation of
quicksort) as well.Satish et al. have also developed an efficient GPGPU rsergéo compliment their radix sorting methidd]. The
number of recursivierationsfor these methods is logarithmic in the size of the input sequemeeally with thefirst or last 810
iterations being replaced by a small local sort within each CTA.
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There are several contributing factors that give radix sorting methods an advantage over their cobgsmisoaunterparts=or problem

sizes large enough to saturate the deicg., several hundreétiousand or more keys), a radix digit siz®4 will result in fewer digit

passes tharecursive iterations needed bymparisorbased methoddn addition, the amount of global intermediate state nebgi¢dese
methoddor a given level in the tree of computation is proportional to the width of that level, as opposed to a small constant amount for ou
radix sort strategyFinally, parallel radix sorting methods guarantee peaifect loaebalancing amongst GPGPU cores, an isgue

concern foromparisorbasednethods involving pivot selection.

4 Radix Sort Design

The primary design goal of our radix sorting strategy is to reducagtiregatenemory workload In addition to being a lowdyoundfor
overall performancehe size ofhememory workload also greatly contributes to the size oftimeputationalvorkload. For saturating
problem sizes hte execution of load, store, and offsatculation instructionfor millions of intermediate resultsanaccounfor a sizeable
portion ofthe aggregate dynamic instruction count.

In this section, we describe how we genergtifix scanto implement a distribution sort with a minimaimber of intermediate values
thatmust be exchangedtirough global device memory. More specificallye do this by adding two capabilities tive stream kernels that
comprise the parallel scan primitiwgsiting logicandmulti-scan We use visiting logic to perform binning and scatter tasks, and-multi
scan to compute the prefix sums of radflag vectors in parallel. Both features serve to increase the arithmetic intensity of our memory
bound primitive and allowhe entiredistribution sorto be constructed withoiricurringadditional stream keels or factors of memory
accesses.

4.1 Meta-strategy
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Figure 7. GPGPU stream sequence of kernel invocations for a distribution sort withr ra@ix The bottorievel kernels are shown as being invoked in grids of
=4 CTAs. Time is depicted as flowing downwards with each CTA processing liibbks8 values (serdiransparent yellow) in serial fashion. Uncontained-data
flow arrows indicate live intermediate values within global device memory, contained arrows indicate live values witrégilteas/shared memory. Ddlaw
arrows in lightblue indicate live intermediate values pertaining to the Os scanbtiskor the 1s scan.



Revisiting Sorting for GPGPU Stream Architectures

2/2010

In prior work, we developeseverakfficient GPGPUscanstrategieshat useatwo-levelreducethenscanmetastrategy for problem
decomposition across SM col@8]. This metastrategyis composed of three stream kernels: a boftarel reduction, a tofevel scan,
and a bottordevel scan.Instead of allocating a unique thread faery input element, our bottetavel kerneldeviate from the data

parallel programming paradigm and instead dispatch a fixed nubnbie€TAs in which threads are nesedto process the input sequence

in succesive blocks ob elements eachReduction and scan dependencies between blocks are carried inphvesel registers or local

shared memoryFigure7 shows how these kernels have been supplementedigiting logicandmulti-scancapability.

The batom-level reduction kernel reducesnputs intorC partial reductions. Our reduction threads empltyoa-raking strategy{42] in
which each thread accumulates values in private registers. The standard gather functionality has been replaced Witfidihatrig

parameterized with the current digitace, the number of threads in the CTA, and the local bloclbsi¥€hen hreads in the binning logic

read in a block of keys, each decodes the digjitised digitplace for its keys and returtise corresponding digitounts for each of the
possible digits to
reductions in which their accumulated values are reduced pedial reductions and written out to global device memory, similar to

Harris et al[43].

The singleCTA, top-level scan has been generalized to scan a concatenati®maftial reductions. For our purposes here, a single scan

the kernel 6s alktheuthreads aithin @aoch CITAopgrioien.cooperative e r

is performed over these sets of partial reductions. Theetab scan is capable of operating in a segmestedimode for multiscan

scenarios that produce independent sequences of input.

pro

In the bottordevel scan kernel, CTAs enact the distribution sort for their portions of the input sequence, seeded with the appfopriate pre

sums provided by the tepvel scan.Each CTA serially reads consecutive blockg efements, rédins them inta local flag vectors, and

scans these vectors using a local parallel scan stratigythe local scans have completed, the scatter logic is presented witbréfiex

sums specific to each key. The scatter operation uses this information to redistribute the keys. It is also resplossibilg ford
similarly redistributing any satellite values. The aggregate counts for each digit are serially currieel mebati-sized block.

scatter keys

(insignificant constant

Step Kernel Purpose Read Workload Write Workload
1 |bottom-level reduce nkeys (insignificant constant
Create flags, — =
2 | top-level scan (insignificant constant (insignificant constant
compact flags,
3 | bottom-levelscan nkeys (+nvalues) + nkeys (4 values)

Total Memory Workload: (k/d)(3n) keys only

(k/d)(5n) with values

Figure 8. Our distribution sorting GPGPU stream constructed from a parallel-swalti primitive andisiting binning and scatter kernels witkbit radix digits, radix
= 2% and am-element input sequence lobit keys.

The memory workloads for our distributigorting scan primitive are depicted in Figure@nly a constant number of memory accesse
are used for the storage of intermediate results,t@dverall workload no longer has a linear coefficient that is exponential in terms of
the number of radix digit bitd. This implies thathere is no optimad to praduce a minimal memory overheaBecause memory

workload monotonically decreases with increasingur strategys positioned taadvantage itselbf additional computational power that

mayallow us to increasd in the future Current NVIDIA GPUs can afford our strategyaalix digit sized = 4 bitsbefore exponentially
growing demands on local storggeeventus from saturating the device. This configuration only requirem#itaory subsystem to
processiOn words for an entire sort of 32t keys and values.

4.2 Local Strategy

While the details of the reduction kernel are fairly straightforward, the local operatomsxfan kernels warrants some discussion. Of
our designs foscanprimitives, the SRTS variaris the most efficient at processing blocks of contiguous elenj2gits In this subsection,
we briefly review the details of its operation and describe the manner in wiietdapt it for distribution sorting.
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Figure 9. The operation of a generalized SRTS msttan CTA that has been supplemented with visiting logic for binning and scatter operations. This figure
depicts computation and time flowing downward for an input block sibe=d32 keys, a radik = 4 digits,and a wargsizew = 4 threads. The five SRTS stages are
labeled in light blue, the visiting stages in yellow. Circles indicate the assignment of a given; tlor@doinary associative task. Flag ve@ocodingis not shown.

The blue threathdepenént processing phase is shown to accommodaterent (128B) loads/stores.
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