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Abstract

Inspired by human visual attention, we introduce a
Maximum Entropy Deep Inverse Reinforcement Learn-
ing (MEDIRL) framework for modeling the visual atten-
tion allocation of drivers in imminent rear-end collisions.
MEDIRL is composed of visual, driving, and attention mod-
ules. Given a front-view driving video and correspond-
ing eye fixations from humans, the visual and driving mod-
ules extract generic and driving-specific visual features,
respectively. Finally, the attention module learns the in-
trinsic task-sensitive reward functions induced by eye fix-
ation policies recorded from attentive drivers. MEDIRL
uses the learned policies to predict visual attention alloca-
tion of drivers. We also introduce EyeCar, a new driver
visual attention dataset during accident-prone situations.
We conduct comprehensive experiments and show that
MEDIRL outperforms previous state-of-the-art methods on
driving task-related visual attention allocation on the fol-
lowing large-scale driving attention benchmark datasets:
DR(eye)VE, BDD-A, and DADA-2000. The code and
dataset are provided for reproducibility.1

1. Introduction
Autonomous vehicles have witnessed significant ad-

vances in recent years. These vehicles promise better safety
and freedom from the prolonged and monotonous task of
driving. However, one of the remaining safety challenges of
vision-based models integrated into these vehicles is how to
quickly identify important visual cues and understand risks
involved in traffic environments at a time of urgency [43].
Humans have an incredible ability to quickly detect the
most relevant stimuli and direct attention to potential haz-
ards in complex situations [54, 37, 36] through a combina-
tion of bottom-up (stimuli driven, e.g., color and intensity)
and top-down (task driven, e.g., current goals and knowl-

1Code and dataset are available in https://github.com/
soniabaee/MEDIRL-EyeCar
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Figure 1: MEDIRL (Maximum Entropy Deep Inverse Rein-
forcement Learning). Given an input video and correspond-
ing eye fixations, MEDIRL learns to model the visual atten-
tion allocation as a sequence of states and actions (st, at).
MEDIRL has a visual module that extracts general frame
features, a driving module that extracts driving specific vi-
sual context features, and an attention module that learns
policies for modeling transitions in (st, at).

edge) mechanisms [11, 21]. For instance, in the dynamic
driving environment where top-down factors change from
turning left to braking, the driver’s attention shifts from the
car in the adjacent lane to the lead car. This process helps
humans to overlook objects that are irrelevant to their deci-
sions and reduce the unnecessary complexity of scene un-
derstanding [7]. Despite recent progress in computer vision
models for autonomous systems [22, 52], they are still be-
hind the foveal vision ability of humans [35, 50].

We propose a framework that combines bottom-up and
top-down attention to compute salient regions relevant to
a driving task. In contrast, saliency detection models in
the driving domain mostly rely on human gaze informa-
tion [43, 51, 39]. However, low level cues obtained from
gaze behavior without higher level semantic context do not
completely capture everything a driver should attend to in
critical situations. For instance, drivers might get distracted
by irrelevant objects such as roadside advertisements. Ad-
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ditionally, the peripheral vision of humans allow fixating
on one object while attending to another [51]. Finally,
drivers usually maintain their visual attention at the center
of the driving scene as this is where the vehicle is headed
to [16, 39]. On the other hand, some recent visual attention
models do consider high-level cues such as relevant seman-
tic categories obtained through semantic image segmenta-
tion and scene parsing [23, 22, 25] but miss integrating eye
fixation information [38]. Our work considers both contex-
tual information and eye fixations in accident-prone situa-
tions.

In this paper we present MEDIRL, Maximum Entropy
Deep Inverse Reinforcement Learning, a modular frame-
work that learns the intrinsic reward functions and policies
used by attentive drivers during accident-prone collisions.
We modeled the driver’s gaze behavior as a dynamic state-
action transition. These transitions were learned and then
used to predict visual attention allocation of drivers.

Inverse Reinforcement Learning (IRL) [1, 60] is a form
of imitation learning that enables a learning agent to ac-
quire skills from expert demonstrations [44]. For example,
if an autonomous system tries to locate the salient region
of a driving scene at critical moments, the desired visual
behavior can be demonstrated by studying the attention al-
locations of an attentive driver who effectively detects brake
lights. In this way, a learning agent can infer a reward func-
tion explaining the expert’s behavior and optimize its own
behavior accordingly. MEDIRL is a generalized framework
and can be adapted to model visual attention in a variety of
contexts. It consists of three modules: visual, driving, and
attention modules (see overview in Figure 1). The visual
module leverages features such as traffic density, distance
to other cars, and brake lights. The driving module extracts
features that are relevant to specific driving tasks. The at-
tention module integrates the outputs of the previous two
modules and learns the internal reward functions and poli-
cies used by attentive driver; drivers who significantly de-
tect task-related visual stimuli. These policies and rewards
are used to predict the visual attention allocations of drivers
in rear-end collisions.

We validate the effectiveness of MEDIRL on three
datasets: DR(eye)VE [39], BDD-A [51], and DADA-
2000 [14]. Experimental results indicate that MEDIRL ef-
fectively learns visual attention policies of attentive drivers
and outperforms prior works. Additionally, we introduce
EyeCar, a novel dataset of driving videos of vehicles in-
volved in rear-end collisions paired with eye fixation data
captured from human subjects. The main contributions of
this work can be summarized as follows:

• MEDIRL, a novel modular framework that leverages
both visual context cues and eye fixation information
to learn the reward functions and (near-) optimal poli-
cies of attentive drivers for modeling visual attention.

• We introduce EyeCar, a new dataset including both
videos of rear-end collisions and associated human vi-
sual attention.

• We establish the state-of-the-art in predicting the vi-
sual attention allocation of drivers in several bench-
marks – and across several metrics.

2. Related Work

Prior research has studied the pattern of eye movements
connected to the tasks an observer is performing [32, 2].
Some of these works rely on the direct ties between eye
movement and the ongoing demands of a target task [54, 42,
41]. Furthermore, with increased access to large-scale an-
notated visual attention datasets and advanced data-driven
machine learning techniques, the prediction of human vi-
sual saliency has received significant interest in computer
vision [48, 46, 26, 59, 9, 33]. Previous studies have used
bottom-up visual saliency and visual search strategies over
static stimuli [13, 28, 18, 15], and video [59, 47, 32, 33, 56].
A few works have also proposed top-down attention mod-
els for explaining sequences of eye movements [41, 5, 3].
We are interested in detecting the salient regions of a
scene with respect to driving tasks by estimating where
the driver is looking and, detecting task-related objects of
interest in their field of view. A few pioneering works
have have already been proposed in the context of driv-
ing [19, 50, 16]. These methods present innovative ways of
modeling the bottom-up saliency or top-down visual atten-
tion [39, 50, 51, 14, 23, 38]. Our work builds on this body of
knowledge and goes beyond by considering task-related vi-
sual attention allocation from human drivers and combining
it with eye fixation data. The recent work of [38] incorpo-
rates both a bottom-up and top-down strategy to predict the
focus of attention of drivers. Similarly, we leverage a com-
bination of bottom-up and top-down attention mechanisms
to extract bottom-up and top-down visual context features
of accident-prone situations. Previous reinforcement learn-
ing (RL) models have thus far mainly relied on bottom-up
saliency over static stimuli [29, 31, 57] and have widely em-
ployed unimodal features in their prediction [30].

Our primary goal is to recover the intrinsic task-sensitive
reward function [58] induced by visual attention allocation
policies recorded from drivers in a complex driving envi-
ronment. Based on both the remarkable ability of the hu-
man visual system to filter and extract relevant information
in a timely manner and the recent progress of reinforcement
learning approaches, we propose using deep IRL [60, 49].
Similar to our work, [54] recently proposed using IRL for
modeling visual attention. Our proposed MEDIRL frame-
work adopts IRL for complex and dynamic driving environ-
ments by taking into account a variety of other high level
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DR(eye)Ve BDD-A DADA-2000 EyeCar
collision 7 7 3 3
POV 7 7 7 3
speed 3 7 7 3
GPS 3 3 7 3
# vehicles 1.0 4.4 2.1 4.6
# frames 555k 318k 658k 315k
# gaze 8 45 20 20

Table 1: Compared to prior datasets, EyeCar is the only
dataset captured from a point-of-view (POV) perspective,
involving collisions, and including metadata for both speed
and GPS. EyeCar also has the largest average number of
vehicles per scene, and gaze data for 20 participants.

cues.
Our work is also related to previous works that have

proposed image-based visual attention datasets [54, 8, 52,
40, 34, 4, 28, 18, 15, 47, 32, 55]. In the context of
driving, however, only a few large-scale, publicly avail-
able, real-world videos with annotated visual attention ex-
ist. DR(eye)VE [39] and BDD-A [51] are the most well-
known large-scale annotated datasets in naturalistic and in-
lab driving settings, respectively. Importantly, the recently-
released annotated driving attention dataset with in-lab set-
tings, DADA-2000 [14], is the only available dataset cap-
turing scenes of collisions. This is because it is nearly im-
possible to collect enough driver attention data for collision
or near-collision events. EyeCar further contributes to this
area by having a more diverse array of driving events, be-
yond looking forward and lane-keeping. Unlike DADA-
2000, EyeCar uses a point-of-view perspective from the car
involved in the accident. Table 1 compares EyeCar with
similar datasets (more details in Sec. 4).

3. The MEDIRL Framework

MEDIRL is composed of visual, driving, and attention
modules (Figure 1). Given a front-view video paired with
eye fixation data captured from human subjects, we first use
the visual module to extract generic visual context features
from the video using models, such as semantic segmen-
tation, instance segmentation, brake-light detection, and
depth estimation (Figure 2). Second, we use the driving
module to extract driving-specific features, such as lane de-
tection of the ego-vehicle and location tracking from the
lead vehicle (Figure 3-left). Finally, the attention module
learns the policies to model the driver gaze behavior that
matches the corresponding input videos (Figure 3-right).

3.1. Visual Module

The visual module extracts low and mid-level visual cues
that are useful for a variety of visual attention tasks. We rely
on pre-existing models for semantic and instance segmenta-
tion, as well as depth estimation. In addition, we propose an
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Figure 2: Overview of our visual module which extracts fea-
tures using semantic segmentation, instance segmentation,
light detection, and depth estimation.[Best viewed in color]

approach to detect brake lights and traffic lights. Figure 2
displays an overview of these individual components.

Given a set of driving video’s frames, I =
{
It
}T
t=1

, we
resize each of them to 144×256×3, where T is the number
of frames. Then we normalize each frame by subtracting the
global mean from the raw pixels and dividing by the global
standard deviation.
Semantic and Instance Segmentation: We use HR-
NetV2 [45] that is pre-trained on Mapillary Vistas street-
view scene dataset [34] as the backbone net to extract pixel-
wise category prediction along with the object bounding
boxes in a frame. Therefore, we obtain a high-level visual
representation of a given frame at each time step t. It should
be noted that we have a single frame in each time step. This
representation Xt contains a set of 256-dimensional latent
vectors over the spatial dimension, Xt = {xt,1, ..., xt,l},
where l = w × h is the spatial dimension (w and h de-
note width and height of a frame, respectively). To fur-
ther provide object-related visual attention, highlighting
more precise salient regions, we use an instance detection
model, MaskTrack-RCNN [53]. This model predicts in-
stance masks as well as their locations and categories dur-
ing a video. To obtain the visual feature representations of
the extracted regions Yt, we aggregate each predicted in-
stance region of interest (ROI) to the latent vectors xt,j , for
j = {1, 2, ..., l} by using a position-sensitive ROI average
pooling layer.
Light Detection: Any rear-end collision includes salient
stimuli such as brake lights. To detect this type of stim-
uli, we convert each frame to HSV color space. First, we
calculate the average brightness level of each vehicle and
traffic light masks (extracted from MaskTrack-RCNN) over
I . Then, we calculate the brightness anomaly of the se-
lected masks by subtracting their average brightness value
from their actual brightness level at each time step t. There-
fore, we can determine the pixels corresponding to these
anomalies as well as their time of occurrence. As both low
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Figure 3: Left: Overview of our driving module which extracts driving specific visual context features as well as the types of
driving tasks in rear-end collisions. Right: Overview of our attention module which takes the driving specific visual context
information, the eye fixation, and the current speed of the ego-vehicle as an input. Our model provides the reward for the
next action based on the learned policy of attentive drivers visual attention allocation. [Best viewed in color]

and high-level visual cues are important, we concatenate the
predicted lights’ locations to the feature vector Yt. We use
a position-sensitive ROI max pooling layer to aggregate the
latent vectors yt,j , j = {1, 2, ..., l} for each light location
to obtain the visual feature Ft. Thus, Ft contains a set of
256-dimensional latent vectors over the spatial dimension.
Depth Estimation: Recognizing the relative distance to
the other traffic participants (e.g., the lead vehicle) is cru-
cial for making optimal driving decisions. Therefore, we
use a supervised monocular depth estimation model, Mon-
odepth2 [17], to amplify nearby regions (e.g., distance to
a target object) of a driving scene. The predicted dense
depth map Dt at each time step t is combined with the vi-
sual feature Ft by following formula: Zt = Ft ⊕Dt where
Ft⊕Dt = Ft�λ∗Dt+Ft, and λ = 1.2 is an amplification
factor.

3.2. Driving Module

The driving module extracts driving-specific visual fea-
tures for driving tasks. Overview of the driving module is
shown in Figure 3.
Lane Changes: The lane marking detection is critical for
a task-related visual attention allocation of drivers, as an
indicator of the type of maneuver. Instead of training a
ConvNet from scratch, we use a pre-trained lane detection
model, VGPNet [27]. The VGPGNet model is a unified
end-to-end trainable multi-task network that jointly handles
lane and road marking detection. Therefore, we can recog-
nize left and right lanes of the ego-vehicle by delineating

their boundaries. We capture a high-level driving specific
contextual representation Gt of a given frame at each time
step t including a set of latent vectors over the spatial di-
mension l.
Driving Mask: To emphasize the importance of the
lead vehicle in rear-end collisions, we use MaskTrack-
RCNN [53]. To recognize the lead vehicle, we select the
biggest bounding box which encapsulates all the pixels of
the lead vehicle mask from the predicted instance masks,
as shown in Figure 3-Driving module. To obtain the task-
related spatial visual features Bt, we combine the predicted
lead vehicle mask representation Mt with the lane repre-
sentation Gt with an element-wise multiplication. There-
fore, each latent vector of Bt is bt,j = gt,j � mt,j , j =
{1, 2, ..., l}.

In addition, we use function ftask to define three main
driving tasks that lead to rear-end collisions: lane-keeping,
merging-in, and braking. In this function, we consider two
criteria: the number of lane changes performed by the ego-
vehicle c and the existence of a traffic signal Isignal. We
extract c and Isignal from VGPNet and MaskTrack-RCNN,
respectively.

3.3. Attention Module

Drivers pay attention to the task-related regions of the
scene to filter out irrelevant information and ultimately
make optimal decisions. Drivers do this with a sequence of
eye fixations. To learn this process in various driving tasks
ending in rear-end collisions, we cast it as a maximum in-
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verse reinforcement learning approach. Figure 3 - attention
module depicts an illustration of the approach.

The state of the agent is defined by the series of perceived
information that accumulates over each fixation while per-
forming a task. Therefore, each action of the agent depends
on the state at that time and the state changes through each
eye fixation k at time step t.
State Representation: We propose a novel state repre-
sentation for accumulating task-related visual information
through fixations. We create this representation as follows:
First, aggregating and smoothing the eye fixations of multi-
ple independent drivers (observers) on a given frame to cap-
ture their peripheral vision. Second, formulating the visual
systems. The center of attended (fixated) location contains
high-resolution visual information. Therefore, the visual in-
puts outside of the eye fixation location have lower resolu-
tion, with the degree of blur which depends on the distance
to the eye fixation location. To effectively formulate this
system, we use the original frames of the video I as the
high-resolution inputs and a blurred version of the frames to
approximate low-resolution input L. We obtain the blurred
frame by applying a Gaussian smoothing with standard de-
viation σ = 2 × n, which n is equal to Euclidean distance
between the current fixation point pk,t, where k = 0, ...,K
and the center of bounding box of the target object (e.g.,
brake lights) at time step t. Note that the number of fixa-
tions K varies from frame to frame.

Finally, capturing spatial relationship. A driving task
along with other task-related objects in a scene can poten-
tially direct visual attention [54]. For example, if the driv-
ing task is braking, drivers typically consider the distance
between their own vehicle and the lead vehicle. In addition,
the road traffic density (i.e. how close the other vehicles
are) also determines how fast drivers can reduce the speed.
Human fixations also tend to cluster on salient regions that
generally correspond to objects and object parts [31, 32]. To
approximate this guided movement of fixations, we use the
outputs of the visual Zt and driving Bt modules. These vi-
sual context information generated by the visual and driving
modules can have potential spatial relationship to the driv-
ing task. Therefore, they might affect the selection of eye
fixations during the driving task. We aggregate the latent
vector Zt and Bt by using a position-sensitive ROI average
pooling layer to obtain the spatial visual context Ht.

After applying the mentioned steps, we update the state
by replacing the portion of a low-resolution visual fea-
ture with the corresponding high-resolution portion ob-
tained at each new fixation location. In this way, we cap-
ture the changes in the state representation that occurs fol-
lowing each eye fixation k at time step t. We formu-
late the changes over fixations as follows: O0,1 = L0,1,
Ok+1,t = Ek,t � Ht + Lk,t � Ok,t, where Ok,t captures
the visual information after k fixations of time step t. Ek,t

is the circular mask generated from the kth fixation point
pk of time step t. Lk,t = 1 − Ek,t is extracted spatial
visual context from the low-resolution frame for the kth

fixation point pk of time step t. Ht is the extracted spa-
tial visual context from the high-resolution frame at time
step t. We also consider the changes over each time step t:
Ok,t+1 = Ek,t+1 �Ht+1 + Lk,t+1 � OK,t, where Ok,t+1

captures the visual information after k fixations of time
step t+ 1. Then, we use a flattening function fflatten.

Drivers have different visual attention allocation on
the same driving task. To effectively capture this differ-
ence, we augment the state by aggregating it with a high-
dimensional latent space that encode the driving task Qt
created from function ftask. We also add an additional
fully-connected (FC) layers to encode the current speed of
the ego-vehicle in a high-dimensional latent space vt as an
optional input, which can be excluded from the state rep-
resentation. Finally, we use additional hidden layers fstate
conditioned on the visual context representation, the current
speed of the ego-vehicle, and the driving task. The state rep-
resentation St, which is the set of all states at time step t,
uses bottom-up, top-down and history information through
eye fixations.
Action Space: We aim to predict the next fixation loca-
tion of a driver. To cover all types of driving tasks in rear-
collisions, we discretize each frame based on the smallest
size of the bounding box of the lead vehicle over I . Action
ak,t represents where the focus of attention can move at fix-
ation k of time step t. We apply faction function which
calculates the changes of eye fixation location in 2D-grid
space. It defines the following action set: {left, right, up,
down, focus-inward, focus-outward, stay}, see Figure 3. At
is a set of all actions at time step t.
Reward and Policy: To learn the reward function and poli-
cies of visual attention allocation of drivers in rear-end col-
lisions, we use a maximum entropy deep inverse reinforce-
ment learning [49]. Our goal is to select a reward function
that encapsulates the intended behavior of attentive drivers.
To approximate the reward function associated with tak-
ing the action ak,t in state sk,t, R(sk,t, ak,t) = ωTφ(s, a)
which is an inner product between a feature vector φ(s, a)
extracted from sk,t and a vector of weights ω corresponding
to action ak,t. Due to the large feature space, we use deep
architectures in IRL, which increase representational capac-
ity. Therefore, the reward function is r ≈ Φ(φ, ω, θ). Note,
both the weight vector ω and the parameter vector θ associ-
ated with the network are fine-tuned by jointly training the
different driving-tasks categories.

To learn the policies, we maximize the joint posterior
distribution of visual attention allocation demonstrations Ξ,
under a given reward structure and of the model parame-
ter, θ, across I . For a single frame and given visual at-
tention allocation sequence ξ with a length of |τ |, which

5



D
at

a

Method
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CC↑ s-AUC↑ KLD↓ CC↑ s-AUC↑ KLD↓ CC↑ s-AUC↑ KLD↓
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[3
9] Multi-branch [39] 0.48 0.41 2.80 0.55 0.51 1.87 0.71 0.53 2.20

HWS [51] 0.51 0.48 2.12 0.75 0.49 1.72 0.74 0.57 1.99
SAM-ResNet [9] 0.78 0.54 2.01 0.80 0.59 1.80 0.79 0.69 1.89
SAM-VGG [9] 0.78 0.55 2.05 0.82 0.56 1.84 0.80 0.66 1.81
TASED-NET [33] 0.68 0.59 1.89 0.73 0.61 1.71 0.70 0.62 1.89
MEDIRL (ours) 0.78 0.69 0.88 0.89 0.67 0.75 0.85 0.63 0.82

B
D

D
-A

[5
1]

Multi-branch [39] 0.58 0.51 2.08 0.75 0.72 2.0 0.69 0.77 2.04
HWS [51] 0.53 0.59 1.95 0.67 0.89 1.52 0.69 0.81 1.59
SAM-ResNet [9] 0.74 0.61 2.00 0.89 0.79 1.83 0.85 0.88 1.89
SAM-VGG [9] 0.76 0.62 1.79 0.89 0.82 1.64 0.86 0.87 1.85
TASED-NET [33] 0.73 0.68 1.83 0.81 0.66 1.17 0.87 0.88 1.12
MEDIRL (ours) 0.82 0.79 0.91 0.94 0.91 0.85 0.93 0.92 0.89

D
A

D
A

-2
00

0
[1

4] Multi-branch [39] 0.44 0.53 3.65 0.69 0.54 2.85 0.67 0.64 2.91
HWS [51] 0.49 0.59 3.02 0.72 0.53 2.65 0.69 0.77 2.80
SAM-ResNet [9] 0.65 0.61 2.39 0.78 0.64 2.32 0.75 0.81 2.34
SAM-VGG [9] 0.68 0.60 2.41 0.76 0.62 2.24 0.75 0.80 2.35
TASED-NET [33] 0.69 0.66 1.98 0.78 0.69 1.87 0.80 0.81 1.45
MEDIRL (ours) 0.70 0.68 1.31 0.89 0.71 0.92 0.81 0.88 0.99

Table 2: Comparison of different visual attention allocation models trained on the BDD-A [51] train set using multiple
evaluation metrics. We evaluate them with respect to Dr(eye)VE [39], BDD-A [51], and DADA-2000 [14] test sets.

starts from the eye fixation location in a grid cell of the tar-
get object without pre-defined goal states, the likelihood is:
Lθ = (1/Ξ)

∑
ξi∈Ξ logP (ξi, θ), where P (ξi, θ) is the prob-

ability of the trajectory ξi in demonstration Ξ.
Loss Function: We try to select reward functions with a
maximum entropy which minimizes its empirical approxi-
mation of the Kullback- Leibler divergence (KLD) between
the distributions of generated state-action trajectories of the
policies and attentive drivers’ demonstrations.

4. The EyeCar Dataset

Previous works have claimed that in-lab data collection
of visual attention is crucial for developing visual attention
models [38, 51]. In in-lab settings, participants are free of
potential disturbances and can focus on informative areas
of the scene. In addition, the in-lab annotation allows us to
aggregate the fixation of multiple independent observers to
simulate the peripheral vision of human [38]. To that end,
herein we construct the EyeCar dataset with in-lab settings.
To effectively collect the gaze behavior of drivers for criti-
cal situations, we selected videos from the naturalistic driv-
ing dataset [12] that included rear-end collisions with high
traffic density (see Table 1). During the data collection, we
asked participants to ‘task-view’ the collision videos and
were free to fix their eyes on their areas of interest. The
‘task-view’ denoted that participants should view the videos
under a hypothetical driving task [10].

We select 21 front-view videos that were captured in var-
ious traffic, weather, and day light conditions. Each video is
30sec in length and contains typical driving tasks (e.g., lane-
keeping, merging-in, and braking) ending to rear-end colli-

sions. Note that all the conditions were counterbalanced
among all the participants. Moreover, EyeCar provides in-
formation about the speed and GPS of the ego-vehicle (see
Table 1). In addition, each video frame comprises 4.6
vehicles on average, making EyeCar driving scenes more
complex than other visual attention datasets. The EyeCar
dataset contains 3.5h of gaze behavior (aggregated and raw)
from the 20 participants, as well as more than 315,000 rear-
end collisions video frames. In EyeCar dataset, we account
for the sequence of eye fixations, and thus we emphasize
on attention shift to the salient regions in a complex driving
scene. EyeCar also provides a rich set of annotations(e.g.,
scene tagging, object bounding, lane marking, etc.; details
in supplementary materials).

5. Experiments
Datasets. We use three driving visual attention datasets:
DR(eye)VE [39], BDD-A [51], and DADA-2000 [14] as
well as EyeCar dataset for evaluation.

To model visual attention allocation related to rear-
end collisions, we extract the full stopping events (re-
sembling near-collisions) from DR(eye)VE and BDD-A
datasets accompanying rear-end collisions from the DADA-
200 dataset. To learn task-sensitive reward functions and
policies of attentive drivers, we exclude visual attention al-
location sequences that have more than 40 percent of their
fixations on the irrelevant objects (e.g., sky, trees, and build-
ings). This assures us that the attended areas are related to
the driving tasks and not their interests as discussed in [16].
The selected sequences show the deviation of the driver’s at-
tention from the common central pattern and denote a linked
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Method
Task Merging-in Lane-keeping Braking

CC↑ s-AUC↑ KLD↓ CC↑ s-AUC↑ KLD↓ CC↑ s-AUC↑ KLD↓

D
R

(e
ye

)V
E

[3
9] Multi-branch [39] 0.36 0.37 6.46 0.51 0.49 4.80 0.69 0.49 3.38

HWS [51] 0.38 0.34 4.38 0.71 0.51 4.44 0.72 0.61 3.30
SAM-ResNet [9] 0.49 0.48 4.29 0.73 0.55 3.90 0.74 0.66 3.27
SAM-VGG [9] 0.50 0.47 4.31 0.74 0.53 3.95 0.75 0.64 3.29
TASED-NET [33] 04.8 0.46 3.95 0.74 0.55 3.81 0.76 0.65 3.23
MEDIRL (ours) 0.51 0.51 2.32 0.76 0.57 3.11 0.79 0.69 3.07

B
D

D
-A

[5
1]

Multi-branch [39] 0.46 0.48 4.42 0.51 0.61 3.57 0.61 0.64 3.08
HWS [51] 0.41 0.47 4.36 0.69 0.81 3.55 0.67 0.68 2.86
SAM-ResNet [9] 0.55 0.48 3.85 0.85 0.72 3.29 0.79 0.74 2.46
SAM-VGG [9] 0.53 0.49 3.92 0.84 0.70 3.22 0.77 0.70 2.49
TASED-NET [33] 0.55 0.49 3.78 0.84 0.71 3.12 0.77 0.76 2.47
MEDIRL (ours) 0.58 0.49 2.81 0.86 0.73 2.43 0.79 0.81 2.30

D
A

D
A

-2
00

0
[1

4] Multi-branch [39] 0.21 0.38 6.46 0.45 0.44 4.67 0.54 0.59 3.12
HWS [51] 0.31 0.35 6.12 0.51 0.47 4.54 0.67 0.71 3.10
SAM-ResNet [9] 0.33 0.38 5.28 0.65 0.56 4.42 0.77 0.71 3.07
SAM-VGG [9] 0.30 0.39 5.35 0.69 0.57 4.31 0.74 0.69 3.10
TASED-NET [33] 0.32 0.38 4.76 0.68 0.57 3.99 0.73 0.74 3.01
MEDIRL (ours) 0.41 0.45 3.79 0.73 0.60 2.51 0.75 0.79 2.51

Table 3: Comparison of different visual attention allocation models trained on Dr(eye)VE [39], BDD-A [51], and DADA-
2000 [14] train sets. We evaluate these algorithms with respect to EyeCar dataset as the test set.

to task-related actions. Thus, during the policy training,
attention module jointly recovers the reward functions and
policies used by attentive drivers to predict visual attention
allocation.

After applying the exclusion criteria, we were left with
400, 1350, and 534 events in DR(eye)VE, BDD-A, and
DADA-200 dataset, respectively. We split each of the
datasets into three sets: 70% training, 10% validation, and
20% test, random splits of data, within each driving tasks.

Training. We use pre-trained weights in visual and driving
modules. The attention module includes four hidden convo-
lutional layers with 52, 34, 20, and 20 ReLu units, respec-
tively; followed by seven softmax units that represent action
types (e.g., up, down, etc.). We use batch normalization af-
ter ReLu activation. The reward discount factor is set to
0.98. We also set the initial learning rate to 1.5× 10−4, and
during the first 10 epochs, we linearly increase the learn-
ing rate to 5 × 10−4. After epoch 21, we apply a learning
rate decay strategy that multiplies the learning rate by 0.25
every three epochs. Each module has a different structure
and learns parameters within its own modular space with-
out affecting other modules. For training, we use Adam op-
timizer [24]. The total training time of MEDIRL is approxi-
mately 1.5 hours on a single NVIDIA Tesla V100 GPU and
it takes around 0.08 second to process each frame.

Evaluation Metrics. To evaluate the ability of predic-
tion task-related visual attention allocations of drivers in
our framework and a number of baselines, we use pop-
ular location-based and distribution-based saliency met-
rics: Kullback-Leibler divergence (KLD), shuffled Area
under the ROC curve (s-AUC), and Correlation Coeffi-

cient (CC) [6]. We purposefully report s-AUC since it
assumes center bias has not been modeled, and penalizes
models where it has [6]. We use s-AUC to alleviate the com-
mon center-bias of drivers’ visual attention allocation [16].

6. Results
To demonstrate the effectiveness of MEDIRL in pre-

dicting visual attention allocation of drivers, we compare
MEDIRL with five baseline models: Multi-branch [39],
HWS [51], SAM-ResNet [9], SAM-VGG [9], TASED-
NET [33]. For fair comparisons, we use the implementa-
tions with recommended parameters and the saliency maps
provided by the authors.

A cross-evaluation of MEDIRL and the selected meth-
ods with respect to benchmark datasets are reported in Ta-
ble 2. The comparison are for three subset of the test sets
which involve three driving tasks leading to rear-end colli-
sions. In Table 2, we train the algorithms on the BDD-A
train dataset because it is more reflective of visual cues than
the other datasets and tested on benchmarks test datasest.
As observed from the table, our model outperforms other
methods by a significant margin across all evaluation met-
rics. The cross-evaluation results show that MEDIRL is not
strongly tied to a dataset and can adapt to different driv-
ing tasks. In addition, we compare the performance of
the proposed framework and other methods on the EyeCar
dataset (see Table 3). For this set of experiments, we fix
the test set (EyeCar) while vary the algorithm and the train-
ing datasets, results are reported in Table 3. Overall, the
performances of our modular MEDIRL framework in these
analyses declares its flexibility and robustness.
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#frame365

Ground Truth

Multi Branch [39]HWS [51] SAM-Resnet [9]

SAM-VGG [9]TASED-NET [33] MEDIRL (ours)

Input Image

Figure 4: Predicted driver’s visual attention allocation for
all models trained on the BDD-A while braking. Although
other models partially capture the spatial cues, MEDIRL
can learn to completely detect the task-related salient stim-
uli (e.g., traffic light, brake lights). Redder color indicates
the expectation of higher reward for fixating a location.

We also qualitatively compared MEDIRL with baseline
models by visualizing driver’s attention predictions in Fig-
ure 4. It shows that for nearly every model the attention
allocation is entirely toward the center of the video frame,
thereby ignoring other cars (i.e., visual spatial cues). In con-
trast, MEDIRL reliably managed to capture this important
information.

To summarize, the experiments show that the proposed
MEDIRL framework can effectively learn visual attention
policies of attentive drivers. It also correctly reflects typical
links between visual spatial cues, which are extracted from
bottom-up/top-down mechanisms, and gaze behavior. We
observe that our model is indeed able to pay attention on
road elements (e.g. traffic signal lights, and the lead vehi-
cle) which are essential for human to drive safely. There-
fore, MEDIRL can operate well in complex driving situa-
tions with higher visual attention demand.

Figure 5: Ablation study on the proposed state representa-
tion. We remove one part by masking out or simply remov-
ing from the state representation at each time.

EyeCar BDD-A [51]
CC ↑ KLD ↓ Fβ ↑ CC ↑ KLD ↓ Fβ ↑

-visual 0.36 3.55 0.21 0.41 3.51 0.27
-driving 0.69 2.21 0.30 0.60 2.07 0.39
MEDIRL 0.84 0.81 0.61 0.89 0.88 0.78

Table 4: Ablative study of MEDIRL using different combi-
nation of modules. The model used here is trained on BDD-
A dataset and tested on EyeCar and BDD-A test dataset.

6.1. Ablations Studies

Ablations Studies on State Representation. Figure 5
shows the ablation study of the full state representation on
different test datasets. We can see that the most important
feature categories were semantic/instance (Ft), followed by
types of driving tasks (Qt), the fixation dynamics (OT ),
and low-resolution visual feature (Lt). The depth map
features (Dt) is also beneficial for the model performance
whereas ego-vehicle speed (vt) weakly impacted model per-
formances. The results confirm that incorporation of low
and mid-level visual cues, driving-specific visual features,
and eye fixations increase the prediction accuracy.

Ablation Study on Each Module. We also study
the benefits of the visual and driving modules by run-
ning ablation experiments (Table 4). We report F-measure
score (Fβ), where β2 is set to 1 as suggested [38], as
well. Removing the visual module (-visual), which extracts
generic visual context features, shows a clear performance
drop on EyeCar and BDD-A dataset in terms of all met-
rics. Without a driving module (-Driving), which extracts
driving-specific visual features, all metrics have an obvious
decline in both datasets. The results validate the effective-
ness of the proposed modular framework that can predict
visual attention allocation of drivers since removing one of
them degrades the performance.

7. Conclusion

We have proposed MEDIRL, a novel modular frame-
work that combines advanced computer vision techniques
and inverse reinforcement learning for predicting visual at-
tention of drivers. Our proposed framework learns the
task-specific reward functions and the policies of attentive
drivers in imminent rear-end collisions. MEDIRL utilizes
a combined bottom-up/top-down mechanism to develop a
more human-like visual attention allocation model corre-
sponded to drivers’ driving task. We also presented EyeCar,
a representative, publicly-available dataset of rear-end col-
lisions driving tasks and richly annotated eye information.
These contributions enabled us in establishing a new state-
of-the-art in predicting visual attention allocation of drivers
on three large-scale benchmarks.
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Appendix
We provide further details about the EyeCar dataset (see

Sec. A-1, and implementations (see Sec. A-2. We also pro-
vide additional results from experiments and ablation stud-
ies (see Sec. A-3). You can find the code and dataset in a
zip file.

A-1. EyeCar
We build EyeCar, a new, diverse dataset of visual driving

scenes, driver visual attention together with various tasks.
EyeCar covers more realistic driving scenarios in accident-
prone situations.
Participants: We recruited 20 participants who watched
the selected videos. You can find more details of our par-
ticipants in Table A-1. Note that, each collision video was
viewed by all the participants.
Driving videos: We selected 21 front-view videos from the
naturalistic driving dataset [12] that included rear-end colli-
sions with high traffic density. The videos were captured in

various driving conditions. These conditions contain: traffic
conditions (e.g., crowded and not crowded), weather con-
ditions (e.g., rainy and sunny), landscapes (e.g., town and
highway), and times of the day (e.g., morning, evening,
night). It also contains typical driving tasks (e.g., lane-
keeping, merging-in, and braking) ending to rear-end col-
lisions. Each rear-end collision video lasted for 30 seconds,
had a resolution of 1280×720 pixels, and had a frame rate
of 30 frames per second. All the conditions were counter-
balanced among all the participants.
Study Design: During the data collection, we asked partici-
pants to ‘task-view’ the collision videos and were free to fix
their eyes on their areas of interest. The ‘task-view’ denoted
that participants should view the videos under a hypotheti-
cal driving task [10]. The visual responses and time delay
between the onset of the tasks’ stimuli (e.g., brake lights) to
perceive it by the participants were captured.

Individuals are eligible to participate in this study if they
have normal or corrected to normal vision and have at least
one year of driving experience. After enrolling in the pro-
gram, individuals are asked to fill out initial questions con-
sisting of their age, driving experience, gender, whether
they have experience with the semi-autonomous vehicle or
not, and if they have been involved in any car accidents or
not (see Table A-1). The study had two sessions, and each
lasts for 7±2 minutes. To decrease the chance of drivers fa-
tigue and disengagement, participants watched the first 10
videos in the first session, and then after 15 minutes gap,
they watched the other 11 videos in the second session (the
whole study takes less than half an hour). The experiment
received ethical approval from the University’s Institutional
Review Board.
Apparatus: We conducted this study in an experiment
booth with controlled lighting. The experiment was de-
signed to maximize the accuracy of the eye tracker to be
used as the ground truth for the evaluation of the estimated
driver attention allocation. The driving scenes were dis-
played on a 20-inch monitor with a pixel resolution of 2560
by 1440 and. Participants were seated approximately 60 cm
away from the screen. The head was stabilized with a chin
and forehead rest. A steering wheel is placed in front of the
participants who were asked to view the videos by assum-
ing that they were driving a car. To control the lighting and
minimize possible shadows, a Litepanels LED-daylight was
used.

Eye movements were recorded using the screen-mounted
Tobii X3-120 system with a sampling rate of 120 Hz. The
eye-tracker was mounted under the screen of the monitor
placed in front of the participants. Due to the sensitivity
of the eye tracker, the vertical placement of the screen was
adjusted such that the center of the screen was at eye-level
for each participant. The system had to be calibrated for
each participant using the Tobii Pro Studio animating nine
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Gender Age Driving Experience Semi-autonomous vehicle Accident
75%(male) 27.31 (± 4.81) 9.71(± 5.8) 25% 1%

Table A-1: Detailed information about individuals who participate in the study.

Dataset Videos Accidents Events Gaze providers Duration(hrs) Number of Frames Annotation type Gaze pattern (per frame) Fixations
EyeCar 21 21 rear-end collisions 20 3.5 315K spatial and temporal raw and average 1,823,159

Table A-2: The EyeCar dataset detailed information.

A sample frame Instance Segmentation Light Detection Semantic Segmentation

Driving Mask Lane Detection Density Estimation Eye Fixations

Figure A-1: Overview of our dataset. The dataset also comes with a rich set of annotations: object bounding, lane marking,
full-frame semantic and instance segmentation.

Car Truck Bus Stop Sign Light0

200

400

600

800

In
st

an
ce

s (
10

3 )

894.164

479.009

75.827
9.45 28.35

Figure A-2: The distribution of typical instances cate-
gories involved in an accident over all frames of the EyeCar
videos.

calibration points. Calibration accuracy was then recorded
to be within 0.6 degrees of visual angle for both axes of all
participants.

A-1.1. Data Preprocessing:

Driving videos: EyeCar comes with a rich set of annota-
tions: object bounding, lane marking, full-frame semantic,
and instance segmentation (see Figure A-1). You also can
see the number of typical instances involved in an accident
over all frames of videos in Figure A-2.
Eye information: We employ iMotion to extract the eyes’
features such as; pupil size, gaze location, fixation duration,
the sequence of fixation, and the start and end time of the
fixation points. The abnormal or missing values of these
features can lead us to the wrong conclusion, therefore pre-
processing of the raw data is necessary for identifying such

values and replacing them with linearly interpolated values,
outlier treatment, statistical analysis, and data quality (e.g.,
calibration, exclusion of trials and participants due to poor
recording, track loss).

To clean the data, we first extract the missing values of
the eyes’ features. We employ linear interpolation if the
percentage of the missing values is less than 20%. Then,
we calculated the abnormal values of features to detect the
outliers. We calculated the mean (µfeature) and the standard
deviation (σfeatures) of each feature (zero values are excluded
from our calculation) for each participant. Then, we set the
low and high threshold as follows:

low threshold = µfeature − 3× σfeature

high threshold = µfeature + 3× σfeature

Abnormal values are those that their values are less than low
threshold and more than a high threshold. In addition to the
exclusion criteria described in the main text, we also ex-
cluded the sequences with more than 40% abnormal values
for eye fixations. In this way, we decreased the chance of
drivers fatigue and disengagement. We have about 0.005%
of sequences with this conditions.
EyeCar dataset: After implemented all exclusion crite-
ria, we selected 416 variable-length sequences. EyeCar in-
cludes more than 315,000, rear-end collisions video frames.
In addition, each video frame comprises 4.6 vehicles on av-
erage, making EyeCar driving scenes more complex than
other visual attention datasets. GPS recordings in our
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Figure A-3: Illustration of a discretize frame along with gaze location points of all drivers in the EyeCar dataset. Drivers
allocate their attention to the driving task-related salient regions of the driving scene. The points show the gaze location of
drivers. The black points are out of the task-related regions. The blue points are in the driving mask (the gray area in the
frame). The green points are in the lead vehicle bounding box, and the yellow points are in the area of the target object (i.e.,
braking lights).

Samples of attentive 
drivers’ eye fixations

Excluded eye fixations

Figure A-4: A sample of attentive drivers’ average eye fix-
ations sequence for a given front-view video as well as the
excluded sequence. Note that the sizes of the circles are cor-
responding to the duration of the average eye fixation over
the last 30 frames before a collision.

dataset show the human driver action given the visual input
and the driving trajectories. The proportion of high (65 ≤
v), normal (35 ≤ v ≤ 65), and low (35 ≥ v)-speed cate-
gories are 38%, 39%, and 23%, respectively.

A total of 1,823,159 fixations were extracted from the
eye position data, over the 20 subjects. The EyeCar dataset
contains 3.5h of gaze behavior from the 20 participants.
We also provide a raw fixation map of multiple observers
as well as an average fixation map of them. You can see
the detailed information of EyeCar in Table A-2. The fix-
ation maps highlight the direction of human drivers’ gaze
to a salient object when making driving decisions in rear-
end collisions. EyeCar comes with information of eye fix-
ations (fixation maps and duration, start and end time, po-
sitions, and pupil size), distance to the target object (e.g.,
brake lights), and the location of the target objects and their
temporal occurrence interval.

A-2. Implementation

Given a set of driving video’s frames, I =
{
It
}T
t=1

, we
resize each of them to 144×256×3, where T is the number
of frames. Then we normalize each frame by subtracting the
global mean from the raw pixels and dividing by the global
standard deviation.

Depth Estimation: Recognizing the relative distance to
the other traffic participants (e.g., the lead vehicle) is cru-
cial for making optimal driving decisions. Therefore, we

Figure A-5: Examples of MEDIRL generated visual atten-
tion allocations on EyeCar dataset. An attentive driver eye
fixation sequences are colored in green, and the model gen-
erated are in blue. You can see that MEDIRL mainly fo-
cused on driving tasks related to rear-end collisions.

use a supervised monocular depth estimation model, Mon-
odepth2 [17], to amplify nearby regions (e.g., distance to a
target object) of a driving scene. The predicted dense depth
map Dt at each time step t is combined with the visual fea-
ture Ft by the following formula:

Ft ⊕Dt = Ft � λ ∗Dt + Ft,

where λ = 1.2. This value of lambda parameter helped
us to focus on the lead vehicle more than other surround-
ing vehicles during rear-end collisions. Note that the above
equation is equivalent to the main paper’s equation which is
written in a recurrent form.

State Representation: In our proposed state representa-
tion, we try to formulate the visual system mechanism by
considering the high-resolution visual information in eye
fixation location and low-resolution visual informant ion
outside of the eye fixation location. To approximate low-
resolution input L, we apply a Gaussian smoothing with
standard deviation σ = 2 ∗n, which n is equal to Euclidean
distance between the current fixation point pk,t, and the cen-
ter of bounding box of the target object (e.g., brake lights) at
time step t. We selected 2 as the degree of blur’s parameter,
experimentally. We also tried 0.5, 1, and 1.5 but we got a
better formation by 2. Note that the number of fixations K
varies from frame to frame.
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Line EyeCar BDD-A [51]
CC↑ KLD↓ Fβ ↑ CC↑ KLD↓ Fβ ↑

1 MEDIRL:(F ) + (E) + attention 0.25 3.81 0.17 0.36 3.88 0.22
2 MEDIRL:(F +D) + (E) + attention 0.30 3.62 0.19 0.38 3.77 0.27
3 MEDIRL:(F +D) + (Q) + (E) + attention 0.34 3.61 0.20 0.37 3.78 0.29
4 MEDIRL:(F +D) + (Q) + (L) + (E) + attention 0.49 3.02 0.26 0.56 2.87 0.33
5 MEDIRL:(F +D) + (Q) + (L) + (O) + (E) + attention 0.69 2.21 0.30 0.60 2.07 0.39
6 MEDIRL:(F ) + (G+M) + (E) + attention 0.30 3.43 0.23 0.29 3.47 0.32
7 MEDIRL:(F +D) + (G+M) + (E) + attention 0.33 3.13 0.26 0.35 3.07 0.34
8 MEDIRL:(F +D) + (Q) + (G+M) + (E) + attention 0.49 2.51 0.30 0.51 2.17 0.39
9 MEDIRL:(M +G) + (E) + attention 0.36 3.55 0.21 0.41 3.51 0.27

10 MEDIRL:(F +D) + (Q) + (O) + (L) + (G) + (E) + attention 0.71 1.41 0.42 0.67 1.18 0.59
11 MEDIRL:(F +D) + (Q) + (O) + (L) + (M) + (E) + attention 0.76 1.11 0.49 0.73 1.07 0.66
12 MEDIRL:(F +D) + (Q) + (O) + (L) + (G+M) + (E) + attention 0.80 0.78 0.60 0.87 0.87 0.75
13 MEDIRL:(F +D) + (Q) + (O) + (L) + (G+M) + (v) + (E) + attention 0.84 0.81 0.61 0.89 0.88 0.78

Table A-3: An ablative study of MEDIRL using different combination of modules. The model used here is trained on BDD-A
dataset and tested on EyeCar and BDD-A [51] test set. We mask out one part by setting the map(s) to zeros at each time.

Action Space: We aim to predict the next eye fixation
of drivers. Therefore, we need to predict the pixel loca-
tion where the driver is looking in the driving scene during
accident-prone situations. We discretize each frame based
on the smallest size of the bounding box of the lead vehicle
in a given video (see Figure A-3. The maximum approxi-
mation error due to this discretization procedure is 1.27 de-
grees, visual angel. Action ak,t represents where the focus
of attention can move at fixation k of time step t. We apply
faction function which calculates the changes of eye fixa-
tion location in 2D-grid space: faction = (∆x,∆y). There-
fore, we summarized the action set as follows: {left, right,
up, down, focus-inward, focus-outward, stay} with three
degrees of freedom (vertical, horizontal, diagonal).

At each step, the policy chooses one of the patches (gird
cell), and the central location of the selected patch in the
original image coordinates is used for the eye fixation. We
also excluded the patches that have no visit or less than 5
visits for computational efficiency. It should be noted that
we did not pre-defined the radius of the direction for the
agent. Therefore, the agent has the freedom to pick any
patch among the created ones.

Driving task: To consider the driving tasks that ends to
rear-end collisions, we consider two following criteria in
the function ftask: the number of lane changes performed
by the ego-vehicle c and the existence of a traffic sig-
nal Isignal over I . We extract c and Isignal from VGPNet
and MaskTrack-RCNN, respectively. Therefore, we define
the driving task as follows:

driving task =


lane-keeping, if c = 0, andIsignal = 0

braking, if c = 0, andIsignal = 1

merging-in, if c = 1, andIsignal = 0

We embed the task in our framework by one-hot encod-
ing maps which spatially repeat the one-hot vector. There-

fore, we concatenate the task embedding with other fea-
tures in our proposed state representation to have a task-
dependent bias term for every convolutional layer.

Visual attention allocations: The eye fixation location is
generated from the probability map that MEDIRL has pro-
duced. We also applied Inhibition-of-Return to decrease the
likelihood that a previously inspected (possibly salient) re-
gion in the scene will be re-inspected, thereby encouraging
visual attention toward the next salient region in a driving
scene. Therefore, MEDIRL generates a new spatial proba-
bility map at every step.

Maximum Entropy: To learn the policies, we maximize
the joint posterior distribution of visual attention allocation
demonstrations Ξ, under a given reward structure and of the
model parameter, θ, across I . For a single frame and given
visual attention allocation sequence ξ with a length of |τ |,
which starts from the eye fixation location in a grid cell of
the target object without pre-defined goal states, the like-
lihood is: Lθ = (1/Ξ)

∑
ξi∈Ξ logP (ξi, θ), where P (ξi, θ)

is the probability of the trajectory ξi in demonstration Ξ.
In each iteration j of maximum entropy deep inverse rein-
forcement learning algorithm, we first evaluate the reward
value based on the state features and the current reward
network parameters θj . Then, we determine the current
policy, πj , based on the current approximation of reward,
Rj and transition matrix (i.e., the outcome state-space of a
taken action), T . Therefore, we can benefit from the maxi-
mum entropy paradigm, which enables the model to handle
sub-optimal behavior as well as stochastic behavior of ex-
perts, by operating on the distribution over possible trajec-
tories [60, 49].

Principle of Maximum Entropy [20] demonstrates that
the best distribution over current information is one with
the largest entropy. Maximum Entropy also prevents issues
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with label bias which means portions of state space with
many branches will each be biased to be less likely, and
while areas with fewer branches will have higher probabil-
ities (locally greedy). Maximum Entropy gives all paths
equal probability due to equal reward and uses a probabilis-
tic approach that maximizes the entropy of the actions, al-
lowing a principled way to handle noise, and it prevents la-
bel bias. It also provides an efficient algorithm to compute
empirical feature count, leading to a state of the art perfor-
mance at the time. This process maximized total reward,
even over the short period of time (0.6± 0.2 seconds) that
our attentive drivers detect the target objects (brake light) in
rear-end collisions.

A-3. Ablation Studies
We study the benefits of each component of MEDIRL

by running ablation experiments (see Table A-3) with the
trained model on the BDD-A dataset and tested on EyeCar
and BDD-A test dataset. We employed our visual and driv-
ing modules to have a rich state representation for our pro-
posed MEDIRL framework. To understand the contribution
of each component, we removed the maps of each group
one at a time and compared the corresponding performance
of the model.

A front-view video of an accident-prone situation paired
with eye fixation is our input. Utilizing these two features
as a baseline (Line 1). Line 2 shows the benefit of encod-
ing the relative distance to the other traffic participants (e.g.,
the lead vehicle) (Sec. 3.1). After adding the driving task,
the performance further improves (Line 3). Line 4 shows
the benefits brought by low-resolution, and we find the up-
date of the visual systems in the visual attention alloca-
tions of drivers (Line 5) considerably improves on the per-
formance, demonstrating the advantages of visual systems
in a proposed state representation on detecting task-related
salient regions. Line 6, 7, and 8 show the benefit of the
visual systems update in eye fixation and the encoding of
the driving task. The task-related features without the vi-
sual features are not very beneficial for the visual attention
allocation performance (Line 9). Line 10, 11, 12 demon-
strate that driving-specific visual features are beneficial for
task-related visual attention allocation. We find the ego-
vehicle speed slightly improves on visual attention alloca-
tion of drivers but not in terms of KLD metrics (Line 13).
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