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Abstract

Spin-Transfer Torque RAM (STT-RAM) is an emerging non-widkamemory technol-
ogy with the potential to be used as universal memory. The-8B#M endurance and
CMOS compatibility makes it suitable for use throughout tilemory and storage hierar-
chies. However, the density is signi cantly lower than Figand the high write-currents
limit the performance and energy-ef ciency of STT-RAM cash

This dissertation presents tools and techniques for maglaihd optimizing STT-RAM
for use in high-speed memory system design. This makessilpeso compare published
magnetic tunnel junction (MTJ) designs and perform rsti@r evaluations of cache and
memory designs. Augmenting a Flash-based Solid-State Wikka STT-RAM merge
cache can reduce the response time by more than 75%, whilesarthe retention-time
of the memory cells improves both the performance and erefrgiency of STT-RAM
caches. Detailed error modeling makes it possible to desrgfreshing scheme that main-
tains the reliability of the system, and dynamically adpgtthe refresh rate according
to current temperature reduces the refresh overhead. @hj#tiae refreshing can reduce
the cell area by more than 28%, compared to STT-RAM with emtile simultaneously

limiting the impact of performance and consumption.
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Chapter 1

Introduction

The current multi-core era has resulted in the integratfamareasing numbers of cores
into the microprocessors used to power computers and oglgsh Though this can provide
a near linear speedup for embarrassingly parallel apmitst most real-world programs
are ultimately limited by memory latency and bandwidth. tblially, the microarchitec-
tural improvements of new processors were accompanied lnycagase in the amount of
on-chip cache per core. However, power constraints makeastg the amount of cache
per core dif cult, since the number of cores continues tod¢ase.

Advanced SRAM designs that reduce power consumption reaither a reduction
in performance or a reduction in capacity, neither of whigldésirable. Improvements
to cache management may help to ameliorate the reductioarformance, but they are
likely to continue to lag future core microarchitecture fpemance improvements. The
best approach to resolve this problem is to use a differemongtechnology that provides
both lower power consumption and higher density. The mastgon alternative to SRAM,
commodity DRAM, provides very high density at low cost butgat be directly integrated
with the microprocessor. One solution, already in usembedded DRAMvhich provides
a signi cant reduction in leakage power and ar2 improvement in density. However,

embedded DRAM has not been adopted for any mainstream giarsesl he largest mar-



kets for embedded DRAM have been consumer electronics (up32MB) and IBM's

processors for supercomputers and mainframes (up32MB per die) [KSSF10, Sta09].

The Non-Volatile Solution

An alternative solution is to useon-volatile memory (NVMechnologies, which can
provide low power (especially low leakage), high densityd dhe ability to retain the
stored data over long time periods (non-volatility) thatdnanade them attractive for
use as secondary storage. Flash memory is already widellyimnsmnsumer electronics
and in solid-state disks due to its low cost and extremehh ldgnsity. However, it
suffers from extremely lowvrite endurancewhich is the number of times each storage
cell can overwritten before it wears out. While commoditylaambedded DRAM cells
can be written> 10 times, Flash cells can only be written 10° times [ACG' 09].
Phase-Change Memory (PCM) is a promising replacement &shE-lwith similar density
and better performance and endurance. Though PCM cellgilamty be written> 10°
times before wearing out, it has already been shown to be ldevigandidate for use
in main memory [QSRO09, LIMB09]. Techniques exist to minimithe impact of this
for mass-storage devices, but they cannot cope with the wigfe traf c that caches
experience.

Spin-Transfer Torque RAM (STT-RAM) is an emerging NVM teckogy that has sig-
ni cantly higher write endurance (at least #0cycles). STT-RAM is being actively ex-
plored by industry [DLW 07, CAD" 10, RSKD09] and has the potential to belamiversal
Memorytechnology [GIS10, RCC10]. Though not as dense as Flash and PCM, it is ca-
pable of high performance operation suitable for cachescandbe integrated within the
microprocessor. In particular, the combination of highuwadce and the lack of cell leak-
age makes it an ideal candidate for use in a wide range ofcgtiains from cellphones to

servers.
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Figure 1.1 qualitatively compares these three NVM techgiel® against SRAM for
various gures of merit. The relative trends are based ol ffam ITRS and other publi-
cations on these memory technologies [ATIS]. Theretention timeis the duration that
data is preserved in the absence of an external power sotineeouter boundary of the
hexagons represent the ideal characteristics of an uaiveemory, while the heavy black
line represents SRAM.

High
Performance

Low Dynamic High
Energy . / Endurance
Low :~.’ : _
Leakage .. .. Re%tiemn'gon
High
Density
STT-RAM PCM Flash

Dotted border is optimal, black line is SRAM

Figure 1.1: Comparison of NVM technologies to SRAM
(Based on ITRS roadmap data [ACG9])

As the gure shows, none of the three NVM technologies canmaagh the performance
or endurance of SRAM, though its leakage power is far highan &any of the NVM tech-
nologies. STT-RAM and PCM have similar performance andgneharacteristics, while
Flash gives up performance in exchange for density. How@aar endurance and lack
of CMOS compatibility inhibits the use of Flash on the pramesdie, and, though better
than Flash, the endurance of PCM is still signi cantly lovtean STT-RAM (18 versus
102 write cycles [ACG 09]). Combining high endurance with low leakage, STT-RAM is
the best candidate for use within the processor, thougHfegrsurom high write energies
and signi cantly slower writes than SRAM. Addressing thés®e issues is critical before

STT-RAM can be effectively used in the cache hierarchy.



Using STT-RAM Throughout the Memory Hierarchy

The lack of density makes it unlikely that STT-RAM will be atsibble replacement for
either Flash or PCM. At the storage level, STT-RAM could bedt® augment high-density
Flash or PCM to help mitigate their endurance and performdmoitations. Battery-
backed DRAM could also perform this role, but such schemest ouickly write all modi-
ed data to the backing store to ensure no data will be losiT-BAM with a storage-class
data retention time is superior as it ensures that all userwi#l be reliably stored without
restriction. Similarly, researchers have proposed usidlyl Ro signi cantly increase the
capacity of main memory, but the schemes have required @ RRAM cache to mitigate
the limited write endurance. As for storage devices, usin@g-BAM to build this cache
would eliminate this limitation.

At the other end of the memory hierarchy, the high-perforceacaches of the micro-
processor certainly bene t from the improved density andueed leakage of STT-RAM.
However, performance is reduced when using storage-claBfR3M, as it requires a large
amount of energy to perform writes. By leveraging the faet the data in the micropro-
cessor caches generally has a short lifetime, it is postbitatigate this by usingeduced
retention-timeSTT-RAM. Though this may reduce the retention time to onesdor less,
it can mitigate the write performance and energy penaltyasted with STT-RAM caches.

The use of a non-volatile memory (NVM) with high performaraecel endurance, such
as STT-RAM, makes it possible to enable a memory hierarciyttas some degree of non-
volatility at each level. This opens new opportunities fptimizing both the performance
and energy-ef ciency of the system. In addition, the notatitity can also be exposed to

the software, which enables new paradigms [CQA.

Contributions of this Dissertation

Chapter 2 will describe the system | have created for evialg&TT-RAM cache and

memory designs [SINGS11]. Chapter 3 then describes usingREIM-basedmerge
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cacheto improve the performance of Flash-based solid-statesdS88Ds) [ICG10]. Mov-
ing up to the microprocessor level, Chapter 4 demonstraedene ts of replacing the
SRAM caches with reduced retention-time STT-RAM cachesduRed retention-time
caches require “refreshing” to maintain correctness, sap@r 5 analyzes the nature of
random errors for STT-RAM memories and describes a temyrexabntrolled refresh
policy. Before going into the contributions of this work, cBens 1.1 to 1.3 will rst

provide background information on the operation and baehvafi STT-RAM.

1.1 Overview of Magnetoresistive Memory Technologies

STT-RAM is a new, more ef cient variant of magnetoresistkAM (MRAM) in
which a single bit of data is stored in the magnetic orientatdf the free layerof a
magnetic tunnel junction (MTJ). MTJs consist of at least f@oomagnetic layers with
an oxide barrier (insulator layer) between them, as showkigare 1.2. One of the two
magnetic layers is called theard, pinned or xed layer and has its magnetic orientation
permanently set during fabrication The other is called $bé or free layerand has a
weak magnetic orientation that can be changed dynamicdilRAM and STT-RAM
are non-volatile because the free layer does not need afrielegrrent to maintain its

orientation.

~€—Bitline

Fixed Layer

Oxide
Layer

Free Layer
€ Source Line

Figure 1.2: Structure of MTJ

MRAM never gained signi cant traction in the memory marketedto its extremely

high write energy requirements, caused by the use of rgtafiectric elds to change the



free layer state. STT-RAM instead uses #pn-transfer torqueeffect to switch the free
layer, which only requires passing a large electric curdaneictly through the MTJ [SI096].
This switching effect behaves according to a thermallytaidled stochastic process, and
will be described in more detail in Section 1.2. To minimilze tmpact of this randomness,
the currents used are larger than strictly necessary ta@nsliable operation. Despite this,
the write energy and circuit complexity is signi cantly neced over MRAM.

The presence of the oxide barrier between the ferromaglagtcs creates a noticeable
resistance to electric current, dependent on the free tayemtation. When the two layers
are oriented in the same direction, the MTJ is in plagallel (P) state and exhibits a low
resistanceRp), and when the two layers are oriented in opposite direstidnis in the
anti-parallel (AP) state and exhibits a high resistan&ag). Figures 1.3a and 1.3b graphi-
cally demonstrate the two free layer states. Reading thestthe MTJ is accomplished by
using a small current through the MTJ to estimate the ragstaalue. Performing a write
requires holding the write current for a suf cient amountiofie, which is called either the

write pulse widthor theMTJ writetime to ensure the free layer has changed state.

1 3 1 ||
——-  (Hard Layer | e—-
——————) (Free Layer e——

Read Write Read Write
Current  Current Current  Current
(a) Parallel state (b) Anti-parallel state

(low-resistance) (high-resistance)

Figure 1.3: Magnetic tunnel junction (MTJ) operation

1.2 Macromagnetic Behavior of MTJs

The parallel and anti-parallel states of the free layer of BJMlways correspond

to the two directions of theasy-axis though the physical orientation depends on the



type of MTJ. Figures 1.4a and 1.4b show the precession (ehangrientation) of the
magnetic moment under spin-transfer torque from the aarifel state to the parallel
state for the two main types of MTJs. The magnetic moment leas Imormalized us-
ing the saturation magnetizatiofMs), and the rate of precession is determined by the
Gilbert damping coef cienta). The presence ofasy-axis anisotropgttempts to keep
the moment oriented in either the parallel (Z=+1.0) or aqatiallel (Z=-1.0) positions and

is proportional to theuniaxial anisotropy(Hk) factor andMs. Both Hy andMs depend on
the materials and design of the MTJ and are derived from ecapmeasurements.

The free layer behavior is statically determined by the eagy anisotropy, easy-plane
anisotropy (for in-plane MTJs), and demagnetization (ferpendicular MTJs) magnetic
elds. These are combined with the dynamic spin-transfeque and stochastic thermal
noise models into the Landau-Lifshitz-Gilbert equatiomtmnerically simulate the switch-
ing behavior of the free layer [SI096]. The transport modesatibed in Section 1.2.3
calculates the total current through the MTJ and effectpia-polarized write current in
the free layer for a given applied voltage [NMGO0]. As most high-speed STT-RAM MTJs
are extremely compact, it is possible to approximate thewehof the free layer as a mon-
odomain magnet, which allows us to perform Monte-Carlo $ation of MTJ switching

for a wide range of write voltages [Sun0Q0].

1.2.1 In-plane MTJ

For the in-plane MTJ shown in Figure 1.4a, the plane of the M&@gd in the Z-Y
plane and current ows up or down in the direction of the XsaxiThe attened shape
of the motion is caused bgasy-plane anisotropywhich attempts to keep the magnetic
moment within the plane of the MTJ. As the easy-axis lies withe easy-plane, the two
types of anisotropy work in tandem to maintain the state ef MIJ, though the easy-

plane anisotropy makes spin-transfer torque more dif,cat will be discussed shortly.



Initial position
Final position
— Magnetic moment

1.0

0.5

0.0

1.0 —1.0
(a) In-plane MTJ

1.0

0.5

0.0 Z

(b) Perpendicular MTJ

Figure 1.4: Example of magnetic moment precession

(The precession is from anti-parallel to parallel, with #axis represent-
ing the easy-axis and the lower plane representing the jpifthe MTJ)



Partial perpendicular anisotropy (PPA) partially offsd#te easy-plane anisotropy, which

allows switching to occur more easily.

1.2.2 Perpendicular MTJ

Figure 1.4b shows a perpendicular MTJ, for which the planthefMTJ lies in X-Y
plane while current ows in the direction of the Z-axis. Atlree layer is signi cantly
wider and longer than it is thick, demagnetizatiorfiorce attempts to pull the moment
back into the plane of the MTJ. Since the easy-axis is peifipelad to the plane of the
MTJ, the easy-axis anisotropy must be strong enough to onerdhe demagnetization
force Hx > 4pMs) to maintain the orientation of the magnetic moment, sihey tare in
direct competition. However, the demagnetization forc@sas the spin-transfer torque in
ipping the magnetic moment. Perpendicular MTJs typicalawe higher-density and faster

switching, but their fabrication is more dif cult to integte with CMOS logic processes.

1.2.3 Spin-Transfer Torque Switching

In 1996, Slonczewski showed how a spin-polarized curressipg through the plane of
a thin free layer could be used to change its state [Slo96jaétibn of the electrons owing
through a MTJ will become spin-polarized by a xed magnetgdr and, with enough
current, can overcome the anisotropy and demagnetizatioed and ip the free layer's
orientation. This works most straightforwardly with oneed layer for each orientation
(they are often calledpin lIters). This also works with a single xed layer, though it
requires signi cantly higher currents to switch to the andirallel state than the parallel
state.

The spin-polarized current applies torque on the magnetenemt, pulling it in
the corresponding direction. Since increasing the totalecu increases the amount of

spin-polarized current, the MTJ will ip its orientation gter, resulting in a shorter path
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with fewer rotations around the Z-axis. However, without tturrent, the moments in

Figures 1.4a and 1.4b would have remained near the initiitparallel, position.

1.3 Characteristics of STT-RAM MTJs

When considering the use of MTJs to build STT-RAM memory desj the most im-
portant characteristics are: (i) tinetention time (ii) the write latency and (iii) thewrite
energy All three of these characteristics are interrelated, amgldif cult to change one
without affecting the other two. This section provides arfdation for understanding how

they interact.

1.3.1 Stability and Retention

Theretention timeof a MTJ is a characterization of the expected time until @ oam bit-

ip occurs and is determined by thtbermal stability(D) of the MTJ. The thermal stability

is approximated by Equation (1.1), which depends on the g&gnand magnetic param-
eters of the MTJ free layerA andtr are the planar area and thickness of the free layer,
respectively, whilég is Boltzmann's constant anfl is the operating temperature. A high
stability value indicates that the cell is unlikely to suffeom random bit- ips but is more

dif cult to write, requiring either higher currents or motiene. In addition to determining
the retention time, the thermal stability also factors itite time and energy required to

switch the MTJ state and will be described in further detaiChapter 2.

A tr He Ms

b 2kg T

(1.1)

Retention time 1ns e (1.2)
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Rizzoet al. use Equation (1.2) to estimate the average time to a MTJ[RDJ" 02].
This model is reasonable for individual MTJs, but Chapteiildimiroduce a more accurate
model of retention time for STT-RAM memory arrays with eromrrection and detection.
Table 1.1 shows a range of thermal stabilities and the qooreding approximate retention
times at both 300 K and 350 K. The huge drop in retention timetduncreased tempera-
tures has lead many researchers to regbite be above 60 to ensure high-reliability for

storage-class STT-RAM across a range of operating tempesfACG 09, CAD' 10].

Table 1.1: Example thermal factomd)(

D@ 300K: 44.90 42.60 40.29 37.99 35.52 34.04 32.09
Retention time:| 1000years| 100years| 10years| lyear | 1month | 1lweek 1lday

D@ 350K: 38.48 36.51 34.53 32.56 30.45 29.18 27.51
Retention time:| 1.6years | 3months| 12days| 1.6days| 4.6 hours| 1.3hours| 15 minutes

1.3.2 Switching Performance

STT-RAM experiences three different switching modes, dédp®gy on the magnitude
of the applied write current and the exact state of the frgeerla For a given target
MTJ writetime(t) one can estimate theritical write current(l) necessary to reliably
switch the free layer. Above 10 ns, spin-transfer torquesesiinermally activated switch-
ing, given by Equation (1.3) [DLWO07, RSKDO09]. The critical current is determined by
the write time, the planar area, thermal stabiltty= 1ns, andJy, which is thecritical

current densityat zero temperature (which is discussed in the followingisex

|;I'herm.(t): AJyp 1+ Em t ;t > 10ns (1.3)
D to
|g>rec.(t) = A Jo+ tgg it < 3ns (1.4)

Below 3 ns,precessional switchinggiven by Equation (1.4), dominates the required

current. Between 3ns and 10 ns, a combination of these twotsffcalledlynamic rever-



12

sal switching occurs that is more dif cult to characterize [DLY07]. Though these two
eguations seem quite simple, the cons@niust be tted against experimental or, at least,
simulated data on the precessional switching behavioreo§geci c MTJ. Also extracted
from empirical or simulated data, the exponegtyaries from 1, for a curve tted to

the maximum critical currents, up to 1:27, for a curve tted to the average critical cur-
rent. Once the critical current has been estimated, it casob#ined with the write time
and thewrite voltage(Viyrite) t0 derive a conservative estimate of the write energy using
Equation (1.5)Viite is derived from a model of the MTJ oxide barrier basedamd will

be described in Chapter 2.

dWrite Energe = Viyite lc(t) t (1.5)

| developed a simulation methodology for estimating thexpaaters of Equation (1.4).
This methodology was also extended to create a completelmbid J behavior and was
integrated with CACTI to enable the high-level modeling diTSRAM caches and memo-
ries. This modeling system, the STT-RAM Simulation and ModgSystem (STeTSiMS),

and the modeling and evaluation of three published MTJ desige described in Chapter 2.
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Chapter 2

The STeTSIMS STT-RAM Simulation

and Modeling System?

The general operation and behavior of Spin-Transfer ToRREI (STT-RAM) was
described in Chapter 1. This chapter describes the STT-RAMiI&tion and Modeling
System (STeTSiMS) methodology for creating a complete hafd@magnetic tunnel junc-
tion behavior and integrating it into CACTI to model STT-RAd&ches and memories.
Section 2.1 discusses the important technology parametergures-of-merit used in de-
scribing MTJ behavior. Section 2.2 gives a overview of tl@$port and macromagnetic
models used to characterize the switching behavior of SAMRTJIS, and Section 2.3
demonstrates a method for parameterizing and normalibmbehavior of published MTJs
to enable direct comparison. The extensions to CACTI nacg$sr modeling STT-RAM

is described in Section 2.4 and is used to compare the thes®psly parameterized MTJs.

1This chapter covers work previously published in:

Clinton W. Smullen 1V, Anurag Nigam, Sudhanva Gurumurtmgdaviircea R. Stan. The STeTSIMS
STT-RAM Simulation and Modeling System. Rrocessings of the International Conference on
Computer Aided DesigmNovember 2011

Anurag Nigam, Clinton W. Smullen IV, Sudhanva GurumurtimigaJircea R. Stan. Delivering on the
Promise of Universal Memory for Spin-Transfer Torque RAM TSRAM). In Proceedings of the
International Symposium on Low-Power Electronics and Begages 121-126, August 2011
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Section 2.6 discusses related work on performing hightteeeleling of STT-RAM MTJs,

and Section 2.7 summarizes the contributions presentdiksichapter.

2.1 Figures of Merit

The behavior of a MTJ is determined by the materials and gaynused to make
the free layers, the electron transport behavior of the eXidrrier, and the operating
temperatureT, in kelvin. The oxide barrier determines the resistanceqmted by the
MTJ, which controls how much current can be passed throughdtthus how fast the
MTJ can switch. The free layer is characterized by its thédanfr) and planar area
(A) (whichever multiplied give the volume) and tlsaturation magnetizatignMs, the
uniaxial anisotropy Hy, and theGilbert damping coef cienta. The physical meaning
of the last three parameters will be described in Section&n@ they are not always
independent. The rest of this section explains the key gwkmerit for MTJs: the
() Tunneling Magnetoresistance (TMR), (ii) the thermakslity (D), and (iii) the criti-
cal write current i) . These parameters are often given in or can be easily defiigen

published evaluations of MTJs.

2.1.1 Tunneling Magnetoresistance (TMR)

The TMR determines how distinguishable the two states am fone-another, and a
high value allows read operations to be both faster and naigbte. The TMR is de-
termined by the design of the oxide barrier and its interfadé the ferromagnetic ele-
ments, and it is often analyzed using Equation (2.1), whigts jit in terms of the high
(anti-parallel) and low (parallel) resistance states.u®¥alabove 100% are preferred, but
many MTJs have extremely low TMRs due to a very narrow sejograt the energy levels

of the two electron spin bands.
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Rap Rp
TMR= —— 2.1
Re (2.1)

Even when the TMR or resistance values are not explicitliedthy a paper, they can
often be estimated from hysteresis plots of resistanceusdise voltage, current, or an
applied magnetic eld that many publications include. Ugthe transport model created
by Nigamet al. [NMG™ 10], the parameters are tted to produce the same resistamte
TMR values and to match resistance-voltage or resistangestt plots, when they are
given. Given a voltage, the transport model can calculatle the total current owing as

well as the amount of spin-current, given the orientatiothefmagnetic moment.

2.1.2 Thermal Stability (D)

For temperatures above absolute zero, the moment will neveain at exactly Z
due to thermal noise that prevents the moment from reachiegrinimum energy posi-
tion. It can be modeled as a Langevin thermal eld whose vengais determined by the
thermal stability The thermal stabilityD, can be estimated by Equation (1.1) (whi&ge
is Boltzmann's constant). Storage-class STT-RAM, which getain data for at least ten
years, requireB to be at least 40 [RDXD2]. HoweverD 47 is required to allow elevated
temperatures of up to 350K, and it has been shownDBhat75 is necessary to meet the

requirements for a 1 Gb STT-RAM array in the absence of eroorection [DSWN 10].

A tr He Ms
2kg T

WhenD is provided along with the geometry of the free layer, it canuged to deter-

D (1.1)

mine the range of possible values tdg andMs. Halving the free layer's volume would
cut the write current in half, but at the cost of also halvingThis would take a ten-year
retention time and cut it to less than one second. Since mestarch has focused on pro-

ducing storage-class STT-RAM, write-energy reductiomgsiuch techniques has not been
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explored in detail, though Smullest al. did perform a high-level evaluation of reducing

the area to lower the write latency and energy for use in ercdches [SMN11]

2.1.3 Write Current (I¢(t))

The write currentl¢) for a givenwrite pulse width(t) is the (magnitude) threshold of
current above which the free layer will reliably change t&es in less than time. Analyti-
cally modelingl¢(t) is dif cult because it simultaneously depends on the maigrpetram-
eters, the geometry, the oxide barrier, while also behashifigrently depending on itself.
Since this makes using measured write currents to comparésMiF cult, researchers

instead use theritical current densityat zero temperaturdg, as a key gure-of-merit.

2e a
Jo= = — tF Ms (Hc+ Hextt 20 Ms X) (2.2)

1 ; In-plane

AW 0o,
>

X=_1 PPA In-plane PPA (2.3)

"W

2 ; Perpendicular

Equation (2.2) gives a formulation dfp, where the constamtis the charge of an elec-
tron, h is the reduced Planck's constant, amds the spin-transfer ef ciencyHey is the
strength of an externally applied magnetic eld relativahe free layer's easy axis, which
is usually zero. The constait is calculated according to Equation (2.3) depending on
whether the MTJ is in-plane, in-plane with PPA, or fully pengicular. The PPA constant
measures the fraction of easy-plane anisotropy that isteedpy the partial perpendicular-
ity. The spin-transfer ef ciency is not actually a constéihlepends on the orientation of
the magnetic moment), but it is treated as such when presghg. Using the known area

of the MTJ, one can easily calculate the critical currenbwdgg = A Jeo.
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2.1.4 Extrapolating Missing MTJ Parameters

GivenJy, D, and the MTJ geometry and type, one can solve EquationsghdL}2.2)
to obtain formulae foH, andMs in terms ofa. In the absence of speci ¢ details,= 1
is assumed. Using the knowledge of the typical rangeHipand M for the given type
of MTJ, this makes it possible to estimate values for theghmagnetic parameters that
are consistent with botby andD. Table 2.1 shows the expected range of each parameter

for the three MTJ types. These ranges will be used to validat@polated parameters in

Section 2.2.
Table 2.1: Typical parameter ranges by MTJ type
In-plane In-plane PPA Perpendicular
Hy [200, 1000 OCe [4;21]kOe
Ms [800, 2000 emu=cm? [200, 500 emu=cm?®
a [0:005 0:02]
Jo | [1;6]MA=cn¥ | [0:5;2]MA=cn? | [0:5; 2] MA=cn?

D [40; 70]

2.2 Detailed MTJ Simulation

After estimating the technology parameters for a MTJ desigis necessary to per-
form detailed simulations to estimate its performanceti6e®.2.1 describes the transport
model which is used to model the relationship between ctiard voltage for the MTJ
stack. Section 2.2.2 describes the use of the transportirtagpther with macromagnetic

simulation to estimate the transient behavior of the spe®ITJ being modeled.
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2.2.1 Transport Model

The amount of current passing through the MTJ oxide barseatetermined by the
transport model Despite being a “resistive” memory technology, STT-RAM 84&Thave
a very non-linear relationship between current and voltageshown in Figure 2.1. This
relationship has been modeled by Nigatal. using a combination of physical and syn-
thetic tting parameters [NMG 10]. Their model is tted using whatever combination of

Rp, Rap, TMR, and explicit current-voltage pairs are available.

15
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Figure 2.1: Example of transport model voltage-currerdtrehship

2.2.2 Macromagnetic Simulation

The transport model is used in conjunction with a simulattbthe macromagnetic
state of the free layer to predict the transient responsa fmeci c initial condition. This
simulation accounts for the forces that were outlined inti8ad.2. The mathematics were
mostly derived from d'Aquino’s thesis on STT-RAM micromaagits [d'A04], with the
addition of Nigam's thermal noise model [NSIGS11]. The M&Jallowed to warm up
for 10 ns to allow the thermal noise to randomize the initiates Afterward, a voltage is
applied to the transport model, which then estimates theuatraf total and spin-polarized

current passing through the free layer. The simulationinaes until the free layer has
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ipped, and the total time (excluding the warmup period)eported. The actual switching
time varies widely depending on the randomized initialest#ts such, for each write volt-
age, Monte-Carlo simulation is performed to estimate thigetime that yields a reliable

estimate of switching behavior.

2.3 Modeling Real-World MTJs

Many papers evaluate the designs for STT-RAM MTJs, but tlesiults cannot be di-
rectly adapted to meet high-level design goals. The tedgyoparameters introduced
in Section 2.2 are rarely given in complete detail in theréitere. As such, this section
presents a methodology and tool-chain for evaluating antpeming various MTJ designs.
The parameter relationships presented in Sections 2.1.2rat@ used to extrapolate MTJ
technology parameters from a technical evaluation to predu complete model of the
MTJ.

After estimating the parameters for each design type, thenpeters are then adjusted
to normalize the estimated behavior with respedDtdy, or other gures-of-merit. This
makes it possible to directly compare the performance aedggref ciency of different
MTJs and to ask “what if” questions that would otherwise bpassible without extensive
resources and technical expertise in making MTJs. The peteasifor the completed model
are combined with existing analytic models and interfacéith WACTI, a widely used,
high-level, cache and memory array modeling tool develdyddP Labs [TMJ07,MBJ09].

Figure 2.2 shows all of the steps involved with th@eTSiM3nethodology. The set
of parameters expands as the user moves from stage to dtagghtthe normalization
step may either be skipped or repeated multiple times asresfju Published demon-
strations of STT-RAM MTJs usually include only a subset af fharameters describes

in Sections 2.1 and 2.2. For example, Yakuseijial. focused on the innovative fabrica-
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tion techniques used to create their perpendicular MTJsthiey only provided the TMR
gure-of-merit [YSK* 10].

Published

Parameters Constraint Solve
For Missing Transient &
Parameters Transport .
v Models Array
Model
(CACTI)
MTJ Model Parameters »

Yy &

Normalization

Caches & Memories:
Performance, energy, area, etc.

Figure 2.2: Block diagram of STeTSIMS

In Section 2.3.1, the tting methodology is described andndestrated using three
different types of MTJs: a traditional in-plane MTJ, a pergieular MTJ, and a hybrid in-
plane MTJ with partial perpendicular anisotropy (PPA).t#ec2.3.2 normalizes the three
MTJs types to have the same retention time and similar oxateds performance, and
Section 2.3.3 evaluated the performance of the normaliz&d Kesigns when used to
build: (i) a high-speed upper level cache, (ii) a high-céydast-level cache, and (iii) a
high-density memory. Section 2.4 describes the modelspacated into CACTI to model

STT-RAM and compares the three MTJ types in each of the thseecases.

2.3.1 Fitting

For this work, three single-barrier MTJs were modeled: fi)raplane MTJ by Diao
et al. [DPP" 06], (ii) another with PPA by Chert al. [CLDS" 10, CAD" 10], and (iii) a
perpendicular MTJ by Yukushijt al. [YSK* 10]. The published parameters for these

designs are given in Table 2.2, with question marks indiggitiformation that is unknown.
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When tting parameters, the performance characteristitch®@ MTJ are maximized while

respecting these constraints.

Table 2.2: Published properties for the three MTJ types

In-plane In-plane PPA Perpendicular
[DPP" 06] [CLDS" 10,CAD" 10] [YSK* 10]
Hk ? ? 21kOe
Ms | 1050emecm?® ? 530emucm?®
PPA N/A 80% N/A
a ? ? ?
te ? 2.2nm 1:2nm
A | p= 125 205nnf p= 90 180nnf p=4 207 N
Jeo 2MA=cn¥ 1MA=Ccm¥ ?
D ? 60 @ 300K ?
Rp 2:5kW 3:8kW ?
Rap 6 kw 7:2kW ?
TMR 150% 100% 62%

(? indicates an unknown parameter, while N/A means it is pptieable)

In-plane

As the in-plane design is missing th&, tr, andD parameters, so it is impossible to
precisely extrapolate additional parameters. As suchinbgmaking the assumption that
D= 60, which allows us to estimate that that 2 [126, 535 Oe andtg 2 [1:86;0:44]nm.
Higher Hy improves performance, so choose the lattéy; tr) pair, which corresponds to
a = 0:02. The MTJ is fully modeled after aligning the transport ralo the givenRp,
Rap, and TMR.

In-plane PPA

None of the magnetic parameters are given for the partigdguelicular anisotropy
(PPA) in-plane MTJ, though Chet al. state that the PPA effect is at least 80% [CLT18].
SinceJq, D, and the geometry are given, one can solve Equations (1d1(Pa®) to see that

Ms 2 [1492 673 emu=cm® andH, 2 [119, 264 Oe. LowerMs values will improve switch-
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ing performance, so usé = 220,Ms= 808, anda = 0:015. As before, align the transport

model's parameters to produce the given resistance and TillRs.

Perpendicular

The given magnetic and geometry parameters can be direstlgt to calculate that
D= 51. Since neithea nor Jo were given, rst use the general range of values for
a 2 [0:0050:02] to see thatlg 2 [1:4;5:5]MA=cn?. Since perpendicular MTJs are ex-
pected to require much less current to switch, use the lowadae ofa = 0:005 to get
Joo = 1:4MA=cn?, thougha is usually higher for perpendicular MTJs than for in-plane
MTJs. Using the default values for the transport model @dgiso match the TMR pro-
duces resistances Bf, = 38KWandRap = 61 KW. High resistances are to be expected due

to the extremely low area of this MTJ design.

Independence

As previously mentioned, these parameters are not alwagpandent. For their MTJ
design, Yakushijet al. showed thaMs is affected by thickness whildy is not [YSK* 10].
As the relative strength of the different forces affect perfance more than the actual val-
ues, it is dif cult to predict the impact of changing thesegmeters. In the next section,
planar dimension scaling is used to adjust these MTJ deshpte that changes to the pre-

viously tted parameters are very likely to signi cantlytal the real-world MTJ behavior.

2.3.2 Normalization

Each of the three MTJs parameterizations differ signi ¢afrom the others. All of the
MTJs have high resistance values with respedtdpand are thus incapable of high-speed
operation. The perpendicular MTJ also has signi cantlyéo® than the others. To adjust
for these disparities and to enable high-speed operatmmalizethe designs to achieve

the desired performance characteristics.
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Increasing the planar dimensions of the perpendicular M2 iim along each axis
(to = 22 22nn?) givesD= 61. The perpendicular MTJ has the fastest demonstrated
switching performance but is limited by the high resistamakies. Adjusting the oxide
barrier to allow up to 10Jy at 1.1V for the anti-parallel (low-resistance) state rexiuc
Rp to 14 KWW andRap to 23K\, Applying the same idea to the in-plane MTJ makes=
140WandRap = 360W, and, for the in-plane PPA MTJ, it givé®, = 570WandRap =
1140N. As the TMR remains as it was for all three MTJs, the voltageent relationship
is only nominally equivalent between the different desigitse three types have now been
normalized with respect to retention time and currentyeag performance, though the

actual switching performance will still differ, as the neection demonstrates.

2.3.3 Performance Modeling

With a complete set of MTJ parameters, it is now possible tdehthe switching per-
formance. However, the signi cant differences betweerhhind low-speed operation re-
quire different modeling techniques. High-performancsigies require using Monte-Carlo
simulation of the macromagnetic model to estimate the gfparameters in Equation (1.4),
while the lower-performance designs can be directly eggdchasing Equation (1.3) with

the MTJ model parameters.

1 t

|;I'herm.(t): Alo 1+ =In — :t>10ns (2.3)
D to

|g>rec.(t) = A Jo+ tEg ;< 3ns (1.4)

High-Performance

For each of the three MTJs from Section 2.3.1, a Monte-Camalgation is performed

with 10,000 runs of the macromagnetic model, each with a ¥amsup period to random-
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ize the initial state. The simulation is run until the magn@oment has completed two
full rotations around the easy-axis as it approaches tigetarientation. For high-speed
switching, the energy is an approximately linear functié cand for a high-performance
write voltage of 1.1V, the perpendicular MTJ reliably coetels writes in< 2:5ns, with
room for error, and required less thai®®6 pdns of energy. On average, the writes com-
plete in  0:8ns, but leveraging this fact would require early writextgration circuitry, as
proposed by Zhoet al. [ZZYZ09]. The in-plane MTJ takes less than 1ns on average bu
requires upwards of 9ns to be reliably nished, with9pJns. The in-plane PPA MTJ
requires up to 8ns to perform the operationZ:5ns average) and9pJkns.

These results demonstrate the fundamentally differenabeh of each MTJ type.
Though in-plane MTJs are capable of extremely fast switgHimey require large amounts
of energy to perform it. In-plane PPA MTJs will always reguiess time and energy to
switch than an in-plane MTJ (when all other parameters kepsame). The lowd, signif-
icantly raises the expected average latency, though ieaekia lower maximum latency
and signi cantly lower write energies due to the redudgd The overall superiority of the
perpendicular MTJ in every respect is dampened only by th#erige of integration such

MTJs with CMOS logic processes.

High-Density

For storage applications, ultra-fast write performanaaigh less critical than density.
To facilitate this, use Equation (1.3) to determlgdor 20 ns. The in-plane MTJ requires
383mA, the in-plane PPA MTJ requires 128, and the perpendicular MTJ requiregA.
These values are all more than an order-of-magnitude less ttieir high-performance
counterparts, and should thus permit signi cantly moressememory arrays to be de-

signed.
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2.4 Cache and Memory Modeling

| have incorporated the modeling of STT-RAM memory arrays @ACTI 6.5 [TMJO7,
MBJ09]. CACTI is a high-level tool created by HP Labs that isl@ly used to estimate
the latency, area, and energy consumption of caches and mesmdhe tool is used to
perform rst-order evaluations of the three normalized Mdgkigns from Section 2.3.2.
The SRAM and all peripheral circuitry is modeled using then82ITRS roadmap process
built into CACTI [ACG* 07].

2.4.1 STT-RAM MTJ Model

The analytic MTJ model is fully parameterized to allow expig a wide range of
designs. The desired planar MTJ area is used to calculataréaeof the elliptical free
layer, while maintaining an aspect ratio of2 : 1. Combining this area with the temper-
ature and the magnetic parameters allows us to estibated the retention time using
Equations (1.1) and (1.2). The MTJ parameters allow the BAM cell to be modeled
within CACTI using the implementation details for reads amites given below. Using
the output from CACTI, the MTJ writetime is manually tunedgioe the desired perfor-

mance and energy characteristics.

2.4.2 Read Operations

To read the state of the MTJ, a user-speci ed voltage is aggl the transport model
(from Section 2.1) to produce a current, which is compardteaverage of two reference
MTJ cells. As CACTI does not currently have models for curflesised senseamps, it is
necessary to adapt it to a voltage. Figure 2.3 shows theitcirsad to adapt the current-
based operation of the MTJs to the voltage-based senseangdadon CACTI [NCPKO09].
This circuit was modeled using SPICE at 45 nm and found toirequ50 ps for stabiliza-

tion. It is included in CACTI as part of the senseamp delayit asconservative estimate
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for the delay at 32 nm. The additional area and read energyeatiwo references cells is
included with each senseamp. Figure 2.4 demonstrates gemndence of read latency on

the MTJ read voltage.

v . . .
Data Array > |—|EI 1_”11 |_”:T Senseamp
Senseline _ +
Wordline — Clamping = Output
MTJ ch—“H:l—“hL“m
Bitline *—4
It Reference
LP_ 1 [AP ] "celis
Wordline
Senseline

Figure 2.3: MTJ read sensing circuit

One of the reference cells is in the parallel (low resistastate while the other is in
the anti-parallel (high resistance) state. After the dtrbas stabilized, the current passing
through them is the harmonic mean of the parallel and amtitighcell read currents and is
mirrored by the three PMOS transistors at the top of the tirine inputs to the senseamp
will measure the voltage across the PMOS transistors coediéa the test cell and to the
anti-parallel reference cell. The clamping limits theib#lvoltage to improve performance
and reliability. Using a higher read voltage (above 0.5 Vrfarst MTJs) reduces the read
latency by swinging the bitlines more quickly but also irages the likelihood of causing
read disturbs [CAD10]. However, the senseamp require€:1V to ensure proper detec-
tion, though Figure 2.3 shows that this gives 20% slowers¢ladn 06 V. As they balance

reliability and performance, read voltages in the range@.3V are used for this work.

2.4.3 Write Operations

STT-RAM cells typically use an access transistor to redheeaverall energy and to

prevent write disturbs [DLWO7]. Each cell is connected to both a bitline and a senseline,
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Figure 2.4: Read latency against read voltage for a 188 memory

as shown on the left of Figure 2.3, which are isolated fronrdael circuitry during a write.
High-speed STT-RAM switching requires large write curser#go CACTI is not allowed
to multiplex bitlines, which ensures that each bitline hadidated write circuitry. This
will negatively impact the design of low-speed STT-RAM asraditline drivers will be
added. The MTJ writetime and energy necessary to switch thé &l the desired speed
is added to the latency and energy values CACTI models. Thageused to estimate
latency in Section 2.3.2 is assumed to remain constant oMihkthroughout the write
operation and to be identical for both free layer orientaicAs CACTI does not perform
transient modeling, the maximum write current is used te #ie access device using the

high-performance ITRS transistor scaling roadmaps [ACQ.

2.4.4 Array Modeling

CACTI models both traditional and non-uniform banked cacaed memories using
SRAM, embedded DRAM, or commodity DRAM. It uses a combinatbdanalytic models
along with parameters extracted from ITRS roadmaps to mbeelag and data arrays of
the desired cache or memory device [AQEF, TMJ07]. Each bank is capable of supporting
parallel accesses and is comprised of one or more idestibdlankswhich are themselves

comprised of an array of identicatats Given the total capacity, the number of banks,
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the associativity (for a cache), and the technology parareeCACTI computes all legal
permutations for dividing each bank into subbanks and mats.

A mat has four identical subarrays which share pre-decoldigig, and each subarray
is a basic array of memory cells combined with decoding loggnseamps, multiplexers,
and drivers. CACTI supports the addition of ECC bits withire tsubarrays as well as
the addition of extra subarrays for redundancy. It seldwsbest candidate using a user-
provided optimization function that establishes an ortgdver all possible designs.

Support for using STT-RAM is primarily incorporated as pafrthe mat and subarray
models. The MTJ technology parameters are derived from tteel models and perfor-
mance simulations. The built-in ITRS high-performance hdwtnel transistor is used to
model the MTJ access transistor. The access transistormigriant for STT-RAM as it
helps to prevent write disturbs and to eliminate wastefergy consumption [DLWO7].

CACTI is allowed to freely vary the internal organizationdptimize for (in order of
importance): (i) read latency, (ii) leakage power, (iiigar (iv) read energy, and (v) cycle
time. The difference between the write latency and energlytha read latency and en-
ergy is dominated by the write current and writetime, so thieyexcluded from CACTI's

automated optimization procedure.

2.4.5 Model Limitations for Small Arrays

Ideally, the model should scale from the small structuresiwithe processing cores
to the main memory. However, it has 50% slower reads than SRAM 128 B array, as
shown in Figure 2.5, which shows the read latency for a rarigemall memory arrays
using a 1 ns MTJ writetime. The gap between STT-RAM and SRAMictvis just over
60 ps, remains relatively constant as the capacity is iseaa@and is actually dominated
by the MTJ read sensing circuit described earlier in thigisec As such, this model is
useful only for replacing the SRAM data arrays found in theheeand memory hierarchies.

However, this is not a limitation of STT-RAM, as Gt al. have demonstrated that MTJ-
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based look-up-tables can be used to build the small, higkdprrays found within the

core [GIS10].

0.25 T T T ;/4_/4
@ 0.20 —_———
= /
& 0.10
K
g 0.05 1*SRAM+STT-RAMI
& 0.00 L L L

128 B 256 B 512 B 1024 B 2kB 4 kB
Capacity

Figure 2.5: Read latencies for small memories
(with a 8 B access size)

2.5 Evaluating Cache and Memory Designs

This section combines the MTJ tting performed in SectioB #ith the STT-RAM
cache and memory modeling in Section 2.4. Though a readgeltd 0:3V gives
good read performance, the tted MTJs condecl J at @3V, because the normal-
ized MTJ transport models permit high currents across thage range. To minimize
the chance of read disturbs, the read voltage is kept at 0Skbtions 2.5.1 and 2.5.2
evaluate high-performance and high-capacity caches sig8iRAM equivalents, while
Section 2.5.3 builds a high-density main memory and congoiagegainst traditional com-

modity DRAM.

2.5.1 High-Performance Cache

The high-performance MTJ models are used to build highgperance, eight-way set-
associative caches ranging in size from 32 kB to 512 kB, facwirigures 2.6a and 2.6b
show the read and write latencies. Each cache has a singtenbdma single read-write

port and a 64 b data interface with no error-correction. Tdghes use high-performance
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Figure 2.6: High-performance cache designs
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peripheral circuitry to maximize performance. In genettad,write latency for a STT-RAM
data array is equal to the read latency plus the writetimeés Ablds for both the in-plane
and in-plane PPA MTJs but not for the perpendicular MTJ. Theaused by the extremely
high resistance that it presents to the bitline, which neggustrong drivers even though the
required current is the lowest of the three. This can onlyelselved by increasing the read
voltage, which signi cantly raises the risk of read distsybr by renormalizing the MTJ to

accept reduced write performance.

Table 2.3: Detailed information for the 32 kB high-perfomoa cache

Read Energy Write Energy Area
SRAM | 0.21 p&bit 0.13 p&bit | 0.063 mn?
In-plane | 0.18 p3bit 62.0 p3bit 0.11 mnf
In-plane PPA| 0.14 pbit 16.2 p&bit 0.043 mnt
Perpendicular 0.90 p&bit 1.04 pdbit | 0.053 mnt

Table 2.3 shows more detailed information for the 32 kB catdsigns. The energy-
per-bit includes the cost of utilizing both the peripheiaisl tag array. Looking at the write
energy, the in-plane MTJ is the highest by far, which is eig@dbecause it has a signi -
cantly higherJy than the other two MTJ types. In addition to reducing the grentince,
the large amount of peripheral circuitry necessary to sttppe high write current also
results in the area being nearly double that of the SRAM daesldne perpendicular MTJ
has signi cantly higher read energy than SRAM, though badthhe in-plane MTJs use
less. This is caused by the read latency penalty due to thenealy high resistance, which

affects neither the write latency nor energy.

2.5.2 High-Capacity Cache

Figures 2.7a and 2.7b show the read and write latency for-taglacity, sixteen-way
set-associative caches ranging in size from 1 MB to 32 MBh @ath four banks. As in the
previous evaluation, these were designed with the higfepaance MTJ designs. Each

has a single read-write port with a 576 b data interface thelides standard single-bit
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Figure 2.7: High-capacity cache designs
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error correction. These caches use low power and leakagehpeal circuitry to maximize
the density while minimizing power consumption.

The density improvements that STT-RAM arrays can achiews 8RAM allows the
in-plane PPA and perpendicular MTJs to achieve signi caltdlver read latencies for ca-
pacities above 8 MB. Though its impact appears to have dghed, the fact that the 32 MB
design has faster write performance than read indicatethgaenalty from high resistance
continues to have a larger impact than the writetime. Degpis, the 32 MB perpendicular
design is still able to exceed both the read and write peidoca of the SRAM design by

a sizable margin.

Table 2.4: Detailed information for the 32 MB high-capaagche

Read Energy Write Energy Area
SRAM | 3.69 pbit 3.62 p&bit | 65.2 mnf
In-plane | 4.81 p&bit 883.9 p3hit 115.9 mnf¥
In-plane PPA| 2.48 p3bit 60.0 p3bit 29.0 mnt
Perpendicular 1.27 p&bit 1.40 pdbit | 12.5mnt

The continued poor performance for the in-plane MTJ and tékas performance of
the perpendicular MTJ can be seen more directly in Table @a@mpared to SRAM, the
in-plane MTJ requires more energy to read and almost 3@ energy to write, all while
occupying almost twice as much space. The in-plane PPA MIT dexjuires a great deal
of energy to write, though its almost 4improvement in density could make it suitable to
replace on-die caches that use embedded DRAM [MSO05]. Fquehmendicular MTJ, the
almost 10 reduction in area works to mitigate both the read latencyafigrlue to high
resistance and the®ns writetime. The 16 and 32 MB designs end up being stricttyen
than their SRAM counterparts.

The reduced performance requirements for these desigbtedha in-plane PPA and
perpendicular designs to use their density advantage toeshthe bitlines and wordlines.
This provides better latency scaling than the in-plane MTSRAM, which allows them to

(eventually) catch up to the performance of the SRAM desibiwsvever, further increases
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in capacity would require the use of lower leakage cellscWlaicts to reduce the demands
placed on the peripherals, greatly extended the time béfieren-plane PPA designs have

faster write latencies.

2.5.3 High-Density Main Memory

STT-RAM is not currently dense enough to match either Pl@sange Memory (PCM)
or Flash memory. However, it is possible that it could be usealigment, such as Qureshi
et al. did with PCM [QSR09], or replace the commodity DRAM used amnmmmemory.
Figures 2.8a and 2.8b shows the read and write latenciesdet af main-memory style
memory chips that have eight banks, a 2 kb page size, and 8ébnderface. These use
the low-speedf = 20ns MTJ designs, and all peripheral circuitry use the ld\esver
and leakage transistors. The write latency is reliably ébbg adding 20 ns to the read
latency, and all three MTJ types track one another congigtétowever, the perpendicular
design shows increased read latency due to the high restsp@malty for the designs below
256 MB.

For these array sizes, the major limiting factor is simplpmetry, as shown by
Figure 2.8c: the in-plane MTJ cells are at least 58% largan the PPA cells, which are
themselves 38large than the perpendicular MTJ cells. This enables thpgpelicular
MTJ designs to approach the density of DRAM, since they hagei santly shorter
bitlines and wordlines than the other two MTJ types. Howgther high resistance penalty
prevents their read latency from approaching that of DRAKIsBhows that the sensitivity
to high resistance persists even at much larger scalesitelésping been subsumed for

high-capacity caches.

2.5.4 Implications of the Results

At the cell level, perpendicular MTJs appear to have the mesirable characteristics

for STT-RAM: high-density, high retention-time, and fastitthing. However, the high
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Figure 2.8: High-density main memory chip designs
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resistance that is a consequence of the high-density esjiie designer to choose between
having fast writes and having fast reads. As expected, thptaime PPA MTJs perform
consistently better than their in-plane MTJ counterpéisa chasm remains between PPA

and fully perpendicular MTJs with respect to high-speedesti

2.6 Related Work

STT-RAM requires very high write energy when compared to 8R#d DRAM. As a
result, circuit and architecture level studies that expl®T T-RAM have focused on reduc-
ing the write energy of STT-RAM [ZZYZ09, SDX09,RCC 10,GIS10,SMN 11]. Other
studies have focused on using magnetoresistive RAM (MRA& ed memory technology
to design disk caches and main memories [ICG10, DLKB02]. éwrd. developed a xed
analytical STT-RAM model in CACTI to analyze the power s@srof replacing CMOS
components with STT-RAM in a modern processors [GIS10]. damprehensive tools
and methodologies are necessary to provide exibility fesigin experiments. STeTSIMS
attempts to Il this void by providing a methodology for eapolating a coherent set of
MTJ parameters from a publication that meets the requireackexistics and by presenting
a rst-order STT-RAM cache and memory model based on CACTWidely used high-
level cache and memory modeling tool [MBJ09, TMJO7].

Existing STT-RAM device models are based on both analy&indlphysics-based eval-
uations of magnetic tunnel junction (MTJ) properties. Leetaleveloped a HSPICE com-
patible model for MTJs with Gaussian curve tting to sim@ahe DC current-voltage
characteristics [LLSKO05], Zhaet al. used a conductance tunnel current model to study
the |-V characteristics of MTJs [ZBM06], and Niganet al. developed a model capturing
both the steady state and transient properties of the MT thaed here [NMG10]. After
tting the parameters for a MTJ, a modi ed Simmons tunnelreumt is used to calculate the

current, resistances, TMR, and the amount of spin-poldrizerent. This interfaces with
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the transient model that is used to solve the stochasticawahdshitz-Gilbert (LLG) equa-
tion for the magnetic moment. The caveat remains that chgngarameters in isolation
can easily result in physically impossible designs. Furtksearch is need on analyzing
the relationship with the various parameters, which wouddkethis approach more robust
and more powerful.

Device research has focused on resolving the issues of higghaurrent with improved
material properties [Hua08]. Dual-barrier MTJs have béwmws to signi cantly lowerJq,
though it is usually accompanied by a sizable reductionénTthlR [DPD' 07, DLW' 07].
The use of early write termination would make it possiblesteerage the fact that the aver-
age switching time is signi cantly (up tox less than the maximum [ZZYZ09]. Similarly,
the use of reduced retention-time MTJs could directly loinemecessary. without requir-
ing circuit modi cations [SMN" 11]. With further extensions, the STeTSIMS methodology

may be extended to these types of approaches.

2.7 Summary

Spin-Transfer Torque RAM (STT-RAM) is a promising non-vdamemory (NVM)
technology with CMOS compatibility, high endurance, and latrinsic leakage. | cre-
ated the STT-RAM Simulation and Modeling System (STeTSiNMSallow memory sys-
tem architects to explore the potential of STT-RAM withoeeding intimate knowledge
of magnetic tunnel junctions (MTJs). It uses analytic medelestimate a complete set of
MTJ technology parameters, and the normalization teclenmakes direct comparison of
different MTJ designs possible. These parameters are fedhiacromagnetic and trans-
port models to estimate the write latency using Monte-Csirfwulation. The collected data
can then be used to estimate the performance, area, ang eoagumption of caches and

memories using the version of CACTI that | have enhanced.
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Chapter 3

Augmenting Storage with STT-RAM 1

One of the key bene ts of Spin-Transfer Torque RAM (STT-RABmMpared to other
non-volatile memory (NVM) technologies is its near-SRAMdamance. The high density
and low cost of Flash has made it ubiquitous in consumer releics devices, but this
also spurred its adoption in the mass-storage devicesgtopa, workstations, and servers.
Though it cannot compete on price-per-Gigabyte, Sectibrddscribes how Flash-based
solid-state disks (SSDs) can meet a the needs of entergnig®mance while using signif-
icant less power than hard disk drives. Though very fastfi@e8.2 describes why the
nature of Flash causes SSD performance to be workload depenehich makes it more
dif cult to design ef cient enterprise systems.

Previous solutions have required changing either the Istey or the block-device
interface to overcome these limitations. Instead nteege cachelescribed in this chapter
uses STT-RAM to improve the performance of Flash-based SSestion 3.3 provides
an overview of the nature of Flash, Flash Translation Lagefds), and Section 3.4 dis-
cusses pre-existing auxiliary NVM designs. Section 3.5attarizes a set of enterprise

workload traces and describes why therge cache&esign presented here works well for

1This chapter covers work previously published in:
Clinton W. Smullen 1V, Joel Coffman, and Sudhanva Gurumum{tcelerating Enterprise Solid-State
Disks with Non-Volatile Merge Caching. IRroceedings of the First International Green Comput-
ing Conferencgpages 203-214, August 2010
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them. The details of this design and its management polaregxplored in Section 3.6,
while Section 3.7 describes the evaluation framework asdlit® The contributions of this

chapter are summarized in Section 3.7.3.

3.1 The Enterprise Storage Power Challenge

Enterprise datacenters use a large number of hard disksdiii@Ds) to meet both ca-
pacity and performance requirements. However, HDD perdmiee improvements signif-
icantly lag that of processors, and estimates by Freitasvdifake show that, within the
next decade, enterprise servers will require millions ofl¥$Q0 achieve the required level
of performance [FWO08]. Storage already represents moredthird of a typical datacen-
ter's direct power consumption [Rad07], as shown in Figule &d can be over 70% for

storage-heavy installations [ZCD5].

48%

Figure 3.1: Typical datacenter power breakdown [Rad07]

High-performance (10k and 15k RPM) HDDs provide signi dguftigher performance
than consumer HDDs. However, Polteal. showed that enterprise-level Flash-based SSDs
easily provide more than two orders-of-magnitude incréasandom access performance
over hard disks [PSGO08]. Figure 3.2 combines their perfoceadata with published
power data for six of the storage devices they tested to astitie power ef ciency (in
thousands of 1/0O operations per second (IOPS) per Watt). Flagh-based SSDs, high-
lighted on the left, signi cantly improve both the randomdasequential power ef ciency

over any of the hard drives, while the right-side shows thatgerformance bene ts of
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Figure 3.2: Power ef ciency of writes for various storagerides
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[Performance data from Polet al. [PSGO08], with average power
estimated from datasheets and online reviews.]

higher-speed hard drives is offset by the increase in poamsumption. Even mainstream
SSDs (Intel X25-M and Memoright GT) easily exceed the efrag of hard drives while
using less power. The reliability issues of Flash-basedsS&be largely been mitigated by
improvements to their design. However, the fact that Flasimory is a (mostly) random
access device indicates that it should be possible to chesgdp between sequential and
random access performance.

Narayanaret al. predict that a smaller number of SSDs can displace manyedityh-
power, high-performance hard disks [NTD9]. As Flash-based SSDs cannot match the
cost-per-GB and GB-per-Watt of hard disks, energy ef cidigk drives will still be re-
quired for capacity [GSKFO03, Hit04, SGS08], while the SSfdithe most active data.
The signi cant reduction in the required number of drivestfbSSDs and hard disks) can
signi cantly improve energy ef ciency as the needs of dagaters continue to grow. It has
been predicted that the addition of SSDs to enterprise sewié save 58,000 MWh/year
by 2013 [Pre09, Zhe09]. However, before Flash-based SShdeeaome ubiquitous in

enterprise storage systems, a key performance bottleneskba overcome.
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3.2 The In-place Update Problem

The difference between the sequential and random writ@paénce is explained by
the inability of Flash to perform in-place updates. Modifyia small piece of data necessi-
tates writing the data to a new Flash page, leaving stalevd#tan the original erase-unit.
Large numbers of random writes, common in many enterpris&kla@ds, will increase
the fragmentation within erase-units, reducing perforoesas expensive merge operations
must be performed. This magni es the already slow speed dkewrpreventing Flash-
based SSDs from achieving their full potential, reduciregyeghergy savings, and increasing
costs by requiring a larger number of SSDs to meet the sanfi@ pemce requirements.

Previous work in making modi cations to the le-system anldanging the disk-block
interface have shown that adding byte-addressable nai#eainemory (NVM) can signif-
icantly improve both the performance and the enduranceastbased SSDs [DCLNO7,
KLCBO08]. However, the changes required by these previoapgsals prevent them from
being a drop-in replacement for magnetic hard disks. Mostiegnd Wilkison claimed
that enhancements targeting the latency and enduranceslf Bte required for SSDs to
achieve enterprise-level performance [MWO03].

The merge cachelescribed by this chapter provides the same bene ts byeetilig
writes to an auxiliary, byte-addressable NVM, but it reggino changes to the le system
or block layer. As the byte-addressable NVM performs sigantly better than Flash for
both reads and writes, a number of cache management pdi@esxplored to improve
its performance. The performance sensitivity of the meaghe to NVM capacity is also
evaluated. Before describing the merge cache, Sectionill.3st give background on

how Flash-based SSDs operate.
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3.3 Background on Flash-based SSDs

Flash-based SSDs use a Flash Translation Layer (FTL) togetive block-based inter-
face of a hard disk. Reads and writes take roughly the sangedima hard disk, while writ-
ing to Flash is almost an order-of-magnitude slower thadirep Furthermore, a region
of Flash must be erased before it may be written, an operatiororders-of-magnitude
slower than reading, and each region may only be erased &dimumber of times. The
purpose of the FTL is to mask this behavior from the host syst&n overview of the
limitations of Flash memory technology is given in SectioB.B. Section 3.3.2 describes

the operation of the most common types of Flash Translatayets.

3.3.1 Limitations of Flash Memory Technology

Flash has a minimum write size of a page, which is typicallyd4ér the large-block
NAND Flash used in SSDs. These pages are grouped togethmmicefase units around
256 kB in size, which forms the smallest erasable unit. Thie &E§es copy-on-write seman-
tics to mask the behavior and latency of writes and eraswyretdénging the mappings for
each logical block as needed. The old versions of a pagententod occupy space until
their units are erased. However, any valid pages still iretiase unit must rst benerged
onto a new one duringarbage collection As each erase unit has a 10,000-100,000 pro-

gram/erase cycle limit, it is necessary for the FTL to perfevear-leveling.

3.3.2 Designing the Flash Translation Layer

This section summarizes the principle FTL designs, but GdlBoledo have reviewed
many other proposals [GT05]. The two traditional schemestaring the logical to phys-
ical page mappings are page-based and block-based. A pagd-BTL can map any log-
ical page to any physical page, a strategy reminiscent bf &gsociative caches, simply

requiring a large amount of fast storage to hold the mapgbfet Such a ne granularity
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mapping will not scale inde nitely as the capacity of the SBdreases, for it requires a
signi cant amount of memory to store the mapping table. Adildased FTL performs
the same translation but restricts which erase units aabblock can map to, similar to a
set-associative cache. This map is at least an order-oftito@g smaller than a page-based
map. However, block-based schemes experience a much mghdrer of merges as each
datum can only go in a limited number of locations.

Hybrid FTL schemes attempt to bridge the gap by partitiorktash into data blocks
and log (or update) blocks [CPP6, LSKKO08, LPC 07]. Data blocks are mapped using
a block-based scheme while log blocks are mapped using ak@esgel scheme, reducing
the total size of the mapping. The log blocks receive all @f tipdates, minimizing the
amount of data that must be copied, and keeping garbagetolie@verheads low. When
the device exhausts the set of free log blocks, the garbdlpetwy must merge the log and
data blocks and rewrite the result to already erased blackexpensive operation.

DFTL provides a page-based FTL variant that requires ondydtratchpad SRAM
within the SSD's controller [GKUOQ9]. Since the capacity betscratchpad SRAM is ex-
tremely limited, it is only used to cache the entries of thggghased map. Rather than
reconstruct the missing FTL entries when a cache miss odO&EL writes complete seg-
ments of the page-based map to Flash on a cache evictiona &ugdt showed that DFTL
signi cantly reduces the number of expensive merge opanatrequired over hybrid FTL
schemes, though it does not perform as well as a simple paggdbFTL, as it requires

extra reads and writes to Flash to save and restore segnieatstenap.

3.4 Related Work on Augmenting SSDs with NVM

Despite the large number of publications on non-volatilenogy (NVM) technologies,
few have investigated SSDs that combine multiple technetogDesigned for magnetic

disks, the HERMES le system uses Spin-Transfer Torque RSWT-RAM) to buffer
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writes and hold all metadata [MBLO1]. Dagt al. proposed a le system for Flash memory,
MiNV, that stores all metadata in NVM and all le data in Flagthowing that it improved
performance while reducing the number of Flash erase apasateeded [DCLNO7]. Kim
et al. [KLCBO08] proposed using Phase-Change Memory (PCM) to imoédadata along
with a page-based FTL called hFTL. They showed that movirty BGL and le-system
metadata updates off of Flash signi cantly improves perfance while reducing the num-
ber of Flash writes and erasures. However, these implet@msarequire modifying the
block-device interface and software to identify the metada

Though effective, the amount of space required to storeféifie le-system metadata
in NVM quickly becomes prohibitive—roughly 300 MB for a 30 GBash device in the
best case. Additionally, validating a le system is a difituask required before a le
system will be adopted in enterprise systems. Signi canviaeinterface changes hinder
adoption as they prevent devices from being used as dropplacements for magnetic
hard disks. The recently added S&in command improves performance by allowing
the OS to indicate blocks belonging to erased les, thus cadugarbage collection over-
heads. However, the command does not change the undergugedbstraction and SSD
manufacturers currently do not rely on it for good perforeeras software support is still
limited.

Sunet al. designed a hybrid FTL that stores its log blocks in PCM [S1Q]. Because
PCM is byte-addressable, updates may be performed in-pldeaigh care must be taken
to ensure the log region does not wear out before the undgrifiash. Their dynamically
allocated log provides superior performance to both ircglebgging (where the log is
written to Flash) and static log allocation by associatingebitrary number of log blocks
with each Flash erase unit. However, freeing log entriesireg merging an entire log for
some erase unit back to Flash, dramatically increasinglé@ning overhead. To mitigate

this, Sunet al. use 1 GB of PCM to support 32 GB of Flash.
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Themerge cacheoncept builds on the performance and exibility of pageséaFTLs
shown by Guptat al. [GKUQ9], although it assumes that there is enough auyihaemory
(DRAM or NVM) to hold the entire page-based map. This desigquires neither le
system modi cations nor does it distinguish between meatadad ordinary le data. The
merge cachas general enough to improve the performance of any smatewrattern
and may be used as a drop-in replacement, and it provide®tf@mance improvements
achieved by hFTL while allowing enterprise servers to aurgi using their preferred le
system. Additionally, none of the pre-existing designsehased the auxiliary memory to

buffer reads as well as writes.

3.5 Workloads

Four enterprise server traces collected from productiatesys in Microsoft data cen-
ters were used to evaluate the merge cache system [KWZSB8JEXChangeserver is a
corporate mail server with more than 5000 users. I8N le server supplies the les
requested by various Live data services. The IMaps trace comes from the Virtual Earth
servers responsible for retrieving map imagery and comgiitiother information before
presenting it to userfRADIUS is an authentication server responsible for worldwide cor-
porate remote access and wireless authentication.

Because many of the original traces touch far more than 32{GBycage, a subset of
each trace was created by using all of the accesses withiecaspme slice. Even within
this time slice, the original addresses may not be con n&22tGB so they are remapped to
a compressed address space that ts within the simulateideleVhe remapping function
provides the following three guarantees: (i) sequentiakases in the original trace are
guaranteed to be sequential in the compressed trace ginahsformation of addresses at a
page granularity ensures that the number of Flash pagessattiss unchanged, and (iii) the

transformation will not create new sequential accesseBkéJdisks where the position of
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the disk arm and the address play a signi cant role in lateB8Ds have constant latencies
for sequential and random accesses. Hence, the compredssparse addresses into a
dense address space will not signi cantly alter the perfamoe of the simulated system,

though this would not be true for hard disks.

Table 3.1: Characteristics of the workload traces

Workload Duration Read/Write Ratio Small Writes OvervaittPages

Exchange  1hour 0.35:1 21.2% 78.4%
Maps 2.5 hours 421:1 2.1% 46.2%
MSN-FS 20 minutes 2.08:1 15.0% 34.3%
Radius 16 hours 0.12:1 39.4% 82.8%

Table 3.1 shows the characteristics of the workload tragils,a small write being any
write less than a page (4 kB) in total size. Due to the numbenwdll writes and the large
fraction of overwritten data, thenerge cachenay prove extremely useful for SSDs. The
non-volatile merge cache coalesces small writes, which boproves performance and
reduces wear on the Flash memory. Note that the merge cadhsvwmost bene cial for
workloads with a large number of small writes (e.g., Rading Bxchange) because this

access pattern is the worst for Flash-based SSDs.

3.6 Design

This section describes the design of therge cachsystem and how it can improve the
performance of SSDs. The design are based on the enter@i3®iBvestigated by Polet
al., as these devices display the superior performance aabiftigy that is critical in server
environments. Section 3.6.1 describes why STT-RAM was eha@s secondary NVM
technology to augment the Flash already present, thougr di¥iM technologies would
also work. The merge cache architecture is described ind®e®16.2, and Section 3.6.3

describes a range of read, write, and eviction policieswleaie implemented.
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3.6.1 Auxiliary NVM Selection

The design of the merge cache necessitates the ability te Wand easily rewrite)
logical block (512 B) sized datum into the auxiliary NVM. BHNVM augments the Flash
already present in the SSD; the NVM is used as a replacemetitddRAM that is used
as cache in enterprise SSDs [MWO08]. Replacing DRAM with N\&duices the idle power
consumption of the SSD while providing similar access tinigsnsity is not a signi cant
concern since only a small amount 64 MB) of auxiliary NVM is required. Potential
candidates include NOR Flash, small-block NAND Flash, PG@iig STT-RAM. NOR
Flash permits word-level writing but requires erasing there logical chip at once as well
as having write latencies up to 900 ms. Small-block NAND Rlases a page size matching
that of a logical block [MicQ7], but it still requires eragiat a larger granularity than a page,
complicating management.

Both Phase-Change Memory (PCM) and Spin-Transfer Torquel R T-RAM) are
byte-addressable NVM technologies, but PCM suffers framtéd write endurance (cur-
rently in the range of 18-10° set-reset cycles [RBB08, QSR09, LIMB09]) and has write
speeds an order of magnitude slower than DRAM [KKO09]. In castt STT-RAM has
practically unlimited endurance but is signi cantly lowierdensity and higher in cost than
Flash. In an effort to provide an SRAM-compatible interfaceny designs equalize the
speeds of reads and writes even though writes are signiycaldwer in practice.

As previously discussed in Chapter 2, STT-RAM is a new varndimmagnetoresistive
RAM (MRAM) under active industrial development [Gra09] tias the potential to solve
the two traditional drawbacks of MRAM: high write currentstdarge cell sizes [BKS08,
KK09,Zhu08]. Many other technologies are also in developiytaut they have yet to reach
the maturity of the technologies listed above. STT-RAM isdith designing the merge
cache because its high endurance simpli es the managethenigh MRAM is presently

more expensive than competing technologies and STT-RAM&&® be commercialized.
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Other NVM technologies could be used, but the addition of meeling may result in

different trade-offs than was found using STT-RAM.

3.6.2 Merge Cache Architecture

In this design, the auxiliary NVM is split into two segmentke rst holds the page-
based FTL and the second the merge cache itself. Both segmlsotcontain auxiliary
structures to manage the FTL and the merge cache. The FTLnéath not reside in
NVM, but it does obtain the side bene t of reducing startupei The merge cache and its
management structures do require non-volatility to entheelata is persistent.

Like other page-based FTLs, the in-memory direct map isxeddy the logical page
number and translates to a physical Flash page. Given tiematyflash page size of 4 KB,
the 30GB SSD modeled here requires 23 b per entry for the phygagg. The entry
also stores a bit indicating whether any sectors within thgepcurrently reside in the
merge cache. As 32 b is used to hold each entry, this desigsuggoort signi cantly larger
amounts of Flash without modi cation, though it requiregrsicantly more NVM to hold
the complete direct map. The physical page number of allslfeserved to represent an
invalid mapping, supporting software's use of tihen command. This allows the OS to
tell the SSD that the corresponding data blocks may be imaeglireclaimed.

An inverted index is used to track all of the merge cache esitieach of which maps
a NVM physical sector (512 B) to a logical block address. # thverted index contains
an entry for a given logical block address, its location ia therge cache is given by the
entry's NVM physical sector. Given the temporal localityhéited by many enterprise
workloads [GKUQ9], this design caches a portion of the iteegindex’s entries within a
small (256 kB) hash table stored in the disk controller's $RAcratchpad and indexed
by the logical page number, which can hold more tI%am‘ all the entries in the default
con guration used here. The cache is excluded from furtigrubsion as it is very effective

even with only these simple management policies.
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Figure 3.3 shows the design of a SSD with the NVM replacingettisting DRAM. The
NVM contains the page-based FTL, merge cache, and aux#iaugtures related to the
merge cache bookkeeping.. Figures 3.4a and 3.4b show tth@nelavrite access paths for
I/O operations. When an I/O operation enters the SSD, thei§Tiked to identify whether
or not the requested data is stored in Flash and the merfpe-t@nslation layer (MTL)
identi es if any updated blocks reside in the merge cachdouhd, the SRAM cache is
probed using the logical page address to nd the entry forphge. On a miss, a linear
search of the inverted index is performed to reconstructrissing cache entry.

For both cases, the entry in the MTL identi es the NVM physisactors that hold

blocks from the page, which can then be accessed. For a wrisses angbartial hits,

NVM
Data
FTL
NAND Flash
Merge
cache SRAM Data
Figure 3.3: Merge cache SSD architecture
Request Response Request

MTL[<«— Merge cache MTLF——> Merge cache
FTL j«———-—- NAND Flash | [FTL » NAND Flash
(a) Normal read operation (b) Normal write operation

Figure 3.4: Read/write data access paths
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where only some of the blocks have been allocated to the nuargjee, are given to the
write policy to decide whether to allocate them to the mewrgehe or bypass them to Flash.
A write that fully hits in the merge cache can bypass the wrdkcy completely. Reads

are always forwarded to Flash on a miss or partial hit.

3.6.3 Merge Cache Policies

The management of the merge cache provides a rich desiga &gaexploration. The
write policy determines whether to bypass a write to Flashllocate new sectors in the
merge cache. The optional choice of a read policy decideshehéo cache or prefetch
pages. Variations of least recently used (LRU) and mosniticased (MRU) eviction poli-
cies are also explored, but the four workloads used herergregly identical results re-
gardless of the policy used. The traditional LRU policy iediso ensure the best overall

performance.

Write Policies

The write policy decides whether or not to allocate new estdn a miss or partial hit
in the merge cache. Writes to the STT-RAM NVM are almost twdens-of-magnitude
faster than writes to Flash, and sub-page writes are ever ex@ensive to perform on
Flash, as they require merging the data within the page. , Matii policies should buffer

all sub-page writes and as many other writes as possibleiNYiV.

Writebuffer: The most straightforward policy is to allocate every wrigguest to
the merge cache. Sectors that already reside in the merge aae simply updated,
while the eviction policy ensures that there is enough fpges in the merge cache
to allocate the remainder. This policy leverages the redndh write latency the
auxiliary NVM provides to its fullest, though it may be unalib reduce the number

of merge operations needed.
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Sub-page Writebuffer: This policy directly targets sub-page Flash merge opera-
tions by allocating merge cache entries only for sub-pagsvrWrites that update

an entire page bypass the merge cache and are sent immedtiakdash, silently
evicting any sectors currently residing in the merge caonhéhfat page. This policy
conserves merge cache space while giving up the write kateece ts of the full

writebuffer policy.

Saturating Sub-page Writebuffer If an entry in the merge cache is subsequently
overwritten, it is possible that it will be overwritten agailf a write covers all the
sectors in a page in the merge cache, this policy allocatesetinaining sectors to
the merge cache as well. Thus, subsequent updates willmpletely in the merge
cache. This conserves less space than the sub-page wiergiifcy, while attempt-

ing to better leverage the write latency bene ts of the aaryl NVM.

Read Policies

Most read caching and prefetching policies are designeasein the operating system,
which is able to analyze the traf ¢ for each application ipdadently, or for magnetic
disks, where rotational latency dominates access timeladhtremental cost of reading
subsequent disk blocks is extremely low. The shift from na@ital hard disk drives to
Flash SSDs changes the nature of both the algorithms andathettht should be cached
and prefetched. Reading one or all of the blocks within a pages about the same time,
but reading blocks in two different pages may take twice agloegardless of where the
pages are. As a miss in the merge cache for any block of a pggiees accessing the entire
page, all of the read caching and prefetching policies apenafull pages to maximize the
ef ciency when accessing Flash.

Because modern SSDs use many Flash chips in parallel, leagis are best handled
directly by Flash as the total bandwidth (and thus averagdy) is signi cantly lower

than the NVM. The NVM can perform individual reads up to anasrdf-magnitude faster
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than Flash. However, as writes to Flash are signi cantlysothan reads, any read policy
should avoid interfering with the write policy. As data cadhor prefetched is simply a copy
of data residing in Flash, it is not necessary that it be heldVM, and DRAM could be
reintroduced to separately hold this data, though this st xed partitioning between
the read and write policies. Instead, the policies are atbte transparently share the same
pool of fast storage and simply use more conservative rebclggto minimize the impact
on the write policy.

The policies presented below require no extra bookkeepidy anly a negligible
amount of computation. Though not mandatory, a dirty bitddead for each page in the
merge cache to eliminate unnecessary writebacks. The ttmmgliused by the policies
below to selectively cache or prefetch data may seem somaniigrary, but they maintain
the simplicity of the read policies while signi cantly redung their impact on the write

policy.

Selective Read CachingWith the ONFI 2.0 interface, the difference in transferring
one block or an entire page from Flash is very small. The sst@pproach is thus
to cache all pages as they are read from Flash, though tHiggmthe merge cache
with much unused data. Instead, only the last page of a repekst is cached, and
only if the last logical block within the page was not reqeestThis improves the
performance for sequential access patterns that are mgiealito page boundaries.

This policy will not pollute the merge cache as heavily aditranal read caching.

Selective Read Prefetching:The selective read caching policy can work well for
sequential access patterns, but it stops at the page bgundlais policy actively
prefetches the page immediately following the end of a remphest. Unlike for
read caching, this policy may signi cantly increase latgms it sends extra read
requests to Flash. To reduce the merge cache pollutionptticy only prefetches
the page when the read request accessed the last logiclMalbin the last page in

the request. To prevent prefetching from interfering witl tead request, the pages
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to prefetch are appended to a queue that is processed oeytfadtrequest has been

handled.

Selective Read Caching and PrefetchingAs the two policies above are indepen-
dent, it is trivial to combine the two together. This comhrmolicy should improve

performance for many sequential access patterns.

Eviction Policies

When the merge cache runs out of free blocks, it is neceseagyitt entries. Four

different eviction policies were tested, and are explaipeldw, but a minimal number of

NVM sectors are kept free at all times to permit the majorityvates to proceed without

delay. Without this feature, an eviction could block a writkile the non-volatile state of

the page is being written back to Flash.

LRU: A list of the merge cache entries sorted by access time isteiaéd in the
LRU scheme. When merge cache entries must be evicted, shi® Iselect which
entries should be written back from the merge cache to Flgsltting a particular
sector will result in an entire page being written to Flasid all of the entries cur-
rently in the merge-cache are combined into a single Flaste. wA pseudo-LRU
scheme could be used instead to reduce the implementateshead, but a perfect

LRU policy to eliminate implementation variance.

MRU: MRU eviction policies are often used as their implementaisanuch simpler
than LRU policies. These policies can perform better thatl vithen the working
set size is larger than the size of the merge cache. In pentjddRU policies work
very well for streaming I/O, in which most sectors will nevsr touched again after
allocation. In these situations, the MRU policy is able tejxa stable set of blocks

in the merge cache, while LRU policies cause thrashing.
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Split-LRU and Split-MRU: These schemes maintain two lists using either LRU or
MRU eviction, respectively: one for Flash pages that hawsyesector present in the
merge cache and the second for all other pages. Given thes;hioe eviction of full

Flash pages from the merge cache is preferred as they neadamaerge operation.

3.7 Evaluation

Details of the simulation framework used to evaluate theslisrof merge caching are
givenin Section 3.7.1. The results, presented in Sectitr2 3compare the effectiveness of
the various management policies for each of the four enigerpvorkloads in Section 3.5.
This is followed up by an evaluation of the impact of NVM caipaon the effectiveness

of merge caching.

3.7.1 Simulation Model

Agrawal et al. previously developed a simulator for Flash-based SSDSAB8], im-
plemented as a module for DiskSim 4.0 [BSSGO08]. It suppoxisde range of realistic
Flash device con gurations using a page-based Flash TaaoslLayer (FTL) with no la-
tency. This model was extended to support auxiliary NVM, therge cache, and the
policies from Section 3.6.3. The STT-RAM is modeled usind=aA®! interface with sym-
metric 10 ns access latency, based on values in the ITRS a@k@€G" 07]. It is assumed
that there are enough chips to form a 32-bit word, that eaghtds eight internal banks,
and that the data and address buses operate at 200 MHz. BtedRip@s are assumed to
utilize the Open NAND Flash Interface (ONFI) 2.0 speci aatj which uses a 200 MHz
double data rate (DDR) to signi cantly increase the bandiwelailable to transfer data to
and from the Flash devices [Int08b]. The baseline systeng@mzed like Agrawaét al.'s

but with the FTL data held in NVM, which reduces performangddss than 1%
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3.7.2 Results

Initially, the NVM is modeled using only 64 MB of STT-RAM. Ade FTL utilizes
29 MB, the merge cache is left with 35 MB. In addition to theipiels from Section 3.6.3,
two perfect policies are used that assume that all requédtsecstated type(s) will be
satis ed by the merge cache. These policies show the maximpossible improvement
that may be achieved from the latency reduction of the NVMpiactice, the difference
between the two perfect policies is small, as the latencya®on has much more impact
on writes than reads. A design approaching a perfect pdicgaeting the locality needs

of the workload and leaves little room for further improverne

Metrics To reduce the potential for confusion, the primary metrissdito evaluate the
designs are now described in detail. These metrics are tiagdagainst either the base-
line system without a merge cache or another, stated poiobmwiparison. Normalizing
the results eases comparison and makes it possible to at@d¢he average improvement

across all four workloads.

Response Time:The primary performance metric used is the average responsge
though 1/0O operations per second (IOPS) is conventionagduo measure I/O per-
formance. Because the traces contain timestamps, the tdGsraxed to that of the
the original system. The response time for a request is taéttme from when the
requestis rst sent by the host system until the entire raspas received by the host
system. As such, reducing the response time potentiatiyalfor higher IOPS as it

can service more requests in the same amount of time.

Access Time Ratio:The access time ratigs de ned as ratio of the average device
access time to the average response time. The device atuesis ta component
of the response time; though it counts only the time to acttes®NVM and Flash
subsystems within the SSD. As the access time ratio appesagfity, the response

time is dominated by access time and the SSD is performinfjcsrely as possible.
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Figure 3.5: Average response time normalized to the bas@bwer is better)
[64 MB STT-RAM]

When it approaches zero, the response time is instead dtadibg queuing and
transmission delays. Workloads that have many large résjual always have a

lower access time ratio due to transmission and queuingslelecoming signi cant.

Erase Operations: Each Flash block can be erased a limited number of times and is
signi cantly slower than even a write to Flash. As such, r@dg the total number

of erasures can improve performance while also extendimgéivice lifetime.

Write Policies

Figure 3.5 shows the average response time for each worklwdevrite policy combi-
nation, normalized to that of the baseline con guratiorgrg with the mean normalized
response time across the workloads. All three writebuftdices reduce the average re-
sponse time, but the two sub-page writebuffer policies jpl@wegligible improvements
for the Maps workload, as expected from the extremely lowtioa (2.5%) of sub-page
writes. The writebuffer policy performs signi cantly betton every workload than the two
sub-page writebuffer policies, indicating that the latebene ts of the NVM far exceed

the slowdown caused by merge cache pollution.
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The low write intensity of the Radius workload allows the tehuffer policy to ap-
proach the performance of having perfect writes, while thigewntensities of Exchange
and MSN-FS are so high that tperfect writegolicy is indistinguishable from zero. The
average response time for Maps is above zero but still wekhdlof the writebuffer policy.
Despite the signi cant reduction in response time, only lkaege and Radius show signif-
icant merge cache hit rates (19.5% and 25.1%, respectif@lyages in the merge cache
for writes, though neither shows sensitivity to the polisgd; and for all workloads, the hit
rate for reads is extremely low and indifferent to the polisgd. The decent write hit rate
for Radius is re ected in the fact that it is the only worklotamshow a signi cant bene t
from the saturating sub-page writebuffer policy over thie-page writebuffer policy.

Figure 3.6 shows the average access time ratio, still nazethto the baseline. Maps
and Radius have the lowest request intensity, giving thermalized access times near
one; and Exchange shows access time ratios commensuratie/performance improve-
ment given in Figure 3.5, approaching unity only with thefeetr writes policy. Though
it performs well, this gure shows MSN-FS suffering from queg delays caused by high
request intensity, only alleviated by the perfect policheTact that its access time never
approaches unity indicate the presence of a large numbargs fequests, which require a
signi cant amount of time to transmit data to and from the SSD

Figure 3.7 shows the number of erase operations normabizbat of the baseline. The
write coalescing nature of the merge cache can truly eliteiseasures, as long as there are
hits in the merge cache. As the merge cache has limited d¢gpida reduction in erasures
may simply be a deferral, as indicated by the low hit ratesvidtes for Maps and MSN-FS.
However, the page write hit rates of 19.5% and 25.1% for Erghand Radius (using the
writebuffer policy( indicate that write coalescing elimtes a large number of erasures.

These results show that, though the sub-page policiesge®igni cantly less perfor-
mance improvement than the writebuffer policy, all thredigies improve performance

while reducing the number of Flash block erasures.
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Figure 3.8: Average response time normalized to the writebpolicy (lower is better)
[64 MB STT-RAM using the writebuffer policy]

Read Policies

Figure 3.8 shows the response time for the three read podidgnts, each using the
writebuffer write policy evaluated in Section 3.7.2, alomigh the perfect reads and writes
policy for comparison. Each datapoint is normalized to thi#eluffer policy operating
without a read policy. Radius, which has an extremely low berof reads compared to
writes, shows no signi cant change, and Maps is also unedteby the selective prefetch-
ing policy as its requests are more random in nature. Howéveerforms poorly under
the selective caching policy due to merge cache pollutidn¢lvalso carries over into the
combination policy, reducing the number of write hits by 13¥he simplest approach to
mitigating this is to statically limit the number of pagestinay be cached within a given
time intervet

Exchange shows an almost 20% improvement in response tometfre use of selec-
tive caching but sees no further improvement from selegtregéetching. MSN-FS shows a
35% improvement using the selective prefetching policyibunsensitive to the selective
caching policy. Neither policy is able to bring any of the Wloads closer to the perfor-
mance of having perfect reads and writes, indicating thehés improvements require

more aggressive read policies with adaptive control to mize cache pollution.
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Combining the selective caching and selective prefetcpivigcies provides the best

performance for Exchange and MSN-FS and performs well dlvera

Eviction Policy

Figure 3.9 shows the normalized average response timedhrafd@he workloads using
each of the four eviction policies. MSN-FS shows slightigueed performance when using
a MRU-based eviction policy instead of an LRU-based pobcy,the remaining real-world
workloads are completely insensitive to the eviction poli®IRU-based eviction policies
are generally most effective when the working set for a waaklis larger than the cache

size.

Capacity Sensitivity

Figure 3.10 shows the normalized response time for STT-RAldacities ranging
from 32 MB to 256 MB using either the writebuffer policy byet$ (Figure 3.10a) or the
writebuffer policy in conjunction with the selective readctiing and prefetching policy
(Figure 3.10b). As the FTL data requires 29 MB of space, treams that the smallest ca-
pacity has only 3 MB for the merge cache. Despite this, théopmance of the real-world
workloads is not signi cantly reduced by shrinking the SRAM capacity.

In fact, Figure 3.10a shows that only Exchange performsi sigmtly better as the
NVM capacity is increased. The large jump in performance32NB indicates that Ex-
change has a large working set for writes. Radius fails toaipavith the 32 MB NVM as
it issues write requests larger than the merge cache carehahdn using the writebuffer
policy. Modi cations could be made to over ow such data tabh, similar to what the
sub-page writebuffer policy does.

Figure 3.10b shows nearly identical results for Exchangap$/and Radius. Exchange
shows a larger reduction in performance going to 32 MB thaldtwith no write policy,

and Maps continues to suffer reduced performance due tetbetise caching, indicating
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that the cache pollution can only be mitigated by unattdinialioge NVM sizes, reinforcing
the need for either limits on the caching policy or adaptigatml to improve selectivity.
MSN-FS shows the same caching and prefetch ef ciency régssdf capacity, but the
write hit rate varies directly with capacity. This showstthidnough the read policy is
working well, it can limit the effectiveness of the writelberf policy. Overall, lower NVM
capacities interact poorly with this read policy, thougé #udition of adaptive control may
be able to prevent the signi cant loss of performance dueatthe pollution.

If the cost of STT-RAM is a signi cant concern, these rest®w that a design can
achieve the majority of the performance bene ts by contiguio use DRAM to hold the
FTL data while using 4-16 MB of STT-RAM with the writebuffeolicy for the merge
cache. Increasing the amount of either DRAM or STT-RAM easlthe use of selective
read caching and prefetching, providing signi cant penf@ence improvement for some

workloads.

3.7.3 Summary of the Results

Figure 3.11 summarizes the performance bene ts of the tiesice read and write poli-
cies. Using a write policy improves the performance of eaohkiwad, though the write-
buffer policy is the most effective policy. The writebuffgolicy is the best at masking the
order-of-magnitude latency difference between Flashgead writes. The simple read
policies presented improve the performance of some wodslaghile adding almost no
overhead. Furthermore, the write coalescing performedchbymerge cache reduces the
number of moves, merges, and erase operations on FlasH,wallich can improve the
lifetime of the solid-state disk (SSD).

In this chapter, | have demonstrated how to design a genarglope merge
cache, in which the byte-addressable non-volatile memé¥M) used also holds the
Flash Translation Layer (FTL) data. This architecture nexpuneither a new le system

nor modi cations to the device interface. As the merge cacdue hold data inde nitely,
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[64 MB Spin-Transfer Torque RAM (STT-RAM)]

the system can coalesce writes, thus reducing the numberitesvand erasures that the
Flash must perform and improving SSD endurance. The resht® that merge cache
improves performance by over 75%, on average, for the emgerfevel workloads used

here, while also reducing the number of erasures needed kg/timan 20%, on average.
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Chapter 4

Relaxing STT-RAM Volatility 1

This chapter presents a novel approach to reducing the améegy and improving the
write performance of Spin-Transfer Torque RAM (STT-RAM)dlow it to approach the
characteristics of SRAM. The key idea isgmni cantly relax the non-volatility require-
mentfrom the typical ten year storage-class retention timeuf@gt.1 shows the impact
of reducing the retention time, with the arrows illustrgtithe major changes to energy,

performance, and retention time. As for Figure 1.1, the oobteindary of the hexagons

High High
Performance Performance

-

Low Dynamic ,.**

High
Energy ,-*° , Endurance
Low | : .

: ! Retention

Leakage L " Time

High Density High Density
Storage-class STT-RAM Relaxed-retention STT-RAM
Dotted border is optimal, black line is SRAM

Figure 4.1: Bene ts of relaxed non-volatility STT-RAM

1This chapter covers work previously published in:

Clinton W. Smullen, 1V, Vidyabhushan Mohan, Anurag Niganud8anva Gurumurthi, and Mircea R.
Stan. Relaxing Non-\olatility for Fast and Energy-Ef cieBTT-RAM Caches. IProceedings

of the 17th IEEE International Symposium on High Perfornrea@omputer Architecturepages
50-61, February 2011
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represent the ideal characteristics of an universal memdrye the heavy black line rep-
resents SRAM.

Shorter retention times can be achieved by reducing thedrdee free layer of the
magnetic tunnel junction (MTJ), which is the storage eletrfen STT-RAM, which re-
duces the energy required to write the cell. Techniques foimezing memory arrays
built using STT-RAM are described, and a number of memoryaauthe designs are pre-
sented. Reduced retention-time STT-RAM caches are dasigme multicore processor
and their performance and energy impact is evaluated. Tarem®rrectness, it is neces-
sary to model STT-RAM errors to know how often the cachedinaust be “refreshed”.
As the thermal stability is highly dependent on temperatiiris possible to use thermal
monitoring circuitry to dynamically adjust the refreshdntal to minimize the impact on
performance while maintaining reliable operation. To tlestlof my knowledge, this is
the rst study to have proposed and evaluated the relaxatioon-volatility constraints to
improve STT-RAM dynamic energy and performance.

An introduction to STT-RAM technology was provided in Chapl, and Chapter 2
described the high-level modeling of STT-RAM caches and or@s. Section 4.1 dis-
cusses the existing work on mitigating the high write enar§sTT-RAM. Section 4.2
describes the details of reduced-retention STT-RAM, afkeptimization techniques, and
the performance and energy bene ts. Section 4.4 evaluagbédne ts of using a relaxed
non-volatility STT-RAM cache hierarchy for a four-core moprocessor by simulating a

range of workloads. Section 4.5 summarizes the contribatod this chapter.

4.1 Related Work

STT-RAM is a promising new technology that has the potemtiddecome a truly uni-
versal memory. Existing studies have looked at using ST MR#ithin the processor to

exploit the leakage power bene ts of STT-RAM [GIS10,CADO,RCC 10]. Guoet al. de-
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signed combinational logic and on-chip caches using steaRAM blocks, look-up tables
(LUTs) and by re-architecting the pipeline using STT-RAM$&0]. They use a subbank
write buffering system to increase write throughput andllowaread-write bypassing in
order to hide the high write latency of STT-RAM. The addresd data for the write are
latched within the sub-bank, which frees the bank to perfezads and writes to the other
sub-banks. High-speed STT-RAM caches will generally haveensub-banks than a simi-
lar SRAM design, due to the high write currents, which makéstechnique very effective
for the rst-level caches.

Rasquinhaet al. address the high write energy of STT-RAM by using policlest re-
vent premature eviction of lines from higher level cache®yeer level caches [RCCL0].
They propose a new replacement algorithm to increase tiderey of dirty lines at the
penalty of increasing the miss rate. Other studies have theepredecessor to STT-RAM,
magnetoresistive RAM (MRAM), to design memory systems thké advantage of their
low leakage [DLKB02, SDX 09, WLZ" 09]. However, these designs circumvent the write
energy and write latency penalty of STT-RAM memory techgglby changing the mi-
croarchitecture rather than the memory cells themselvasképrevious work, this chap-
ter describes methods for adapting STT-RAM to make it stgtab a drop in replacement
for SRAM by reducing the latency and energy.

Cache line refresh policies have been evaluated by Lédmd in the context of 3T-1D
memory arrays [LCWBO07]. They evaluated refresh policies m@placement algorithms to
handle the limited retention of 3T-1D cells, and Emataal. make the case for reducing
main memory DRAM power consumption by reducing the refresérivals [ERMO08]. Less
intrusive retention-aware policies are feasible for STAMRbecause the refresh interval

required can be tuned for the memory structure's usagerpatéand size.



67

4.2 Designing Caches with Spin-Transfer Torque RAM

In this chapter, caches are modeled using the methodoltrggunced in Chapter 2. The
read voltage is set to:8V to provide the lowest read latencies while still prevegtiead
disturbs. Section 4.2.1 describes naive cache optimizatihile Sections 4.2.2 to 4.2.4
improve performance by leveraging the synchronous cladet behavior of most micro-
processor caches. Section 4.3 shows the performance igmpents possible by reducing
the non-volatility of the MTJs, and Section 4.3.1 shows thdé¢offs between these differ-
ent approaches for replacing SRAM with STT-RAM in the cachedrchy of a modern

multicore processor.

4.2.1 Basic Optimization

Figures 4.2a and 4.2b show the read and write latency, reagplgc plotted against
the MTJ writetime for a 1 MB memory array. The MTJ planar areaxed and the read
voltage kept at 0.3V, as previously described, while the Mifidletime is varied within
the precessional switching mode from 0.1 ns to 3ns by step® ps. The jumps in the
curves are caused by CACTI optimizing the internal arrayapization as the writetime is
changed. As the peripheral circuitry is largely shared betwreads and writes, the write
latency can be estimated as the read latency plus the MTetinré. The horizontal dashed
lines are the latency for a high-performance SRAM cache,thacheavy vertical line at
1.35ns shows the STT-RAM design that matches the SRAM réaddg while minimizing
the write latency. Increasing the MTJ writetime beyond threshold will give faster reads
than SRAM at the cost of even slower writes, while reducingjves faster writes at the
cost of slower reads.

Unfortunately, these results show that STT-RAM is unablem&dch the write latency
of SRAM, regardless of how slow reads are made. Since a tifatiest be made between

read and write latency, the next section explores diffetechiniques for optimizing the
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Figure 4.2: Latency against MTJ writetime for a 1 MB memory
(Using a 64 B line size)

design of STT-RAM-based caches and memories. Howeverpibssible to improve on
these results by leveraging the fact that latency variatiess than one clock cycle will not
affect performance, since most caches operate synchiynwiib the processor's clock.
Thus, matching the reguerformanceof a SRAM design requires only that the cycle-based
read latency be the same. Below, two procedures are ded¢hiaemeet or exceed the read
performance of SRAM while maximizing the write performanbethis work, a somewhat
aggressive clock frequency of 4 GHz is used (current pracss$sp out at around 3.5 GHz).

However, the procedures described below can be applied/tolack speed.

4.2.2 Write Optimization

The write performance is rst maximized while matching SRA#RRAd performance
(that is, the cycle-based latencies). The rst step is toaase the read latency, thus reduc-
ing the write latency, without impacting the performanceesfds, as shown in Figure 4.3a.
The vertical dashed line shows the original design choma fection 4.2.1 while the verti-
cal solid line shows the design chosen by this rst step, Witharrow showing the direction
of travel. Figure 4.3b shows the second step, where the Mitétimme was increased to

nd the Pareto optimal point, thus reducing the read energyp® and the write energy

by 3% while giving the same read and write performance. Thtcat dashed lines again
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show the obsolete designs, while the solid vertical linewshthe nal write-optimized
design chosen by following the arrow. Overall, this procededuces the effective write
latency by three cycles compared to the naive approach ansddtion 4.2.1 (six cycles

instead of nine), while giving the same effective read leyewt four cycles.
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Figure 4.3: Latency against MTJ writetime for a 1 MB memory
(Using a 64 B line size)

4.2.3 Read Optimization

The write optimization of the previous section attemptechtnimize the negative per-
formance impact of switching to STT-RAM by matching the SRAISI close as possible.
Alternatively, it is sometimes possible to provide bettead performance by sacri cing
write performance. The rst step, as shown in Figure 4.4d0 imcreasethe MTJ write-
time until the read performance is maximized. As before,dhghed vertical line shows
the original design selected in Section 4.2.1, the arrowvsttbe direction of travel for the
optimization procedure, and the solid vertical line is theermediate design selected in
step one. Though further reductions to the riddncyare possible, they would not result
in any additional improvements to repdrformancédor the 4 GHz processor modeled here.
The second step is the same as before: continue to reduceitagme to nd the Pareto
optimal design point. For this example, no further reduwtiare possible, which is indi-

cated in Figure 4.4b by the absence of an arrow. This desmregdure has one cycle less
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read latency than the write optimized design and actuallintaims the nine cycle write
latency of the naive design from Section 4.2.1, though thikiiee cycles higher than the

write optimized design.

1.00 2.50
] [ /
[ I /
@ ! 7 2.25 !
£ | 2" | A
g 075 — )
% | g /:/
£ ©
= [ o 200 P
& | S 1
| = sraMe—sTT-RAM] | = srAMe=—sTT-RAM]
0.50 1.75
1.50 1.75 2.00 1.50 1.75 2.00
MTJ Writetime [ns] MTJ Writetime [ns]
(a) Read latency (b) Write latency

Figure 4.4: Latency against MTJ writetime for a 1 MB memory
(with a 64 B access size)

4.2.4 Optimization Summary

Table 4.1 shows the SRAM and STT-RAM designs for the 1 MB mgnath 64 B
line size that was explored in this section. The percentages show the relative change
for the write- and read-optimized STT-RAM designs as coragdo the SRAM. In addi-
tion to having higher write latencies, both STT-RAM desigiso have higher dynamic
energy consumption while having signi cantly lower leakagower than the SRAM de-
sign. Owing to the complexity of the peripheral circuitryquéred to obtain high write
performance, the write-optimized design is actually lati@an the SRAM design, while
the read-optimized design is able to leverage the signtlgasmaller cell size to reduce
the area of the array.

The choice between write- and read-optimized STT-RAM ddpem the usage of the
structure being changed. If there are delay tolerant strastin the system, they should
bene t from the energy savings that read-optimization jes. Even further reductions in

energy use are possible, but only by sacri cing even moréoperance. While it is always
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Table 4.1: Detailed characteristics of optimized 1 MB meyraesigns

(with a 64 B access size)
Latency Energy Leakage
Read Write Read Write Power Area
SRAM \ 0.77 ns\ 0.77 ns\ 0.28 nJ\ 0.29nJ \ 447 mW\ 4.2 mnt \

Write-optimized| 0.96ns| 1.47ns| 0.48nJ| 3.38nJ | 192mW | 4.7 mn?
STT-RAM | +25% | +90% | +70% | +1072% 57% | +12%

Read-optimized 0.75ns| 2.24ns| 0.31nJ| 1.68nJ | 105mW | 1.9 mn?
STT-RAM 3% | +190%| +11% | +484% 45% 55%

possible to perform both write- and read-optimization,tthe designs may show the same
read performance, particularly for small memories and eacln this scenario, the read-
optimized design will have strictly worse performance,utpo it will still consume less
energy. For the remainder of this work, the write-optimi&ZHl-RAM design is always

used if the read performance is identical, so as to maxinhig@verall performance.

4.3 Relaxing Non-Volatility

The optimization techniques in Section 4.2.1 were applidg to STT-RAM using the
32F planar area MTJs, which gives at least two weeks of religblage at 350K or below.
ITRS predicts that, within the next few years, STT-RAM shibrdach 10F on a 32 nm
process but that it is unachievable with existing stordgescMTJ designs [ACG09].
Chapter 1 discussed how the volume of the MTJ free layer haseatdmpact on both
the retention time (vi®) and the write current. Reducing the planar area is not tihe on
way to reduce retention time and write current, as both a® @irectly dependent on the
magnetic parametersl, andMs, and the free layer thickness. However, though these al-
ternative changes would give similar cell-level bene tdtas 10 # cells modeled here, the
larger planar area could limit the total impact the latemeergy, and area of the resulting

design.



72

Reducing the planar area from 326 19 P reduces the retention time at 350K to little
more than one second — a dramatic reduction. Reducing hédutb 10F reduces the
retention time to only 56s. The downside, particularly for 18 Eesigns, is that reducing
the retention time may require a form of refreshing or erooubbing to ensure correctness.
However, unlike DRAM, it is unnecessary to write the data lihno error is detected, as

STT-RAM has non-destructive reads.
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Figure 4.5: Latency against MTJ writetime for a 1 MB memory
(With a 64 B line size, 105 19F, 32F are STT-RAM designs, WO/RO
indicates the write- and read-optimized design pointgeetvely)

Figures 4.5a and 4.5b show the read and write latency plagathst the MTJ writetime
for these three MTJ planar areas, with the SRAM design agwilnided for comparison.
The write-optimized designs are marked with circles, wthikeread-optimized designs are
marked with diamonds, and the 19design has the same write- and read-optimized design
point. Both the 19F and 10 F write-optimized designs are able the improve write perfor-
mance (only one cycle slower than SRAM). The 29Ead-optimized design improves
the read performance by one cycle, obtains the same writerpence as the 32Rwrite-
optimized design from Section 4.2.1, all while reducing itbad and write energy by 35%
and 69%, respectively. The 18Eesign has one cycle faster read and one cycle slower
write performance than SRAM, while using even less dynamirgy than either of the

19 F designs (though leakage power is slightly higher).
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4.3.1 STT-RAM Cache Hierarchy Handbook

Sections 4.2.1 and 4.3 described orthogonal changes tolth&R8M cell design that
signi cantly improve the performance and energy of the SIAM designs over the naive
implementation. However, none of these techniques aretabheatch the write perfor-
mance of SRAM. The bene ts to energy consumption must be mexigagainst the impact

on performance (positive or negative).

Table 4.2: Cache con gurations

Structure  Size  Associativity Banks

IL1 | 32kB| 4-way | 1bank

Private (per-core) level 1 instruction cache

DL1 | 32kB | 8way | 1bank
Private (per-core) level 1 data cache

UL2 |[256kB| 8-way | 1bank
Private (per-core) level 2 uni ed cache

SL3 | 8MB | 16-way | 4banks

Shared level 3 uni ed cache

Consider a three-level, on-chip cache hierarchy for a tmwe processor, similar to
the Intel Core i7 or AMD Phenom X4 processors, operating atld@&s used in previous
sections. The L1 instruction cache (IL1), L1 data cache (Dlhi ed L2 cache (UL2),
and shared L3 cache (SL3) use the parameters shown in Ta&ble All caches use
single-bit error correction, dual-bit error detection (SBED), which enables the refresh
scheme described later. High-performance transistorasae for the peripheral circuitry
and tag arrays, except in the SL3 cache, which uses low poamsistors and serialized
tag lookup to help reduce energy consumption. The reduati@mea that the density of
STT-RAM affords is limited by the size of the peripheral cilicy necessary to enable
high-speed writes.

Figure 4.6 compares the STT-RAM designs to the SRAM designshie IL1 cache.
Each of the six properties ((i) read latency, (ii) write latg, (iii) read energy, (iv) write

energy, (v) leakage power, and (vi) area) have been norethéigainst the SRAM design
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(shown as the darkened ring at 100%) and plotted on an im/éote scale. The ideal
universal memory would beat SRAM on every metric and wouldthl the majority of
the chart area. Read optimization does not provide improgad performance for either
the IL1 or DL1, so they are removed from consideration. Fegu6a shows that while the
32F design reduces leakage power and area the high write cutr@miatically increases
the write latency and energy. The 1%) Bhown in Figure 4.6¢, approaches the write energy
and latency of SRAM while signi cantly reducing all otherqperties. The 19%design
lies roughly half-way between the other two, though its reaergy is at parity with SRAM.
The DL1 has similar characteristics, though the higher @aswity increases the latency,
energy, and area.

As expected, relaxing the non-volatility also improves thgte latency, read en-
ergy, and write energy for the UL2 as well, as shown in Figure though there is no
read-optimized 32¥ design. Comparing the read-optimized £9&nd 10F designs
(Figures 4.7c and 4.7e) to the write-optimized designsuifeig4.7b and 4.7d) shows
that there is a de nite tradeoff between write latency ando#ther characteristics. The
read-optimized 10¥design exceeds SRAM in every way except write latency, irctviti
is signi cantly worse than the write-optimized version. 8BL3 shows these same trends
and tradeoffs, though all three MTJ sizings have read-apéichcounterparts.

The write latency gap between STT-RAM and SRAM cannot be detaly eliminated.
However, the signi cant improvements provided by optimigithe relaxed non-volatility
designs may prove enough to match the performance of SRAMgth possibly not at
the DL1, which is the most write intensive. Furthermore, thassive improvements to
dynamic energy and leakage possible with STT-RAM shouldigigntly reduce the total
energy consumption. Next, architectural simulations &régomed to evaluate the impact
of STT-RAM caches on performance and total energy and taméte whether write- or

read-optimized STT-RAM is more effective in practice.
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4.4 Migrating to STT-RAM-based Caches

The cache hierarchies modeled in Section 4.3.1 will now laduated using the simula-
tion infrastructure and workloads described in Sectionl4.Zhe write- and read-optimized
designs for each of the three retention times are compar@edtion 4.4.2, and the bene ts
of hybrid designs that combine both SRAM and STT-RAM are axachin Section 4.4.3.
Low-retention time STT-RAM is likely to have random bit- § so the impact of a simple

refresh policy on energy-ef ciency is considered in Sectio4.4.

4.4.1 Experimental Setup

A 4 GHz processor with four out-of-order cores was modelédgui5 [BDH™ 06].
Main memory is assumed to have a xed 200 cycle latency, aedptiocessor uses the
three-level cache con gurations previously describedabl€ 4.2. The simulator was mod-
i ed to model cache banks and to use the subbank write buffeproposed by Guet
al. [GIS10]. Once a MTJ write operation has been initiated imithh subbank, the write
buffer maintains the data to be written and the bank is freleatadle a new request. As
long as they access different subbanks, subsequent rega@sbccur concurrently with the
write, thus ameliorating the latency gap between reads aitdsw CACTI calculates the
number of subbanks for each cache design, but, in genegalrite-optimized STT-RAM
designs have twice as many subbanks as read-optimized ones.

Three metrics are used to evaluate the STT-RAM designspéedup, (ii) total energy
used by the caches, and (iii) energy-delay (E-D) productfeet of multithreaded work-
loads drawn from the PARSEC 2.0 benchmark suite [BKSL08,BLCEach workload
uses one thread per core (four threads total) and is run dsengmall input size, which
gives the characteristics shown in Table 4.3. To permitotlicemparison between work-
loads, each metric is normalized against the SRAM-basedmeSimulation statistics are

collected only for the parallel portion of the workload, ging the initialization and ter-
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Table 4.3: Workload characteristics

Instruction Read & Write Read-Write

Workload Count Volume Ratio Application Description
blackscholes 817 M 11GB 28:1 Computational nance
canneal 495 M 5.7GB 59:1 EDA Kernel
rtview 5.3B 100 GB 56:1 Real-time raytracing
X264 85B 67 GB 73:1 Video encoder
facesim 24B 288 GB 31:1 Facial animation

mination phases. The leakage power is estimated by mutigpiyre value determined in
Section 4.3.1 by the total execution time. The dynamic gneapsumption is calculated
for each cache using the total number of reads, writes, dsc&dmbined with the energy
per operation from before. However, as most of the writetiéddL 1 cache will be 8B

in size, the estimate for write energy is lowered by usingaverage number of bytes writ-
ten (by both writes or lIs) to interpolate between the eneper write operation(which

assumes 64 B are being written) and the energy per read mpefatconservative estimate

for writing zero bytes).

4.4.2 Directly Replaceming SRAM with STT-RAM

Initially, all three levels of cache are replaced with theTSRYAM-based designs from
Section 4.3.1. The performance of this aggressive changkawn in Figure 4.8, with
each bar representing the speedup relative to the SRAM daabedine, and a speedup
of less than one indicating reduced performance. Each Ipsesents replacing SRAM
with the stated variant of STT-RAM; WO indicates the exchasuse of write-optimized
STT-RAM, while RO indicates the use of read-optimized STAMRfor the UL2 and SL3
caches. However, the 324RO design uses the write-optimized UL2 design since theé-rea
optimized version has no performance bene ts, as desciib8ection 4.3.1.

As expected, the increased write latency has a signi cagatiee impact on perfor-
mance for most of the workloads, though it is almost elimedaby relaxing the retention

time. Despite having higher write latencies, the readrjzied STT-RAM designs do not
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Figure 4.8: Performance of write- and read-optimized cdwerrchies
(Normalized to SRAM baseline)
show any signi cant difference in performance from the exdptimized designs, and they
even achieve speedup (for x264 and canneal) using thé dédigns! This improvement
is due to latency sensitivity in the UL2 caches, as indicdgthe fact that the read- and
write-optimized 32 F designs give identical performance.

Figures 4.9a to 4.9e show the total energy for each desigwelisas the breakdown
into read, write, and leakage energy. As expected, STT-Radlices the leakage power
by more than 3. On average, it uses only 31% of the total energy for the?3&35igns and
21% for the 10 B designs. As the rst-level caches dominate the read ana\eriergy, the
slight reduction in energy per read operation at that lesglits in a signi cant reduction in
the total read energy (almost halved for the 2090 design), regardless of retention time.
However, the write energy for canneal is almost that of SRAM for the 32F designs,
2 for 10, and still increased by 13% for 18 FOverall, the 32 F designs do increase
the write energy by 46% on average, but the 4@Rd 10 designs are able to reduce it
by at least 12%.

The normalized energy-delay for these designs is nearhtichd to the normalized
energy, as the reduction in leakage alone far outweighsthection in performance. Over-

all, the massive reduction in energy (particularly leakagekes a strong case for using
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Figure 4.9: Energy consumption of write- and read-optimizache hierarchies
(Normalized to SRAM baseline.)
STT-RAM caches, though only the 18 Besigns are able to consistently match the perfor-
mance of SRAM. Despite having higher write latencies, theelds of reducing the read
latency and energy consumption allows the read-optimize2l &hd SL3 cache designs to

be more energy-ef cient.

4.4.3 SRAM and STT-RAM Hybrid

The performance statistics from the previous simulatitmeved that the DL1 caches
have more than two orders-of-magnitude more writes andthén the UL2 caches, while
the SL3 has roughly the same number as the four UL2 cachesigedbndicating that
the DL1 is the most write-latency sensitive cache. Thoughltii caches have far fewer

writes than the DL1 caches, delays in handling IL1 missedear a signi cant impact on
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processor performance as well. As the rst-level cachesasgnt only a fraction of the total
power, negating the performance slowdown should impro@érformance and could also
improve the energy-ef ciency. To test this, the DL1 and lldcbes were reverted to SRAM

for the read-optimized designs used in Section 4.4.2.
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Figure 4.10: Energy-ef ciency of hybrid cache hierarchies
(Normalized to SRAM baseline)

As a result, the 32¢hybrid design reduces the peak slowdown from 23% to 3%, while
the 19F and 10F hybrid designs meet or exceed the full performance of the I8RA
baseline in all but one instance. However, the hybrid desggmerally have lower energy-
ef ciency than the pure STT-RAM designs, though still fattee than SRAM, as shown in
Figure 4.10. The performance improvement does reduce dékade energy for the second
and third level caches. However, the rst-level caches datd the dynamic read and write
energy of the cache hierarchy, and reverting them to SRAM tiagates the improvements
to both dynamic and leakage energy. The STT-RAM IL1 caches gi16% (for 326
to 52% (for 10¥) average reduction in total energy, and the DL1 caches gB49% to
48% average reduction. For the SRAM+32RO design, the 8% increase in average total
energy is mitigated by a matching 8% increase in averagepeance. The performance

improvement for the 19%and 10 designs is unable to overcome their respective 15%
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and 24% increase in average total energy. Though pure STM-RArarchies provide the
best energy-ef ciency, further improvements to the use BT-RAM for rst-level caches

are necessary to completely bridge the performance gap.

4.4.4 Refreshing Non-volatile Memory

The previous sections have demonstrated that reducingtdetion time of STT-RAM
caches improves both performance and energy ef ciency.sTay however, the possible
correctness issues that may arise due to random bit- ips ba@en neglected. The use of
SECDED facilitates the implementation ofefreshlike operation that reads the contents
of a line and writes it back after performing error correntids previously mentioned, the
non-destructive nature of STT-RAM reads makes it unnecgssgerform the writeback
if no error is detected.

DRAM memory uses a simple refresh policy that iterates thhoeach line, refresh-
ing them in-turn. In applying this policy to STT-RAM cachébe worst-case scenario is
conservatively assumed, in which every refresh operateiaais an error and requires a
writeback. The refresh interval is calculated to guaratitaeevery line will be “refreshed”
within the retention time interval. Even at 350 K, the 32fesign can retain data for more
than two weeks, negating the need for a hardware-based cefthsh policy. The 19%
designs retain data for more than 30 seconds at room terapes@atd slightly more than
one second at the operating temperature, still far largar the standard DRAM refresh
interval of 64 ms.

However, the 10¥design has only 34fs retention time at room temperature and$6
at 350 K. This is a problem for the SL3 since, on average, itmaisesh a line every 427 ps.
Each bank must start a refresh every 1.7 ns, which is lessthigawrite latency and only
slightly more than the read latency. Though possible, tliald/leave almost no time to
service actual requests, negating any bene ts to the redavaite latency. Because of the

excessive refresh rate, the 70FL3 design is excluded from the refresh evaluation. The
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microsecond retention time STT-RAM is used for the UL2, asltwer capacity gives a

refresh interval of 1 ns. For comparison, the 18 EL3 has a refresh interval of 38.
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Figure 4.11: Impact of STT-RAM refreshing on the energyagigdroduct
(Normalized to SRAM baseline)

Two designs were modeled using the DRAM-style refresh golice rst using 19F

for both the UL2 and SL3 caches (SRAM+13RO+REF), while the second switches
the UL2 caches to the 18Rlesign (SRAM+16819 P-RO+REF). These designs are based
on the hybrid designs from Section 4.4.3 to provide a coesigberformance reference.
Figure 4.11 shows the normalized energy-delay producthesd designs as well as the
original hybrid designs. As expected, the energy and pexdoce impact of performing
refreshing is negligible for the 1¥Rlesigns. Despite the addition of refresh operations,
which take time and consume energy, the 4@Esign continues to provide improved en-
ergy ef ciency over the 32%based design. However, switching the UL2 to #@fereases
the energy while providing no performance improvement Whaverall, slightly reduces
the energy-ef ciency. Though unsuitable for use with the AMRstyle refresh policy,
the hybrid combination of SRAM-based rst-level cachestwihe 10F read-optimized
STT-RAM still has 15% better ef ciency than 1§Fand is almost 20% better than the

storage-class 32F
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The 19F STT-RAM cache designs using a simple refresh policy can avgpmper-
formance and reduce energy consumption over the more dingdémentation of 32%
STT-RAM designs while providing signi cantly higher detiss. Improving the density
of on-chip memory is important as it facilitates the conéduscaling of multicore pro-
cessors [ZIINO7]. Planar areas other than 4@Rd 19F are possible, and it may be
necessary to tune the retention time for each structurehieae the best balance between
performance and total energy consumption. The use of a ndvenaed design, such as a
policy that only refreshes dirty cache lines or a multi-lorbe-correcting code, could make

ultra-low retention designs practical.

4.5 Summary of Results

This chapter has described techniques for optimizing SAMRache and memory
designs. This provides the best possible write performartke giving the same, or bet-
ter, read performance as SRAM, irrespective of the retartiilme. To the best of my
knowledge, | am the rst to propose intentionally relaxifgetnon-volatility of MTJs to
improve performance and energy-ef ciency. This chaptey $tfaown that reducing the pla-
nar area makes it possible to signi cantly reduce both thenley and energy consumption
of STT-RAM memories. The three-level SRAM-based cacheahgdy for a four-core
microprocessor was replaced with reduced-retention SANMRNnd evaluated using vari-
ous gures-of-merit. Because retention time was sacri cadrefresh” is used to prevent
the loss of data. This simple refresh scheme adds almosterhead, though exploiting
extremely low-retention STT-RAM requires more complex@sh schemes. Overall per-
formance was not signi cantly increased, but the energgieficy was improved by over

70%, on average.
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Chapter 5

STT-RAM Error Modeling and

Advanced Refresh Policies

Chapter 4 looked at reducing the retention-time of STT-RAMimprove perfor-
mance and lower energy consumption. However, it was assuitredthe retention
time of the magnetic tunnel junction (MTJ) extrapolated ke tretention time of the
cache, which is almost always overly optimistic. Chip daseig most often start with
the desired cache con guration along with a tarfgture rate, which is related to the
Mean Time to Failure (MTTFby Equation (5.1). In the context of memory systemfgia
ureis any uncorrectable error that affects modi ed data or ashetectable error that affects
unmodi ed data. The expectegtention timeof a memory device is intrinsically linked
to its MTTF, and the failure rate is typically stated in unitsFailure(s) In Time (FIT)

(equivalent to one failure in Padevice-hours).

1

Mean Time to Failure  MTTFF ———
Failure rate

(5.1)

In this work, the MTTF is assumed to be synonymous with thent&n time, but
this assumption is far from universal. For example, constd® systems designed to

have an expected device lifetime of 10years. The rst sySealasigners choose to set
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MTTF = 10years, which gives a failure rate of 11407 FIT, while thdssigning the
second system instead specify a desired failure rate of E0DOw~hich would give a MTTF
of 114 years. While both provide a ten year lifetime, only lder system can maintain
this reliability as part of a larger system.

Section 5.1 provides detailed modeling of STT-RAM errohg MTTF of STT-RAM
caches and memories with and without error protection, hadélationship between the
thermal stability,D, and the target failure rate. Section 5.2 extends this arsatg cover
scrubbing and refreshing, which reduces the requirég guaranteeing the periodic elim-
ination of errors. In addition to knowing the required thairstability to achieve a target
failure rate, a chip designer must also know the operatingpegature at which thB must
hold. Section 5.3 analyzes the thermals for a Core i7-like@ssor, demonstrating that the
operating temperatures vary widely, depending on the nuoftective cores and the state
of the cooling system. These variations in operating teatpee may be exploited by adap-
tively adjusting the refresh rate to match the current teaipee. Section 5.4 describes a
simple adaptive refreshing scheme for STT-RAM caches, aeskepts a stochastic perfor-
mance and energy model of the worst-case behavior to eealsampact for a range of

operating temperatures.

5.1 Error Modeling

The bene ts of error-correction for SRAM and DRAM memoryltae rates has been
studied for more than forty years [LM76, MBR82,BGM88], biutontinues to be an impor-
tant topic today [MR09, MEFRO04]. All memory technologies ausceptible thard errors
in the circuitry, which persist until the device is repairddhough techniques for repairing
such faults online have been developed, they still requiractive intervention to correct.

The most commonly used protection scheme, single-bit emmection, dual-bit error

detection (SECDED), is instead designed to corsedt errors which represent transient
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Equations (1.2), (5.3) and (5.4): One bit of STT-RAM

Single-bit MTTF=t = ty exp(D) (5.2)
T .
Droom = 7(_}peratng (5-3)
room
t
Pr(Error;t)= 1 exp 3 (5.4)

faults due to high-energy patrticles strikes on the memoltg fdEFR04]. Despite predic-
tions, the continued reduction in cell geometry has agtuallluced the soft error rate for
DRAM memory, though it has increased the incidence of hamt€f{BSS08]. Due to this
effect, traditional SECDED schemes have become less ifiers the independent nature
of errors has gone down [SPWO09].

Though the peripheral and driver circuitry used in STT-RAMmMories is just as sus-
ceptible to hard errors as SRAM and DRAM, MTJs are immune foesoors since they
store data magnetically. However, high temperatures athgcezl retention times lower
the thermal stabilityD, which increases the occurrence of random bit ips. Theytrah-
dom nature of these failures makes the simpler SECDED eawection scheme a good
match for STT-RAM [CAD 10]. Though many classic error correction papers worked to
unify the modeling of all types of memory errors into a singledel [MBR82, BGM88],
this work focuses exclusively on the cell and block failundsch are affected by MTJ bit
ips.

In Section 1.3, Equation (1.2) (which Equation (5.2) is apamsion of) was given to
estimate the retention time for STT-RAM, witly being the attempt interval of 1 ns, but
it more precisely describes the Mean Time to Failure (MTTd#)d single MTJ [RDJ02].
Given the desired single-bit MTTF, this equation can be usexhlculate the minimurD,
which is then adjusted using Equation (5.3) to compensatthéodifference between the
operating temperature gferating and room temperature (gbr), which is generally taken

to be 300K.
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Equations (5.5) and (5.6): Integration-by-parts reductbthe MTTF equation

Zy Zy
MTTF= E[T]= t f()dt= t - (F() dt (5.5)
¥ 7 ¥ v
= t F(t) 1 R(t)dt
7 ¥
¥ ¥
= t (1 F@t) + R()dt
Zy ¥ ¥
=  R(t) dt
Zy
= ¥r(t)N dt (5.6)

Mathematically, the MTTF is the expected value of the ermabgbility density func-
tion, f(t), which can also be rewritten to use the cumulative distidoudf errors,F(t), as
shown in Equation (5.5), which can be simpli ed using int&pn by parts. In this work,
R(t) is used to denote theliability functionof the entire cache or memory, which consists
of N blocks of memory, each with the reliability functio(t). The reliability function is
equivalentto 1 F(t) and represents the probability that the device (block gelgrhasot
experienced a failure by tinte If the errors of each block are assumed to be independent
and identically distributed (i.i.d.), which is true for tlsase of no error correction, then
R(t) = r(t)N, giving Equation (5.6). A\ can be extremely large (8 GB of memory has
230 eight-byte blocks), a two pronged strategy will be used talyme and make use of
STT-RAM failure models: (i) precise analysis of the bloek«t| MTTF to characterize the
impact of the STT-RAM parameters followed by (ii) a numeliizdpased analysis of total
cache and memory failure rates.

Bit- ips for MTJs follow the Néel-Brown relaxation formal, making them exponen-
tially distributed [DLW" 07]. Thus, the probability that the MTJ will have switchedeaf
a time oft seconds follows Equation (5.4). In the presence of unif@mpgeratures, the
failure probabilities of an-bit block of STT-RAM MTJs will be independent, so the prob-

ability of having more thark errors can be determined by combining Equation (5.4) with
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Equations (5.7) and (5.8): Reliability function fomabit STT-RAM memory block

£ m t | t mi
r(t)= Prn(Errors k;t)= g | 1 exp - exp ‘ (5.7)
i=0
£ m t Ni t
R(t)= a | 1 exp ‘ exp N (m i) ?
i=0
t &1 mt ;N
exp N m-— a - — (5.8)
t i—o I t

a binomial distribution, which gives Equation (5.7). Thopuation is manageable for the
case of no error correctiok € 0) and for a single block, but it quickly becomes intractable
Blaumet al. introduced the idea of replacing this with a sum of Poissstridutions, as
shown in Equation (5.8) [BGM88]. Though not technically ag@se approximation unless
N is very large, the typically small value ¢t makes the difference almost indistinguish-
able.

Strong error protection is almost always used in storageds\o ensure reliable op-
eration, and it is also commonly used to improve the relighif caches and main mem-
ory [SPWO09], particularly for the last-level caches andmmaemory, which comprise most
of the data bits in the memory system. For performance, caahd memories typically
use Hamming-code SECDED schemes that add 8dihetk bitfor each 64 b data block,
which scales the total number of bits by a facto%ofl’he overhead of these check bits lim-
its the ef ciency of any error correction or detection sclegrsince they must also protect
themselves.

The rst analysis below, in Section 5.1.1, demonstrates 81a-RAM can achieve an
arbitrarily low failure rate simply by adjusting the therhséability. However, the capaci-
ties of modern caches and memories reqit® be over 70, which is much higher than
that estimated for real MTJs in Chapter 2. Because erroegption works to improve the
reliability, using it with STT-RAM makes it possible to sigrantly lower the requiredD,

as Sections 5.1.2 and 5.1.3 demonstrate for single bloeckfudirmemory arrays.
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Equations (5.9) to (5.11N m-bit STT-RAM without error correction

t

Prn(Errors= 0;t)= exp N m ? (5.9)
t 1

MTTF= N m™ Failure rate (5-10)

D In(to Failure ratg+ In(m)+ In(N) (5.11)

5.1.1 No Error Correction

For aN mbit STT-RAM memory array with no error correction or detent a
failure occurs when one or more bits are ipped, so Equatti)(can be reduced to
Equation (5.9). From this, the MTTF for the entire memory tencalculated and set
equal to the desired failure rate, as shown in Equation j5uBich can then be used to
solve for the minimum necessalty giving Equation (5.11).

Given a failure rate of 1000 FIT, Equation (5.11) gives thpestedD 427 for a
single MTJ. However, a 1 Gb device would requde 635 to reach the same relia-
bility. Compensating for an operating temperature of @dncreases this td 747,
which matches the required thermal stability that was joesly determined by Cheet
al. [CAD* 10, DSWN 10]. As in Chapter 4, the rst Intel Core i7 processor is used a
the baseline microarchitecture for the models presentesl Héhis processor series has a
shared 8 MB L3 cache along with two 32 kB L1 caches and a pria6kB L2 cache for
each of the four cores. This gives 9472 kB of total data s®(agcluding the tag arrays, er-
ror correction bits, and any other overheads), which regidr 71:1 to provide the same
reliability as SRAM.

These thermal stability values are signi cantly higherrththose used in Chapter 4
and even the values estimated for the published MTJ desig@sapter 2. This could be
because 1000 FIT corresponds to a MTTF of over 114 yearseben with a lower target
of ten years (11407 FIT), the 1 Gb memory still requii2s 61:1 without temperature

compensation. The cache similarly still requii2s 68:2, with temperature compensation,
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Equations (5.12) to (5.15)n-bit memory block with SECDED

Prm(Errors 1;t)= mexp (m 1) ; (m 1) exp m% (5.12)
Prm(Errors  2;t) = (m 1)2(m 2) exp m% (5.13)
mim 2) exp (m 1)%
+ w exp (m 2 %
ECC Block MTTF= % t (5.14)
EDC Block MTTF= m?rrr':z 1§S(Tn+ 22) t (5.15)

which demonstrates the effect of the exponential relaligmbetweenD and the single-
big MTTF, t. The rest of this section will omit the temperature compg&aosaas it is

independent of the error modeling, but it will be revisitadSection 5.4.

5.1.2 Single Error Protected Memory Block

Substitutingk = 1 for single-bit error correction (correctable errorspiquation (5.7)
simpli es to Equation (5.12), which is similar to that det@ned by Maestret al. [MR09].
Similarly for two-bit error detection (detectable errgrs3ubstitutingk = 2 gives
Equation (5.13). Performing the integration of Equatio)5gives Equations (5.14)
and (5.15), which imply that the block MTTF will be at leastutdded or tripled, for
correctable and detectable errors, respectively, thobhghi¢ reduced by the check bit
overhead.

Table 5.1 summarizes the failure modes, the required MT)Fahd the required ther-
mal stability ©) for a memory block withm-bits of data storage. The reductionDrdue to

error correction or detection is independent of the targiéirfe rate (F). Though SECDED
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signi cantly increases the reliability of a memory, neitliee correctable nor the detectable
block MTTF is reduced enough to signi cantly impact the nmmim D enough to offset
the increased area and energy costs of the 12.5% increalse imutmber of MTJs. This
demonstrates that order-of-magnitude improvements aressary to signi cantly reduce

the minimumbD.
Table 5.1: MTTF and for am-data-bit memory block
Block Size Failure Type Requiredt RequiresD
No ECC| mbits Undetectable| m=(Failure Ratg In(tp F)+ In(m)
ECC| $sm-bits | Uncorrectable m=(1:79 F) DnoEce 0:582
ECC| $smbits | Undetectable] m=(2:70 F) DnoEce 0:995

5.1.3 Error Protected Memory Arrays

Blaumet al. were the rst to simplify the reliability function for menmg arrays by using
the Poisson distribution, as given in Equation (5.8) [BGYM8&ey also demonstrated that
the MTTF of this function is equivalent to tHarthday paradoxrst analyzed by Knuth
for linear probing hash table collisions [Knu68], which iaetly given by Equation (5.16)
and closely approximated by its rst two terms, which areegivn Equation (5.17). This
function measures the expected number of bit- ips that wontcur until a double bit-

ip occurred, and can be used to calculate the MTTF with Eoueg5.18). Saletet al.
introduced a simpler form, given in Equation (5.19), thatlgs the adaptation of the block
MTTF to the array MTTF [SSP90].

The case of two-bit error detection is signi cantly more qaex. Though the three-
person variant of the birthday paradox can be expandedg# dot easily collapse into a
closed form solution. Modifying the simpler approximatioinSalehet al. by multiplying
by P 2 and replacing the square-root with a cube-root makes #iplesto see the analytic
behavior of the two error case. The block MTTF formulas caadegpted by dividing them

by P N, for one bit-error, an(?' N, for two bit-errors.
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Equations (5.16) to (5.19): Correctable MTTF approximagifor aN m-bit memory

_ NN g(N;N)
B(N) = W D) (5.16)
p N 1
Blaum's MTTF= +7 BN €
Nr m|
2 p N t
e PR L (5.18)
r _—
Salehs MTTR= P L (5.19)
T 2N m '

The above analytic formulations are useful for analyzirgtibhavior of the MTTF, but
the performance of modern computers makes it easy to nuatigiiictegrate Equation (5.6)
for an arbitrary range of parameters. Figures 5.1a and HaWw plots of the failure rate
against data capacity for the set of approximations as veetha numerically simulated
exact solution. Each curve is produced usindg = 1FIT, which givesD = 49:6, and
the horizontal line through the middle of the chart showsRERE value equivalent to a
ten-year MTTF. In Figure 5.1a, the approximations of botauBhet al. and Salelet al.
almost coincide with the exact solution for all but the smsticapacities. In both graphs,
the scaled block MTTF formulae are too optimistic, as th@ndmble to take the birthday
paradox scaling factor into account.

The fact that all of the approximations are able to track tka&ct solution demon-
strates that it is possible to factor the MTTF equations tato parts. The rst halfR,
accounts for the birthday paradox effect and is the numiesicaulation of Equation (5.20).
Equation (5.21) combines this with the second term comhmesingle-bit MTTF}, with
the number of bits in a block. The separation of terms makesssible to solve fot

and obtain Equation (5.22), a semi-analytic formula forrtheimum thermal stability. For
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Figure 5.1: Failure rates for memory arrays with SECDED
(Usingt 1= 1FIT! D= 496)
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Equations (5.20) to (5.22): Alternative MTTF form that gsvee minimumD inequality

Z, T TN

R(k;N;t! 1)= exp( N t) m dt (5.20)
0 izol!

Z
Pr(Errors k; t)th

0

Qox

MTTF= R(k N;t! ¥) rt—n (5.21)

D log(R (k; N; t! ¥))+ log(m) log(tp Failure ratg (5.22)

N 8GB,R(L;N;t! ¥) 1:2533andR(2;N;t! ¥) 1:6233, which makes it pos-
sible to convert this equation into an analytic approximmtif desired.

Recall that the objective of adding error protection to SYAM was to lower the re-
quired thermal stability. Figure 5.2 uses Equation (5.23)dtermine the thermal stability
required to obtain a ten-year MTTF for the same range of dapa@s in Figures 5.1a
and 5.1b. Using error correction lowers the minim@mequired for the 1 Gb memory
from Section 5.1.1 from 61 to 527. This reduction is easily large enough to accommo-
date the MTJ area required for the check bits, and is inlirta tie D for the MTJs tted
in Chapter 2 (after performing temperature compensatito)igh it is still signi cantly
higher than that used in Chapter 4. The minimDrfor correctable errors in the Core i7-
style cache system goes from:580 513, without temperature compensation, which is
just enough of a reduction to cover the additional area @amththough still higher than
the values used in Chapter 4.

The ability to tolerate uncorrectable errors signi canithyproves the MTTF, since at
least three errors must occur within the same cache lineuseca fault. The minimum
D for the 1 Gb memory and the cache system can be further redocéd6 and 488,
respectively. However, the upper-level caches close tptheessing cores are unlikely to

be able to take advantage of this, due to the higher likehadaheir holding dirty data.
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Figure 5.2: MinimunD required to get a 10 year MTTF

However, it is possible to use a variant of Equation (5.20ciallows only single-bit
errors for the L1 and L2 caches while continuing to allow tiberrors in the 8 MB L3
cache, which gives a minimu of 50:4. The L1 and L2 caches combined have a MTTF
of just over ten years, while the L3 cache has a MTTF of fty geaApproximating the
total MTTF of the entire cache system by summing the failates gives an estimate of
8.4 years. While a reasonable rst-order estimate, it isemely conservative since the
actual MTTF is 19% higher. Since modeling the total MTTF thigy intertwines the
parameters of each of the components, it is dif cult to chewoge component without

affecting all others.

5.2 Scrubbing and Refreshing

Section 5.1.3 showed that traditional single-bit errorredtion, dual-bit error detec-
tion (SECDED) is able to signi cantly reduce the minimubfor STT-RAM caches and
memories, especially if uncorrectable two-bit errors cantdierated. To further reduce

the thermal stability, it is now necessary to analyze atnigeict of scrubbing and refresh-
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ing, as was proposed in Chapter 4. Both scrubbing and refiggitermittently check the
contents of each SECDED-protected memory block.

A simple scrubbing scheme might periodically evict all aathes and memory pages,
which limits the maximum amount of time the data may residehiwithat level of the
memory hierarchy. More ef cient policies leave error-fréata blocks alone after check-
ing, while blocks with correctable errors will either be réten (removing the error) or
evicted [SSP90, MEFRO04]. For a data block that has not beeati etbby the software
(clean, detectable errors can also be silently ignored, as lorag@san copy of the data
exists elsewhere in the system. Falidy block which has been modi ed, an uncorrectable
error results in a fault that can be reported to the software.

Refresh schemes are a more active approach which attenkatsgeerrors from becom-
ing faults by much more frequent (usually hardware dirgotiglidation of each block's
check bits. Correctable errors are almost always rewrittesitu to preserve the block's lo-
cality in the cache or memory hierarchy, though unmodi eddils may simply be evicted,
as for scrubbing. As before, uncorrectable errors of matiidata represents a fault that
should be reported to the software.

Scrubbing has been proposed for SRAM caches and memoriesntave the effects
of soft errors [SSP90, MEFR04]. DRAM memory requires rdiieg due to the charge
leaking from the cell which must be replenished. STT-RAM nsi@herently permanent
non-volatile memory, given a low-enough operating temjpgea Furthermore, no action
is required if no error is detected, since most designs hawvedestructive reads (unlike

DRAM).

5.2.1 Basic Analysis

Though the differences between scrubbing and refreshirige raaifference in their
practical implementations, the mathematical analysif@two is identical as long as both

use deterministic intervals. Probabilistic scrubbings®gossible, though Salet al. have
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Equations (5.23) and (5.24): General form for scrubbirfiggehing Mean Time to Failure

Mef(t) = r(tref)i r t° (5.23)
t
i= —
tref
0=t i toe
Zy .
MTTE=  r(te)™' r tON dt
0
éé N i Ztref N
= a [r(trer) r(t)” dt
i=0 0
1 tref

re 0

shown it to be less effective [SSP90]. Assuming that eveoglbis refreshed (scrubbed)
everytes seconds, the reliability function can then be rewritter l[&quation (5.23). This
formula captures the fact that non-faulting errors ardeuant to all future refresh intervals.
In the case of an uncorrectable error, the block would algtueadve to be evicted,
but this equation assumes that it can be instantaneoudicheid. This is not an issue,
since evicting a block would automatically prevent it fromusing a fault. By apply-
ing a sequence of algebra and calculus identities, thistiequaan be simpli ed into
Equation (5.24). This integral is actually signi cantly meocomplex to evaluate than the

non-refreshing case since the integral will take on valué®th endpoints.

5.2.2 Refreshing a Single Memory Block

As before, itis useful to analyze the single-block MTTF bebausing Equation (5.24)
before looking at complete arrays. Sinbe= 1, that equation can be simplied to
Equation (5.25), which makes it possible to compute bothctireectable and detectable

MTTFs by calculating three smaller integrals. This giveserio Equation (5.26) for
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Equations (5.25) to (5.27): Single block MTTF with scruldpiefreshing

1 c|>( tref

Block MTTF= ——— g Prm(Errors= j;t) dt (5.25)
1 r(trer) i=0 0

Uncorrectable t m tref
= 1 m 1) — 2
Block MTTE ~ 1 r(te) m 1 ep (M 1) 5 (5.26)

m 1 t
T = 1 exp m -
m t

. 2m 1 .
lim Uncorrectable Block MTTE LU t Equation (5.14)
tref! ¥ m (m 1)
Undetectable t
= 5.27
Block MTTF 1 r(tref) ( )
m (m 1) tref
- 7 1 2) —
2m 2) exp (M 2) 5
m(m 2) tref
1 1 exp (m 1) e
+ (m D (m 2 1 exp m Fref
2m t
. 3m?  6m+ 2 .
trllf!rn¥ Undetectable Block MTTE m (m 1)nzm ) t Equation (5.15)

uncorrectable errors and Equation (5.27), both of whichveage to the non-refreshing
solutions calculated in Section 5.1.3.

Figures 5.3a and 5.3b show the single-block relationshipvéen D and tes for
Equations (5.26) and (5.27), respectively, when the faikate is 1 FIT. The tted lines
approximate this relationship using the overlaid formuka®d were determined by taking
the limit of these equations &g; approaches zero. The block MTTF formula matches the
derivation of Maestret al., who used a different method to arrive at the answer [MR09].
Though there is a sizable gap between the approximationhenedact solution, it is not a

signi cant limitation since it requires such a large valwe f.
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Figure 5.3: Scrubbing/refreshing ttedformulae for a single STT-RAM block
(Block failure rate is 1 FIT)

As expected from the exponential behavior of Equations(bahd (5.27), the mini-
mum D rapidly increases in step withys until it hits the non-refreshing limit. Performing
scrubbing every ten years is able to reduce a single-bl@xkismore than three, for single-
bit errors, and by more than ve for two-bit errors. Howevgnce this is longer than the
most expected lifetimes, it shows that it is not actuallyessary to perform scrubbing or
refreshing to obtain some of the bene ts. Equations (5.28) &.29) show the minimum
thermal stability formulas when using a value f@f below the crossover point. The slope

of these equations arises from the presence afghterms and their matching, supplemen-
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Equations (5.28) and (5.29): Approximation for minimumggdexblockD with refreshing

Single-bit Error Correction:

" #
1 1 . t

D = log w log(to Failure rat¢+ log ref (5.28)

2 2 to

Two-bit Error Detection:
n #

1 1 2 . t

D 3 log m (m g (m_2) log(to Failure ratg¢+ 2log tr—ef (5.29)
0

Equation (5.30): Full-array MTTF with precise approxinoatiusingR
1 Z tref
MTTF= —— r(t)N dt
1 (tref) 0
1 r(tref)N m

(5.30)

tal t terms. Section 5.2.3 will show that scaled versions of thdsek MTTF formulae

will be much more effective and useful than those for nomesfing error protection.

5.2.3 Refreshing Complete Memory Arrays

As previously stated, the non-in nite upper limit on the MFTntegral makes it ex-
tremely dif cult to simplify. Using the Poisson approxineatrom Equation (5.8), the inte-
gral for MTTF can be simpli ed to Equation (5.30) using tRefunction (Equation (5.20)).
This equation is indistinguishable from the precise restién used to calculate the mini-
mumD, but it is much easier to simulate.

Maestroet al. showed that the block MTTF formula with a factor ofN also works
for total MTTF [MRQ9]. Figures 5.4a and 5.4b show both theatsalution and the extrap-

olated block MTTF formula for a 32kB STT-RAM memory devicel\sed to guarantee
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Figure 5.4: MinimunD for 1 FIT failure rate for a 32 kB memory

a reliability of 1 FIT. The extrapolated block MTTF formula®rk exceptionally well for
both single-bit correctable errors and two-bit detectaters, using the same=lll factor.
As N is increased, the gap between the exact and approximatigosslicontinues to
shrink. Thus, while it is still best to uge to calculate the non-refreshing minimubrto
nd the crossover, itis not necessary when solving for amekieliability. However, unlike
for single blocks, the large capacity of modern cache and ongsystems eliminates th2
bene t from extremely long scrubbing intervals of ten or mgears. However, even fairly
long scrubbing intervals can have a signi cant impact@ras Section 5.2.4 will discuss

in more detail. Equation (5.31) restates the minimidiapproximations to include the=l
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Equation (5.31): MinimunDforaN m-bit STT-RAM memory withk-bit error tolerance
and at,ef refresh interval

n #

k .
é log m .I log(tp Failure ratg¢+ log(N)+ k log fref (5.31)
i=0 1+1 to

1
1+ Kk

D

factor for one- and two-bit error protection. Though notiesl, the equation may also

work fork> 2.

5.2.4 Optimizing Scrubbing and Refreshing

For SRAM and DRAM, a 25% improvement in the Mean Time to F&I(MTTF)
would reduce the failure rate by 20% (due to the inverseioglahip), which is a very
signi cant difference. However, it would barely affect tim@inimum thermal stability
for STT-RAM, since the exponential nature Dfrequires order-of-magnitude changes
in the MTTF. Section 5.1.3 demonstrated that error pratecteduces the requirdd by

10 (for the same failure rate), which corresponds with a ¢édn in the MTTF of an
individual MTJ by more than 2000 .

Scrubbing typically features long intervals that make gabfor implementation as
a software policy of the system. Figure 5.5 shows the mappgtween the scrubbing
interval and the minimunD for both the 1 Gb memory and the 9472kB cache system.
The black lines represent tlierequired to prevent uncorrectable failures (denoted by 1b)
while the orange lines represent undetectable failures (@me year scrubbing interval
only reducePD by 3%, one month scrubbing lowers it by5% for single-bit errors and

7% for two-bit errors, and one day scrubbing further impsothes to 8% and 11%.
Though these values seem somewhat small, recall from 8e2tlo3 that the write current
is either linearly or quadratically dependent on the patarsghat compris®. Thus, any
reduction inD makes it possible to either reduce the energy consumptida wnprove

performance by at least a matching amount. As discussediio8el.3, a reduction in the



104

planar area can also reduce the energy consumption of tine er@mory array, as long as

it also reduces the total memory cell's area.

A
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Figure 5.5: MinimunD vs. scrubbing interval for a ten-year MTTF

As previously mentioned, it is unlikely that allowing unoectable errors in the
upper-level caches can be tolerated. Using the conseevasisumption that failure rates
sum, the ten-year MTTF can be divided amongst the thirteffierednt caches: four
L1 instruction caches (IL1s), four L1 data caches (DL1syrfoni ed L2 caches (UL2s),
and one shared L3 cache (SL3). Providing an equal share dfiffig- to each cache
would be a bad idea, since each of the small upper-level sasbeald each get as much
error tolerance as the entire last-level cache. Insteaglcan use the common notion of
FIT-per-bit, where the acceptable failure rate is allocated on a pdrdsis [MEFRO04].
The complete 9472 kB cache system above with a ten-year MTaBFahfailure rate of
11407 FIT, which gives 1:4702 10 4FIT=bit. This can then be used to calculate the
minimum MTTF for the individual caches, as shown in Table 5Kote how the L3's
MTTF is very close to the total MTTF, since it comprises thgamgy of bits in the system,
and how the L1 caches are required to be signi cantly morialéd than either the L2 or
L3 caches. However, this is simply an artifact of the constive estimate for total MTTF,

as these parameters require thermal stabilities highar3& for all four cache types.
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Table 5.2: Failure rates and MTTF for each component of thre Gocache system

Cache Data Capacity = MTTF  Quantity Total Failure Rate

IL1 & DL1 32kB 2960 years 8 308 FIT
uL2 256 kB 370 years 4 1233 FIT
SL3 8MB 11.6 years 1 9866 FIT

| Total | 9472kB | 10years] — | 11407FIT |

Each of the caches in this design has different non-refngdbrequirement. However,
because both the number of blodk, and the failure rate appear in a separable fashion in
Equation (5.31), the FIT-per-bit dominates the thermdlitita for designs that use refresh-
ing. Figure 5.6 demonstrates this, since all three of theldiaes overlap each other, as do
the orange lines. The fact that the refreshing-based tHestaiailities are the same while
the non-refreshing ones are not means that each cache wallehdegree of improvement,

which is demonstrated in Table 5.3.
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Block Refreshing Interval ( tref)

Figure 5.6: MinimunD vs. refresh interval for a ten-year combined MTTF

Even one-minute refreshing reduces the minimum correetatbrD by 15-20%, and
corresponds to the L3 refreshing one 64 B cache line evernyngl58 hough one-second
refreshes only requires refreshing a line everyng,6the 1 ms refresh interval would re-
quire a L3 refresh every 7.6 ns. Accounting for the four irglegent banks raises this to
30.5ns, but this still has the potential to interfere withhrmal cache operations, depend-

ing on the cache read and write latencies. As expedded, reduced by an additional
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Table 5.3: MinimunD and % reduction for the Core i7 style refreshing cache system

Correctable Errors Detectable Errors
Refresh Interval 32kB 256kB 8MB 32kB 256kB 8MB
\ ¥ \ 54.2 \ 53.2 \ 51.4 H 52.5 \ 51.1 \ 48.9 \
1 minute 43.5 38.3
19.8%\ 18.2%\ 15.4% 27.1%\ 25.1%\ 21.6%
1ls 41.4 35.6
23.5%\ 22.0%\ 19.4% 32.3%\ 30.4%\ 27.2%
1ms 38.0 31.0
29.9%\ 28.5%\ 26.1% 41.0%\ 39.4%\ 36.6%

7% when uncorrectable errors are allowed. The extremedye legductions that refresh-
ing STT-RAM provides makes it much more useful for desigriingh-speed caches and
memory, as outlined in Chapter 4. However, Section 5.3 v@thdnstrate how adaptively

tuning the refresh interval can signi cantly improve thefoemance and ef ciency.

5.3 Thermal Modeling

Though scrubbing can de nitely work to create signi cantitetions in the minimum
D, it is still necessary to over engineer the memory devicectmant for the maximum
expected temperatures. With hardware controlled refngsliti is instead possible to adapt
the refresh interval to the current temperature. This saademonstrates how to estimate

the thermal behavior of a Core i7-like processor for a rarfdgegh-activity scenarios.

5.3.1 Power Modeling

Bedardet al. created a device to monitor each power rail in modern coerpsys-
tems [BLFP10]. They identi ed the CPU power consumption fi@ving one, two, three,
or four cores active for a Intel Core i7 processor. Becausg tised tight loops to load
the processor, the lower-level caches, memory controléerd interconnect are active but

idle. These values were scaled to Il the 130 W maximiihrermal Design Pro le (TDP)
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power limit of the rst Intel Core i7 processors [Int09a,0%c]. Linear regression obtains
an extremely accurate t on this data{R 0:9999), but there is freedom in choosing what
the per-core idle power is. In this work, the uncore (L3 cachemory controllers, etc.) is
assumed to be 20 W, the core idle power is just over 2 W, andithedctive core power is
27.5W.

A oor plan was made for the Core i7 processor using a higloltggon press-kit photo,

and is shown labelled in Figure 5.7 [Int0O8a]. The most obsifaatures on the die are the

Figure 5.7: Die photo of the rst Intel Core i7 processor 188]

four processor cores and their associated private 256 kBitRas. The memory controllers
are found at the top of the die, along with the general-puepgsut and output on the upper
left and right and the QuickPath Interconnect (a form of mpecessor communications
link) on the lower left and right. The shared 8 MB L3 cache igidid into four banks,
each with a data array and tag array marketdZadata _# andL3 tag #, respectively. The

communications between the devices on the chip occur thrdglL3_network or the
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gueues while the power control unitpcu) actively regulates the power consumption of
processor.

The linear regression for the idle and active power was usetsiate power traces that
were fed along with the oor plan into the HotSpot 5.0 thermaddeling tool [SSS03].
HotSpot's grid model is used with a 6464 grid, and the thermal simulation is run until
it has produced the steady-state temperature distribulibis is a conservative modeling
approach, since transient spikes in the power density wasldlt in even larger variations
in the temperature.

The core active power is spread evenly across the core antbtRs)though the large
differences between microarchitectural component powesgmption make this unrealis-
tic. A realistic model might not have as high of temperataiethe edge of the core block,
though it would have much higher temperature variationse @ihcore power is divided
equally amongst each of the non-core (and L2) components)gga power density of

15W=cn?. The con guration models the speci ed dimensions for the,dhermal inter-
face, and aluminum heat spreader [Int09c, Int09d]. Theeaf®e heatsink and fan [Int09Db]
were approximated using the new heatsink modeling feainre®tSpot 5.0 [HSG09].
Due to their large size, most modern heatsinks are builtgmédantly out of aluminum,
rather than copper, so some parameters were recalculatedthe methods described by
Karthik Sankaranarayanan in his dissertation [San09].

The new heatsink model makes it possible to both adjust asablli the heatsink fan,
which makes it possible to alter the thermal pro le withobtaging the power pro le. The
maximum speci ed fan speed of 3500 RPM provides the mostiogpivhile 1000 RPM,
the lowest speci ed, provides a more typical pro le [IntJ9B 0 get a worst-case scenario,

the fan is also disabled, which causes a signi cant incr@aseerall chip temperatures.
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5.3.2 Temperature Maps

Figures 5.8a to 5.8h show the resultant temperature masatdr combination of the
four active cores and the two fan speeds. The results witfathdisabled are excluded as
they produce fairly uniform temperatures. To provide theshibermally balanced results,
the active cores are placed as far from each other as pagbitlgh the other permutations
would be equally valid for real-world scenarios. Each camakibn results in a different
temperature for the L2 caches, and, in the case of three,caltefour L2 caches have
unique temperatures.

All modern processors have a maximum operating temperaiieh is de ned by
the manufacturer. This requires the current temperatube tmeasured, typically with an
on-die thermistor. For the Core i7 processor, if the tentpeeaexceeds the maximum,
the thermal trip is activated and all of the processor's functions are teateid [Int09c].
As such, the power management system attempts to keep tperatore below this level
by regulating the chip voltages and frequencies. If the ggeor's performance is already
being throttled to reduce chip temperatures, it is only ssagy for the caches to ensure
data correctness. Thus, a larger performance penalty dueite aggressive refreshing is
acceptable for transient temperatures near the therrpal tri

This maximum temperature is dependent on the processaigrdand manufacture,
and it could be as low as 8&, as assumed in this work, or higher than 100 When the
heatsink fan is stopped (dead), the L2 cache temperatesupdo 86 C, for one core, and
121 C, for four cores, while the L3 cache banks are 5€6oler. When the fan is active,
the temperatures of all units stayed well below 85

If a cache data array experiences a large temperature gtgthe difference between
the minimum and maximum temperatures), then it would beiplest® leverage this as part
of an adaptive refresh scheme. However, the L2 caches ottive aores have a maximum
thermal gradient of 3—4, which amounts to a variation iD of at most 0.5. Due to their

size, the L3 bank data arrays have a temperature gradienemy eon guration, though
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it still only reaches 5. The small impact t® combined with the lack of precision with
on-die thermistors (1-3 ), it is impossible to effectively exploit these small intsank

temperature differences.

5.3.3 Peak Temperatures

Focusing on the differences between the L2 caches and thadi®danks, Table 5.4
shows the maximum temperature temperatures for each o&tteedanks. The L2 caches
experience steady-state temperatures ranging fror@ %0 70 C, while the L3 banks see
51-64 C. Inactive L2 caches are up to 1@ooler, so it is important to have independent
temperature measurement and refresh control for each ll2cate L3 banks adjacent to
idle cores are only up to 3cooler than those next to active cores, though this incesi@se
8 with the intra-bank gradient.

Table 5.4: L2 and L3 cache maximum temperatures (in nea@)st

L2 Caches L3 Banks
0 1 2 3 0 1 2 3
3500RPM| 60 51 51 50| 54 52 51 51
1000RPM| 61 52 52 51| 55 54 52 52
deadfan | 86 77 77 76| 80 79 77 77

3500RPM| 61 53 53 61} 56 54 54 56
1000RPM| 63 54 54 63| 58 56 56 58
deadfan | 98 90 90 98| 93 91 91 93

3500RPM| 65 64 56 63| 59 59 56 58
1000RPM| 68 67 58 65| 61 61 58 60
dead fan | 112 111 102 110[ 105 105 102 104

3500RPM| 67 67 67 67| 61 61 61 61
1000RPM| 70 70 70 70| 63 64 64 63
dead fan | 121 121 121 121 114 115 115 114

4-cores| 3-cores| 2-cores| 1-core

The entire L3 cache could reasonably share a single tenyperateasurement, with
guard banding derived from thermal modeling to ensure ctress. However, each cache
bank already has independent access and control circsiitipyis work assumes that they

have independent adaptive refresh controllers. It is asduimat each controller has one
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or more thermistors which enable it to reliably measure thgimum bank temperature to
within 2 . Maximum performance must be guaranteed up toC7for the L2 caches and
up to 64 C for the L3 cache banks. Section 5.4 next describes how tthissenformation

to perform adaptive refreshing.

5.4 Adaptive Refreshing

With knowledge of the typical operating temperatures fragnt®n 5.3, it is now possi-
ble to design the memory device with a more optimistic viewhef operating temperature.
By adaptively adjusting the refresh interval based oncilreent operating temperature, it
is possible to reduce the energy consumption and improverpggnce more than simply
relaxing the retention-time did in Chapter 4. Though usingveer temperature at design
time will reduce the cache latency and energy consumpti@pitocessor must meet the tar-
get performancat the peak expected operating temperature. Below this ldwekefresh
rates can be dramatically reduced, which reduces wastedyeaed (hopefully) improves
performance further.

Above the expected operating temperature, the refresimmasé become progressively
more aggressive. If the single-bit correctable refresh cahnot be sustained at the operat-
ing temperature, then the cache can switch to the two-batdimible refresh rate, as long as
it ushes all dirty cache lines rst. This will likely reducgerformance, as uncorrectable
errors will result in that copy of the block being lost. In tbase of temperatures above
the approaching or exceeding the thermal limit, then pdriseocache (most likely the set-
associativevay9 could be dynamically disabled to reduce the refresh byndéich would
further reduce the performance. In a true runaway scerthgse measures should be able
to ensure data correctness against thermal faults up betidrocessor thermal management

hardware is able to throttle back the core power consumption
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Designing STT-RAM caches with refreshing combines the ajray temperature with
the desired refresh intervdles, to determine the required f@. The objective is to mini-
mizeD, so that the the latency and energy consumption is minimizbile maximizingtes,
which maximizes performance. Since STT-RAM writes are ahadways (see Chapter 2)
slower than reads, the performance impact of refreshingasity dependent on the frac-
tion of refreshes that require a writeback. Evaluating tising detailed architecture simu-
lation is dif cult due to the random nature of STT-RAM bit g for which Monte-Carlo
simulation would require tens-of-thousands of CPU hoursvimluate even a small work-
load. Section 5.4.1 considers statistical models for théop@ance and power consump-
tion, which make it possible to analyze the worst-case irmpaalytically. Section 5.4.2
uses these models to evaluate the ef ciency of various adapfreshing con gurations,
while Section 5.4.3 combines the models in this chapter sigtean adaptively refreshed

cache hierarchy.

5.4.1 Modeling Stochastic Performance and Energy

The primary detail lost by eliding the use of architecturawdiation is the knowledge
of whether or not a refresh operation affects the performamerformance will only be
reduced if the use of refreshing increases the latency ofuheing software's memory
operations. In reality, memory write operations will ongduce the performance of the
software if a subsequent read is delayed, but this work ceaseely assumes that they
have an equal impact. The use of out-of-order executiorgweie multithreading, or
sub-bank write buffering would be able to reduce the varietiin latency, which would
eliminate the performance impact. However, in the worsecscenario considered here,
every memory operation is on the critical path and coincwiéis the start of and is delayed
by a refresh, which always results in a software-visiblagel

The benet of analytical modeling is that the stochasticunatof refreshes may be

considered, and this work considers the impact of refrgsimnthree scenarios: (i) no
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refresh requires a write back, (ii) every refresh requiresite back (as in Chapter 4), and
(iii) the fraction of refreshes that require write backs afnats the probability of a line having
one or more bit- ips ater. The rst two scenarios de ne the boundaries of performatuoce

a STT-RAM cache that uses refreshes, while the third triesialate real-world behavior.
If the write back ratio (WBR)s de ned as the fraction of cache lines that require a write
back, then all three scenarios can be handled by Equatidg)(3-or a traditional SECDED

protected 64 B, there are 576 b in each cache line.

WBR =

8
% 0% Case (i): no refresh
E 100% Case (ii): every refresh (5.32)

tref

“1 exp Bits-per-lineT Case (iii): probabilistic

This work simpli es the modeling of reads, writes, and rsfies by assuming that each
can be modeled with Poisson distributions. Each has anahmate ( ) which de nes
the rate at which operations are expected to arrive at thieecaReads and writes arrive
according tol r and/ , respectively, while the refresh operations are assumedrive
at a rate off ¢; that is calculated using Equation (5.33). In reality, theval of refresh
operations is more deterministic than a Poisson distabuéillows. However, they are
become randomized in this model because of the consenags@mption that refreshes

always interfere with reads and writes.

Number of cache lines
re

Given an estimate for the rate of memory redds,and writes/ v, the ideal cache la-
tency can be modeled using Equation (5.34), Witandlr representing the read and write

latencies, respectively. Similarly, the latency overhdad to refreshing can be modeled
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using Equation (5.35). Rather than cycles, these equagienactually incycles per unit
time, and the sum of Equations (5.34) and (5.37) must be less higaciack frequency of
the cache to be physically possible. Given read and wrigntaés, this makes it possi-
ble to calculate the fraction of each cycle that the core dp&vaiting on the cache, given
by Equation (5.37). As necessary, this work will assume a 4 Gldck frequency for all
caches, as in Chapter 4. Because of the assumption thatheavill always slow down
memory operations when possible, it can be shown that tleetafé latency is equal to
Equation (5.36). This makes it possible to model the slowdbwtaking the ratio of the

effective latency with the ideal latency, which simpli es Equation (5.38).

Ideal Latency= Igr Ir+ lw Iw (5.34)

Refreshing Latency lres [ ref (5.35)

let= Ir*+(lw Ir) WBR

Effective Latency= Ideal Latency+ |, min(/ er; I R+ | W) (5.36)

Effective Latency
Clock Frequency

Overhead- (5.37)

Effective Latency
Ideal Latency
lret MIN(/ rer; I R+ 1 W)
Ideal Latency

Slowdown=

=1+

1+ W 1 WBR min(/ef, | R+ | w)

R

1+ (5.38)

IR+||—V%’ IW
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Ideal Power Er Ir+ Ew w (539)

Refreshing Powetr Eref [ ref (5.40)

- Refreshing E
Power Scaling: 1+ eiresning Energy

Ideal Energy
1+ 2% 1 WBR /e
= 1+ = (5.41)
I r+ E—\g I'w

The power ef ciency can be modeled in a similar fashion, @t¢bat there is no way
to avoid the energy cost of refreshing. The ideal power is tjiuen by Equation (5.39),
the refreshing power by Equation (5.40), and the powermsgdéictor by Equation (5.41).
Since these equations are being used to model the impacapfiael refresh policies, it is
logical to assume that the latency and energy parametec®astant, despitig.s changing.
As a result, the minimum possible slowdown or energy scasrig0%.

For the STT-RAM cache designs in Chapter 4, the write latevey between 1.25 and
3 times the read latency, while the write energy was 1.5 tarhéd the read energy. This
information can be directly used in Equations (5.38) and](}Sasl'—vF; andE—vF;. For reads
and writes/ g and/ v must be derived from actual workload behavior, and, for tR€LL3)
caches, are also dependent on the L1 (L1 and L2 for the L3 raciohe miss rates. To
obtain this data, a tool was written using the Pin dynamiakyimnstrumentation system to
count the number of reads and writes during program exet{ltioM* 05]. Data was then
aggregated from three independent runs of twenty-eighklads from the SPEC CPU
2006 benchmark suite (all but perlbench) using the testtifien06]. The read and write
rates for individual threads and processes within a run wenebined using the harmonic
mean, and the arithmetic mean and standard deviation attreshree runs was used as

an estimate for the actual behavior, though the deviatiom&®cluded below due to their
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Figure 5.9: Memory performance overhead of the DL1 cache
(Fraction of each cycle spent waiting on memory operatiddsG@Hz)
extremely low magnitude. The values were scaled to compefgathe less than 4 GHz

clock frequency of the test machine.

5.4.2 Modeling the Minimum Refresh Interval

The objective when using this model is to determine the lotuggand thus the highest
| ref) that can be tolerated by a STT-RAM cache. Figure 5.9 showanpact of refreshing
on the overhead of the DL1 for the the minimum, average, ankdmrman combined read-
write rates, withir = 1cycle andy = 3cycle. The calculation of s takes into account
the 32kB=64B = 512cachelines. In each case, the overhead always reachasimum
value once the refresh rate has overtaken the read-wrie satce each read and write
is assumed to be delayed by-1 'I—‘g’ 1 WBR. For the workload with the minimum
read-write rate goplex ), the overhead due to memory operations is insigni canthbo
with and without refreshing, and so will be excluded fromtlfier evaluation. Even the
workload with the highest read-write rataCtusADNlis far below the 4 GHz limit, though

the overhead is increased by more than 3Since the same scaling applies to both the
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average and maximum workload regardless of the write baek(&BR), the remainder
of this analysis will look at only the average of the worklead

The gap between the impact of 0% and 100% WBR demonstratesedtefor a more
realistic assumption. Combining the failure rates fromtidadcs.2.4 with Equation (5.31)
gives rise to Equations (5.42) and (5.43), for single-hibecorrection and two-bit error
detection, respectively. This makes it possible to cateutae expected WBR for each

refresh interval using Equation (5.32).

Correctable Errors: t  exp(20:712 p@ (5.42)

Detectable Errors: t  exp(14:859 trf° (5.43)

Figure 5.10 shows the slowdown caused by refreshing for th# for the WBR
case (iii), the statistically expected number of write tsdor the average of the work-
loads With'l—‘a’ = 3. The solid and dashed black lines show the same results BiR ¢éses
(i) and (ii) as Figure 5.9. However, the probabilistic WBRsea(iii) is indistinguishable
from the zero write base case (i), both for single-bit caable errors and two-bit de-
tectable errors, because the probability of either havibig & is well below one in 1000,
even for a 1 s refresh interval.

The horizontal gray line in Figure 5.10 represents a 5% stowig which should be
low enough to be mitigated by real-world hardware. The 1008tewback rate requires
tef=132n% to achieve this, while the other two cases intersect atheisiwv 44ns This is
somewhat below the refresh rate for the 2@signs in Chapter 4 (58) which had an
average slowdown of less than 2%. WBR (ii) can achieve thees¥dns refresh interval
only if a 15% slowdown penalty (5% tt—‘g) is allowed.

Modern rst-level caches are extremely good at satisfyiragtmequests, with measured

miss rates of less than 2% on real hardware [YouO7]. This worlservatively assumes
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Figure 5.10: 32 kB DL1 data cache slowdown from refreshing

that only 10% of L1 data cache accesses miss, helping to anodate less optimized
workloads. Figure 5.11a shows the worst-case overheach&2%56 kB UL2 using the
average of the workload read and write rates; 3cycle and',—"FZ = 3. As demonstrated in
Chapter 4, that the UL2 and SL3 are able to tolerate signtlydrigher write latencies and
refreshing without signi cantly affecting the performancFigure 5.11b shows the worst-
case slowdown for the UL2 with the slowdown limit raised byatbr of ten, to 50%. This
corresponds tte=362ns, which is signi cantly above the 1Frdesigns from Chapter 4,
but still well below the 19F.

Because the upper-level caches do a very good job at Itergggiests, it has been
demonstrated that the miss ratio for UL2 caches is higher tha DL1, despite having
signi cantly higher capacity [ST08]. This work assumesttR8% of the accesses to
the UL2 miss and go to the SL3, giving an aggregate scalingifat 2—30 of the original
read-write rates. This results in an even lower overheadn®rSL3 cache, as shown in
Figure 5.12a, witHg = 7cycles and'E = 1:75. However, due to the diminishing direct
impact of the SL3 on performance, the relative slowdown fier $L3 is even higher than

for the UL2, as shown in Figure 5.12b.
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Figure 5.11: 256 kB UL2 cache with refreshing overhead aoddbwn

Assuming the traf c is equally partitioned between the faulependent banks of the
SL3 cache, the overhead is kept below 0.3%. Since the peaforenimpact is negligi-
ble, the designer is thus free to choose the refresh inteH@lvever, it is impossible for
tref < 100n3 to both refresh and satisfy all of the processor requestgielrefresh intervals
will reduce the refresh energy (ignoring the indirect bered a smalleD). A t.e of 10 ms
balances these factors, though it is almost 20érger than that of the 1FFlesigns from

Chapter 4.

5.4.3 Designing an Adaptive Refresh Policy

The values fortes from the last section can now be used to determine the re-
quired D using the models from Section 5.1 and the target MTTF for ezaathe from
Section 5.2.4. These can then be adjusted using the peaktedpmperating temperature

from Section 5.3.3 to give the room-temperatide These values are summarized in
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Figure 5.12: 8 MB SL3 cache with refreshing overhead and dtown

Table 5.5 for the Core i7-style cache system previously id@ned, using the same peak

temperature for the L1 data cache (DL1) and the unied L2 eg¢h_2), and using the

peak bank temperature for the shared L3 cache (SL3). Debgitarge jumps in capacity,

the thermal stabilities all remain far below the non-refiieg D from Section 5.2.4.

Table 5.5: Summary of cache hierarchy temperature-conapetis

Correctable Detectable

tet  Tpeak Drpeac D300k  Drpe  Dsook

32kBDL1| 44ns | 70 C || 36.4 | 41.7| 28.9 | 33.0
256kBUL2 | 362ns | 70 C || 375 | 428 || 30.3 | 34.6
8MBSL3| 10ms|64 C| 39.1 | 439 | 325 | 36.5

The rst thing to address in designing a temperature-cdietticadaptive refresh policy

is the passage of time. The direct solution would be to dynaltyialter the refresh interval

as the temperature changes. However, it is simpler to idstea the temperature to adjust

the increment to a logical time value, as it requires no exttithmetic to adjust the counter
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after performing a refresh. In particular, by using a xedkgision counter and carefully
choosing the increments, the refresh can be triggered lectileg a carry into the ones
digit. Actually counting any whole numbers is unnecesdauyno increment must be able
to create a carry of two, which can be easily ensured by emgtine entries are at most
one. Figure 5.13 shows a block diagram of the componentsogicineeded to implement

this adaptive refresh controller.

I 0, S

Figure 5.13: Diagram of the temperature-controller adapefresh controller

The values for the time mapping table in Figure 5.13 are ddrising the refresh inter-
val calculated using Equation (5.44). These values aredtprsted using Equation (5.45)
depending on the number of lines in the cache and the freguénat which the adaptive
refresh controller will be operated. Subtracting the wiatency,l\y, from the refresh inter-
val guarantees that the refresh controller will be ableaa she refresh by the correct time
(in the case that a write is already active). Additionalhg table entries should be rounded
up, to ensure that the refreshing interval is never undemagtd by this system, and the

temperature must be rounded up when accessing the table.

i—om 1 N Failure Rate

(5.44)
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1 Number of lines
Table(T) = = (D Tw (5.45)

Having per-temperature refresh mode bits in the time mayaible makes it possible to
slowly transition from single-bit error correction to tviait error detection. Since ensuring
correctness with two-bit error detection requires haviogdirty data, it is necessary to
have intermediate states that will clear the cache contéiis example, the sequence of
refresh modes could be as follows: (i) single-bit error ection, (ii) change cache to write
through and passively write back dirty lines as they are,r@adactively locate and write
back dirty lines, and (iv) two-bit error detection. The pregsion of states in the table
should give enough time for the cache to evict all dirty libe$ore two-bit error detection
is used. If the refreshing behavior switched to two-bit edetection too early, then a
simple counter holding the number of dirty lines could bedugeraise a system fault. If
the time mapping table has both the single-bit error colwaand two-bit error detection
values, then the controller could wait to switch until alttdiblocks have been evicted,
though this would increase the space requirement.

Dynamic frequency scaling is easily supported if the steppawers of two, as long as
all table entries are still at most one for the minimum valueffand the maximum value of
T. Itis simplest to create the table for the lowest frequenoy right-shift the value before
addition, rounding up in the process. The storage requingsra the time mapping table
depends on the precision of the entries and the number eféiff temperatures included.
A realistic table might have 64 entries to cover 80to 96 C, giving a total of only 256 B
of read-only memory. Most likely, a form of programmable R@Muld be used, since
that would make it possible to calibrate the mapping timerdividual processors at the
factory. The only volatile storage required is the refreddrass register with increment-
by-one capabilities. For the 8 MB SL3, this requires one 16unter per bank. Even for
the DL1 cache, both the time mapping table and refresh asldegsster increases the total

storage by less than 1%, and most of that is read-only.
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Table 5.6 gives a broad comparison of temperature-comfehidand a proxy for the
required area for no error protection, no refreshing, xetteshing, and adaptive refresh-
ing. The thermal stabilities are calculated using the nagldescribed in this chapter, and
the area proportion is simply calculated@dN m. The unprotecte® are not higher due to
the conservative assumption that the total failures ratieesum of the component failure
rates. As described in Section 5.2.4, this technique is ex#ct for the unprotected case
(hence why itis not also in ated). The xed refreshing schenses the same refresh inter-
vals calculated in this section, albeit with=T85 C. All other results proceed as expected:
going from non-refreshing to xed refreshing redudedy 20-30%, while advancing to

adaptive refreshing reduces it by a further 6% (comparecea refreshing).

Table 5.6: Comparison of STT-RAM cache con gurations

DL1 UL2 SL3
Type D HArea D HArea D HArea

No Protection 69.8| 18.3 10° || 69.8| 146 1(° || 69.8| 4.68 10°

No Refreshing || 64.7| 19.1 10° || 63.5| 150 1C° || 61.4| 4.63 10°

Fixed Refreshing || 43.6| 12.9 10° || 44.7| 106 1C° || 46.7| 3.53 10°

Adaptive Refreshing| 41.7 | 12.3 10° || 42.9| 101 10° || 44.0| 3.32 1C°

No Refreshing || 62.7| 18.5 10° || 61.1| 144 1° | 58.3| 4.40 10°

Fixed Refreshing || 34.7| 10.2 10° || 36.2| 85.3 10° || 38.8| 2.93 1(°

2 b Detectablel 1b Correctable

Adaptive Refreshing| 33.0| 9.75 10° || 34.7| 81.8 1(f || 36.5| 2.76 10°
(All but the adaptive refreshing scheme uses 85 C)

The static improvement tb of adaptive refreshing is a signi cant improvement, but it
is only half the picture. Using the calculatédit is now possible evaluate the worst-case
performance and power scaling of the adaptively refreshedFBAM caches for each of
the temperature scenarios from Section 5.3. Figure 5.1dasskhe slowdown for each

of the caches, as well as a read-latency weighted combmafighe three. The same
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Figure 5.14: Temperature-dependent performance of asaqgtireshing

temperature is used for each of the caches, which SectisshbWed to be unrealistic. At
a thermal trip limit of 85C and above, all of the caches suffer severe slowdown, while
refreshing has a negligible impact on performance belows0

The corresponding performance overhead is shown in Figa#b5with the total sim-
ply being the sum of the overhead components, and the dasteeshowing the baseline
overhead for a SRAM cache hierarchy. However, this gure esait apparent that the
caches' ability to refresh stops at90 C, where the performance curves terminate. Though
this temperature is above the assumed thermal trip limstjlitimplies that the cache will
be unable to meet its reliability requirements for larg@siant spikes in the temperature.

A solution is to utilize the refresh mode bits present in theetmapping table to switch
the cache use the two-bit error detection refresh intertadure 5.15 demonstrates the
resultant overhead for having the SL3 switch at @0the UL2 switch at 95C, and the

DL1 switch at 100C. As discussed in Section 5.3, the objective is to maintairectness
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Figure 5.16: Power scaling of the adaptive refresh systeimavossover

until the thermal monitoring system is able to lower the temagures. Though the overhead
appears to against match the dashed SRAM baseline, keeméhthat, in the process of
switching, the cache has ushed all dirty lines and has bexamwrite-through cache. This,
when combined with the evictions that two bit- ips causellWmnit the actual performance.
The crossover points in Figure 5.15 were chosen to guaramgidonal SECDED be-
havior up to the maximum speci ed temperature. Howeverpfeg.16 shows the power
scaling for this con guration, which almost reaches,Q00 the idle power before the
SL3 switches to two-bit error detection mode. For the DEA= 0:1 andE—VFZ = 10, while
they are 0.25 and 4, for the UL2, and 0.75 and 3, for the SL3. hAtdéxpected peak
temperatures of 64—7Q, refreshing raises the the power fty-fold. Even shiftitige SL3
crossover point to its peak temperature would do nothingdace the high expected power
consumption. Ultimately, the cause of this is the choice b0 ans refresh interval, which

demonstrates why lowering the refresh interval unnecigsan be disastrous.
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Though the hardware overhead of the scheme is very smalparemeter selection
must be carefully performed to avoid poor performance orgragaling. However, unlike
a xed refresh scheme, the adaptive refreshing schemellisiste to dynamically reduce
its power overhead for typical temperatures. This sect@as demonstrated an adaptive
refreshing scheme for STT-RAM caches which lowers the taéstability by 5% over

a xed refresh scheme.

5.5 Summary

In Section 5.1, | have presented a detailed error model of AW caches and memo-
ries for single-bit error correction and two-bit error deten, both with and without scrub-
bing/refreshing. Using measured power data, | modeledhiertal behavior for a Core i7
style processor in Section 5.3, which produced temperathapes and peak temperature
measurements for one to four active cores, each with thet ieither full-speed, low-speed,
or stopped. Section 5.4 presented my analytic model fomesitng the worst-case perfor-
mance and power impact of cache refreshing, followed byni@eémentation details for
my adaptive refresh controller. Temperature-controllgdive refreshing minimizes the
runtime performance and power overheads, while also atigwifurther 5% reduction in
the thermal stability. As discussed in Chapter 4, this ndt shrinks the MTJs but also the
access transistors and peripheral circuitry, which resala multiplicative improvement to

the density, read latency, and energy consumption.
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Chapter 6

Conclusion

This dissertation has looked at many facets of using the nemvvolatiie memory
Spin-Transfer Torque RAM (STT-RAM) in designing memory tgyss. Chapter 2 de-
scribed the STT-RAM Simulation and Modeling System (ST&S), which includes a
parameterized model of magnetic tunnel junction (MTJ) belvaand STT-RAM cache
and memory modeling built into CACTI. This system was theedu® model and compare
three published MTJs for use in a high-performance caclgh-tapacity cache, and high-
density main memory. Though able to slightly improve thesilgnnone of the STT-RAM
high-performance cache designs functioned as a drop-ilacement for SRAM. The
traditional in-plane MTJ consistently had low performaacg high energy consumption,
However, both of the newer MTJ designs met or exceeded tllgoexformance and energy
of SRAM for 8 MB and larger devices, and the perpendicular M&gign was also able to
lower the write latency. At the same time, these designs h#shat twice the density of
SRAM, and the perpendicular MTJ approaches the densityrofradity DRAM.

With a density at most matching DRAM, STT-RAM does not cutiehave the density
to replace Flash. Chapter 3 instead demonstrated usingR&M-to augment a Flash-
based solid-state disk (SSD). By ltering all of the writatic through a STT-RAM-based

merge cachgthis system was able to reduce the average response timeraytinan 75%.
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Furthermore, because multiple writes to the same logiag jpae coalesced, this system is
able to improve the endurance of Flash-based SSDs.

Looking again at high-performance caches, the cause of diwepkerformance of
STT-RAM (both reads and writes) is the high write energy. Tigh write currents
required for fast switching require larger access traassswithin the cell and larger
peripheral circuitry without, both of which lower the detysincrease the energy consump-
tion, and reduce performance. Chapter 4 introduced theafledaxing the retention-time
of STT-RAM. Reducing either the free layer geometry or itggmetic parameters reduces
the amount of current necessary to obtain the desired smijsipeed. Thoughiitis possible
to use this to further reduce the switching speed, it is cpestly better to use the energy
savings to reduce the size of the cell and peripheral cicuiStorage-class” STT-RAM
caches (like this presented in Chapter 2) reduce the peafmcenby almost 10%. However,
| demonstrated that caches built with relaxed retentioretSTT-RAM nearly match the
performance of the original SRAM caches, while reducingttital energy consumption
by almost 80%.

To ensure correctness, Chapter 4 used a simple DRAM-stiyeshescheme. Chapter 5
starts by presenting a detailed model of STT-RAM errors, #rel bene ts of error-
correction, error-detection, and the impact of simpleedatnistic refreshing schemes.
To estimate the target refresh interval, | introduced a #@nspochastic performance and
energy model. Combining the refresh interval with the eigustthat | derived, one can
then determine the thermal stability required to meet aetafglure rate. Though it is
possible to use the maximum possible temperature, perfarenavill be reduced and
energy wasted if the cache is refreshing faster than negessestead, | demonstrated a
technique for estimating realistic operating temperawsing publicly available power
and layout information for the Intel Core i7 processor. Carng these models makes
it possible to decide both the refreshing interval and tlaratability to use. | lastly

evaluated aradaptive refresh policysing the stochastic performance and energy model.
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Optimized for the peak temperatures previously modelead,alows for a further 5%
reduction in the MTJ thermal stability. While a xed refresbheme always has the same
performance and power characteristics, temperature-altat adaptive refreshing is also
able to reduce the performance and power overheads duedshify for all temperatures

below the peak expected temperatures.

6.1 Future Work

It is possible to simplify the adaptive refresh policy désed in Chapter 5. This policy
requires at least one temperature sensor per cache bartkadnglobal or semi-global
temperature data could be combined with the measured aterto adjust the refresh
rate. By directly estimating the error rate, it is possildeatoid most of the dif culty
with estimating the thermal stability that manufacturirrgises. The temperature readings
would inform the policy about upcoming increases in thererate so that the refresh rate
can be temporarily boosted to prevent failures.

Once systems start using non-volatile memory for cachespitediately becomes pos-
sible to retain state beyond the application of power, mgas of the technology used.
This can be used for both the unintentional and intentiosadaval of power, though the
solutions differ widely. The rst case most likely needs tsedre support to correctly re-
cover the previous state of the program, and it has beenqurglyiinvestigated [CDC10].
The latter case however, corresponds with the widely pseger stateshat all modern mi-
croprocessors have. Storage-class non-volatile memadrii)Nvill retain the data forever,
SO no special management is necessary.

However, relaxed retention-time STT-RAM caches and meesaromplicate the issue.
Drops in the temperature combined with low-speed scrubbingfreshing can extend the
Mean Time to Failure (MTTF), but not forever. But, the devian utilize signi cantly

lower refresh intervals if it writes all dirty data to the lk@wg store upon suspend. Adding
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duplicate check bits or CRC coding would further improveéh®r detection capabilities,
thus lowering the scrubbing interval. If the cache hiergrohs increasing retention time
going from top to bottom, then the system atayfrom one power state into the next (all
caches, all but L1, all but L1 and L2, etc.). On resume, théesypulls the processor state
from either main memory or a high-reliability NVM buffer; perror-free lines that remain

in the cache can be used immediately for improved perforeahtaddition to reducing

the wakeup latency, it is not necessary for the software ¢addea priori what power state

it should enter.

6.2 Summary

Spin-Transfer Torque RAM (STT-RAM) is an exciting new teology that has the po-
tential to improve performance and reduce energy consoemptiroughout the memory
and storage hierarchies. Though lacking the density ofhFasl Phase-Change Memory
(PCM), STT-RAM's combination of high endurance and perfanoe makes it ideal for
use in scenarios where there is a much higher amount of waite.tIn this dissertation, |
have presented methods for modeling magnetic tunnel pme{MTJs) behavior, perform-
ing rst-order evaluations of STT-RAM caches and memoras] understanding the rela-
tionship between MTJ thermal stability and the reliabibfymemory devices. | have also
presented the STT-RAM merge cache that can improve thermpeafoce and endurance of
Flash-based solid-state disks (SSDs), the use of relaxexdti@n-time to improve the per-
formance and ef ciency of STT-RAM caches, and the adap#feesh policy which allows

the use of even smaller MTJs while guaranteeing reliableatios.



132



133

Acronyms
CMOS: Complementary metal-oxide semiconductor.:::::::::::::::3,9, 24, 36, 37
DDR: Doubledatarate::::::::iriirrirnirinninninnnnnininniiini i b4
DL1: L1datacache::::::::::::::73,76, 78, 80, 81, 104, 117-119, 121, 123, 125, 126
DRAM: Dynamic RAM:::::1, 2,4, 27, 29, 33, 34, 36, 45, 47, 49, 52, 62, 66, 72, 82, 83,
86, 87, 97, 103, 128, 129
ECC: Error Correction Code:::::i:riiirriirrinrinnnnnnnnnnnnnnnnnnnnn9l
EDC: Error Detection Code::::::riirriirrnirnnrnirnnnnnnnnnnnnnnniniol
FIT: Failure(s) InTime::::::::iiriiiiiiiiiiiiii:85, 86,90, 93,94, 104, 105
FTL: Flash Translation Layer:::::::::::::iii0000::38,42-45, 48, 49, 54, 55, 60, 62
HDD: Hard diskdrive::::::iiorrorriornnnnnnnninnnnnnnnnnnnni39
IL1: L1instructioncache:::::::i:rirriorirrniiiiiiiiiiiiiii 73,76, 80, 81, 104
IOPS: 1/O operations persecond:::::::::iiiiiriiiiiiiiiiiiiiiiiiiiii:39,55
LLG: Landau-Lifshitz-Gilbert ::::::ocrrirroornnrnrrrnnrnnnnnnnnnnnnnnnn 37
LRU: Leastrecentlyusedt::::::::i:crrioirrriniiniiiiiiniiiin b0, 53, 54, 60
MRAM: Magnetoresistive RAM::::::i:iiiiiiiiiiiiiiiiiiiiii:b,6, 36,47, 66
MRU: Mostrecentlyused:::::: oo b0, 53, 54, 60
MTJ: Magnetic tunnel junction:::::: i, viii, 5-14, 16-29, 31, 33, 34, 36, 37, 65, 67—72,
76, 77, 84, 85, 87-90, 92, 95, 103, 127, 128, 130, 131
MTL: Merge-cache translation layer:::: ;oo 49
MTTF: Mean Time to Failure::::::::85-88, 90-93, 95, 96, 98, 99, 101-105, 120, 130
NVM: Non-volatile memory.::::::::00riii:2-4, 37, 38, 41, 43-56, 60, 62, 130, 131
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96, 97,114, 126

SL3: Shared L3 cache::::::::i:iiiriiiiiiiiii73,78, 80, 83,104, 119,121, 125, 126
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