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Before We Start

•Next time (Mon)

� Sanjay Ghemawatt, Howard Gobioff, Shun-Tak Leung.  
The Google File System.
Proceedings of the 19st ACM Symposium on Operating Systems 
Principles (SOSP), Oct 2003.
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Schedule

Mon Wed Fri

LFS
RAID

31 2

7 9

14 16

21 23

Class mini-conference 
(5 papers)

28

NFS
AFS

SecVisor

7
Final exam
0900-noon

30

5 9

GFS
Trusting Trust
AuthN in Dis Sys

Locus
Singularity Project Due 

NOON! 18

Class mini-conference 
(5 papers)

Class mini-conference 
(4 papers) + awards
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Log-Structured File System

•How does it perform segment cleaning?

•How does it perform?
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Managing Free Space in LFS

•“most difficult design issue”

•Goal: Need large free extents for writing new data
� “Initially all the free space is in a single extent on disk, but by the time 
the log reaches the end of the disk the free space will have been 
fragmented into many small extents corresponding to the files that 
were deleted or overwritten.”

•Two potential solutions
� Threading leaves data in place (but also leads to fragmentation)

� Copying compacts data every so often (but considerable overheads)

•Do both
� Threading at a large granularity � Segments

� Need a table to track live segments: Segment usage table

� Copying at the block granularity
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Segment Cleaning

•“the process of copying live data out of a segment i s 
called segment cleaning.”

•Basic mechanism
� Segment summary block identifies information

� For file block, file number and relative block number

� Liveness can be determined by checking inode

•Four policy issues
� When to clean?

� How many segments to clean?

� Which segments to clean? (“an obvious choice is the ones that are 
most fragmented, but this turns out not to be the best choice”)

� How to group live blocks while cleaning?
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To Compare Cleaning Policies: 
The Write Cost Metric

•Intuition: Amount of Time disk is busy per byte for 
writing new data
� Including overhead of segment cleaning

•Definition

� Write cost expressed as multiplication factor (perfect: 1.0)

� 10.0 = 1/10 of max disk bandwidth is used for actually writing 
new data (rest of time spent in seeks, rotational latency, or 
cleaning)
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The Write Cost Metric (cont.)

•Utilization (u): Live blocks in segments being cleaned
� Not overall fraction of the disk containing live data

•Cost-performance trade-off (as in FFS)
� if disk space is underutilized, higher performance can be achieved but at 
a high cost per usable byte; 

� if disk capacity utilization is increased, storage costs are reduced but so 
is performance.

•Key to high performance: force bimodal segment 
distribution

� Most segments nearly full

� Few (nearly) empty segments
� Usually worked on by cleaner

� Result: high overall utilization, low write cost

� ISSUE: What policy/policies achieve this ?
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Initial Simulation Results:
Writing 4KB Files, Greedy Cleaning

•Hot-and-cold: 10% of files get 90% of writes
� Live blocks sorted by age during cleaning

•Uniform: All files are equally likely to written
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Effects of Locality and Grouping

Utilization drops slowly in cold segments
� Lingers above cleaning point for a long time

���������	
��
�������	��

Can We Do Better?

•Yes: Use bimodal cleaning policy
� Intuition: Free space in cold segments more valuable

� Implementation: Cost/benefit analysis

� Age: Most recent modified time of any block in segment
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Effects of Cost/Benefit Policy

Cold segments cleaned at 75% utilization

•Hot segments cleaned at 15% utilization
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Results
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Crash Recovery

•Based on checkpoints created in two-phase process
� Force all information to log

� Create checkpoint
� Addresses of a all blocks in inode map and segment usage table

� Time stamp

� Pointer to last segment

•On crash recovery, roll forward from last checkpoin t
� Update inode map and segment usage table

� Make directory entries and inodes consistent again
� Based on logged directory operations
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Small File Performance
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Large File Performance
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Real Usage Statistics
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Redundant Arrays of Inexpensive Disks (RAID)
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Amdahl’s Law
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Basic Idea
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RAID  LEVEL 0

•No replication

•Advantages:
� Simple to implement

� No overhead

•Disadvantage:
� If array has n disks failure rate is n times the failure rate of a single 
disk
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RAID  LEVEL 1

•Mirroring
� Two copies of each disk block

•Advantages:
� Simple to implement

� Fault-tolerant

•Disadvantage:
� Requires twice the disk capacity of normal file systems
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RAID LEVEL 2

•Instead of duplicating the data blocks we use an er ror 
correction code

•Drives have to be rotationally synchronized in order  
to get the benefits!

•Very bad idea because disk drives either work correctly or 
do not work at all
� Only possible errors are omission errors

� We need an omission correction code
� A parity bit is enough to correct a single omission
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RAID 3

•Simplified, cheaper version of RAID 2 
� Requires only a single redundant disk
� Employs parallel access, with data distributed in s mall strips.

•Requires N+1 disk drives
� N drives contain data (1/N of each data block)

� Block b[k] now partitioned into N fragments b[k,1], b[k,2], ... b[k,N]

� Parity drive contains exclusive or of  these N fragments

p[k] = b[k,1] ÅÅÅÅ b[k,2] ÅÅÅÅ ... ÅÅÅÅ b[k,N]
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RAID  LEVEL 4: block-interleaved parity

•Striping entity is a block
� Data interleaved across disks in blocks of arbitrar y size rather than in bits.

� Size of blocks = “striping unit.”

•Requires N+1 disk drives
� N drives contain data (individual blocks)

� parity drive contains exclusive or of the
N blocks in stripe

p[k] = b[k] ÅÅÅÅ b[k+1] ÅÅÅÅ ... ÅÅÅÅ b[k+N-1]
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RAID  LEVEL 5

•Single parity drive of RAID-4 is involved in every write
� Will limit parallelism

•RAID-5 distribute the parity blocks among the  N+1 drives
� Much better
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RAID 5: The small write problem

•Specific to RAID 5

•Happens when we want to update a single block
� Block belongs to a stripe

� How can we compute the new value of the parity block

...b[k+1] p[k]b[k+2]b[k]
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First solution

•Read values of N-1 other blocks in stripe

•Recompute

p[k] = b[k] ÅÅÅÅ b[k+1] ÅÅÅÅ ... ÅÅÅÅ b[k+N-1]

•Solution requires
� N-1 reads

� 2 writes (new block and parity block)
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Second solution

•Assume we want to update block b[m]

•Read old values of b[m] and parity block p[k]
•Compute

p[k] =  new b[m] ÅÅÅÅ old b[m] ÅÅÅÅ old p[k]

•Solution requires
� 2 reads (old values of block and parity block)

� 2 writes (new block and parity block)
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CONCLUSION (I)

•RAID original purpose was to take advantage of 
Winchester drives that were smaller and cheaper tha n 
conventional disk drives
� Replace a single drive by an array of smaller drives

•Nobody does that anymore!
� Main purpose of RAID is to build fault-tolerant file systems that do not 
need backups
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CONCLUSION (II)

•Low cost of disk drives made RAID-1 attractive for small 
installations
� We have now very cheap Serial ATA RAID controllers

•Otherwise pick RAID-5 for higher parallelism
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In 2 Slides: RAID (1/2)
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In 2 Slides: RAID (2/2)

•Level 0 (“non-redundant striping”)
� Good: large requests
� Bad: small requests; MTTF (no redundancy)

•Level 1 (“mirrored disks”)
� Good: fault tolerance
� Bad: Double the cost of storage

•Level 2 (“memory-style error-correcting codes”)
� Bad: must be rotationally synchronized; hamming code

•Level 3 (“bit-interleaved parity”)
� Good: fastest for large-file transfer 
� Bad: what happens if parity disk fails?

•Level 4 (“block-interleaved parity”)
•Level 5 (“block-interleaved distributed parity”)

� Good: Higher I/O rate for writing data; no dedicated parity disk
� Bad: Not as fast as RAID 3
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Distributed File Systems
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File systems - UNIX file system operations

filedes = open(name, mode)
filedes = creat(name, mode)

Opens an existing file with the given name.
Creates a new file with the given name.
Both operations deliver a file descriptor referencing the open
file. The mode is read, write or both.

status = close(filedes) Closes the open file filedes.

count = read(filedes, buffer, n)

count = write(filedes, buffer, n)

Transfers n bytes from the file referenced by filedes to buffer.
Transfers n bytes to the file referenced by filedes from buffer.
Both operations deliver the number of bytes actually transferred
and advance the read-write pointer.

pos = lseek(filedes, offset,
whence)

Moves the read-write pointer to offset (relative or absolute,
depending on whence).

status = unlink(name) Removes the file name from the directory structure. If the file
has no other names, it is deleted.

status = link(name1, name2) Adds a new name (name2) for a file (name1).

status = stat(name, buffer) Gets the file attributes for file name into buffer.
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Distributed file systems – (arguably) required trans parencies

•Access transparency
� local and remote files to be accessed via identical operations.

•Location transparency.
� Enables access without knowledge of their location (uniform 
namespace)

•Mobility transparency
� Files and clients can move without affecting the operation

•Performance transparency
� System can reconfigure to improve performance  as loads vary
� OR: “client programs should continue to perform satisfactorily while 
the load on the service varies within a specified range.”

•Scaling transparency
� Expand in scale without change to the system structure
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Distributed file systems – other possible 
requirements

•Concurrent file updates.
•File replication.
•Hardware and operating system heterogeneity.
•Fault tolerance.

� E.g., at-least-once with idempotent operations
� E.g., stateless

•Consistency 
� e.g., UNIX “one-copy update semantics”: multiple clients and single file: 

� READ following WRITE returns the value just WRITTEN
� TWO WRITES followed by a READ, READ returns value stored by SECOND write  

• but what if files are cached?

•Security.
� Authentication of requests, access control on files/dirs, confidentiality of data 
moving back and forth

•Efficiency.
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Issue #1: What model of file read/write?

upload/download model: 

work done at client

remote access model: 

work done at server
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Issue #2: view of filesystem

•Issue : can a directory 
point to a file not 
physically resident on 
the local machine?

•Issue : Should all 
machines have exactly 
the same view of the 
directory hierarchy? 
(mounting )
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Issue #3: lookups

•Different ways to lookup a/b/c
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Issue #4: Caching

• Four potential places to store files in client-server ar chitecture: 
� server disk

� server main memory

� client disk

� client main memory

•Caching on server: what is cached? files or disk bl ocks?
•Caching on client

� eliminate network traffic

� where to put it? user process, kernel, cache manager server 

•Inconsistencies because of caching
� write-through policy

� delayed write

� write-on-close (session semantics)


