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Abstract

VPO or Very Portable Optimizer is a retargetable optimizer that operates on a low-level, machine-independent representation called RTLs (register transfer lists). VPO is retargeted by providing a machine description (MD) of the target machine, and revising a few machine-dependent routines. It is in this framework that we have added support for Zero Overhead Loop Buffers (ZOLB) and conversion to ‘count down to zero’ loops. Once incorporated into the VPO framework, these two optimizations are now available across other targets by just supplying a few machine specific parts. We have demonstrated this by retargeting the loop count down code improvement to three different targets.  For each target, only about eighty lines of machine dependent code were added to support this optimization.

Implementation

Certain important guidelines were followed in the design and implementation of the above optimizations. We tried to minimize the code needed in the machine-dependent part. The interface between the machine-dependent part (MDP) and the machine- independent part (LIB) was designed, keeping in mind possible issues that could arise on various targets. For example, it is not good design to assume that all registers of the same type as the loop control variable, are potential count down candidates. On some targets it may be useful to convert a loop to count down only if the count down register is a special hardware register (ECX on x86). 

Existing functions were re-used wherever possible. Newly added functions were written such that someone needing the same functionality in future, could re-use these functions. Also it should be possible for targets that do not support or need an optimization, to easily ‘refuse’ the optimization.

Support for ZOLB

A Zero Overhead Loop Buffer (ZOLB) is an architectural feature commonly found in Digital Signal Processors (DSPs). A typical ZOLB support instruction specifies a start label, end label and a count. The instructions from start label to end label are executed count number of times. Many DSP algorithms involve tight loops and ZOLB is a hardware technique to minimize loop overhead without adding much code size or power overhead. Since both code size and power are important considerations for DSP applications, ZOLB support becomes more significant in a DSP compiler, compared to other loop optimizations like loop unrolling.

Discussion of ZOLB support for the TMS320C54X

The TMS320C54X supports two kinds of repeat instructions – the single instruction repeat and the block repeat. 

The single instruction repeat is of the form

 rpt #count

    instruction
The count is a 16 bit immediate value. The instruction being repeated is on the next line and will be repeated count + 1 times.

Example

 stm _A, ar0

 rpt #(128-1)

 st #0, *ar0+
AR0 is one of the address registers on the TMS320C54X. The address registers are used to hold memory addresses and they support a variety of addressing modes.

The above sequence initializes the memory between _A and _A+128 to 0.S

The block repeat can be used to repeat a block of code containing one or more instructions. The Block Repeat Counter (BRC) register is loaded with ‘count-1’, if count is the number of iterations desired. The rptb instruction specifies the ending address of the block. The starting address is the address of the instruction following the rptb.

stm #127, brc

rptb L1_end

st #0, *ar0+

L1_end:
Issues faced while adding ZOLB support for the TMS320C54X

First an appropriate RTL representation for the repeat block and repeat single instructions on the TMS320C54X had to be decided upon.

A new class of registers was added to VPO to represent the registers involved in the repeat instruction. The above repeat block assembly example is represented below in the form of RTLs.

1. BRC=127; 

  

( Block Repeat Count

2. RSA=L1; REA=EN[L1];  

( Repeat Start Address   

and Repeat End Address

3. L1:

4. 

w[0]=w[0]+1;W[w[0]]=0;

5. PC=BRC>0,L1; BRC=BRC-1;
 
( Not a real 

instruction, this jump is implicit.
When the RTLs are emitted as assembly (as part of a final pass), RTL number 5 actually becomes the end label of the block.

The block repeat instruction (rptb) specifies only the ending address of the block. The start address is always the instruction following the rptb. VPO normally is free to move instructions around as long as it doesn’t violate the control flow or the data flow. So we had to find a way to bind the rptb instruction (RTL) to the next instruction. We decided that the best way to deal with this was to leave it to the final phase of VPO that runs just before the assembly is emitted. In this function (regs.c:adjust_rpt_blocks() called from fixentry()) MDP traverses the RTLs in the function, locating rptb instructions that may have got separated from their blocks – and re-attaching them to their blocks. Since each rptb RTL has the start label as part of the RTL and because a repeat block cannot have more than a single block, it is easy to locate the block that belongs to the rptb RTL. Sometimes the loop pre-header may be separated from the loop body and the resultant control flow structure is shown in Figure 1.
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Figure 1 Repeat instruction is physically separate from the loop body.
adjust_rpt_blocks() handles this case, by inserting a new block as the pre-header of the loop, physically above the loop body. The old pre-header is changed to jump to this new block. The RSA=L1;REA=EL[L1]; is the RTL representation of the repeat instruction. The result is shown in Figure 2.







Figure 2. After adj_repeat_blocks()
There is a whole set of instructions on the TMS320C54X, that cannot appear in a repeat block. inst.c is the file that describes each instruction on the target. In inst.c every unrepeatable instruction is flagged UNREPEATABLE. LIB code for repeat conversion simply scans through all the RTLs in the loop to see if any unrepeatable instructions are present. An additional issue here is how to handle instructions that are unrepeatable, but that disappear after the conversion. For example, on the TMS320C54X, no branches are allowed within a repeat block. However the original loop before conversion does have a branch. To solve this problem, we require the machine description to provide LIB with the set of RTLs that are involved in the compare and jump. These RTLs are going to be replaced and hence LIB doesn’t check for their repeatability.

Another issue we faced was that VPO doesn’t emit the label of a control block, if it cannot find a jump to that label. The RTL for the rptb instruction references the ending label, but doesn’t have a jump to the ending label. So if the label of the control block after the repeat block was used as the end label in the rptb RTL, that label would not appear in the output assembly, and we are left with a reference to a non-existent label in the rptb instruction. Our solution was to represent the end label as EL[startlabel] in the rptb RTL, and map EL[startlabel] to startlabel_end (mangle the start label in a pre-determined way). Thus when VPO assembles the rptb RTL, it emits the mangled form of the start label. The same mangled label is emitted when the implicit jump RTL at the end of the block is assembled. This method avoids having to name the end label till the assemble phase.

Interface between LIB and MDP for ZOLB support

LIB-MDP interface is explained with the example in Figure 3. Figure 3 is the RTL representation of a typical loop before conversion on the TMS320C54X.

Figure 3
RTL representation of a typical loop on the TMS320C54X

The loop after conversion to a block repeat is shown in Figure 4.

m[3] is the Block Repeat Count (BRC).

m[4] and m[5] are the repeat start address (RSA) and repeat end address registers (REA).

1.
m[3]=9; (Block Repeat Count)

 

2.
m[4]=L1;m[5]=EN[L1]; 


 
3.
L1:

4.

w[0]=w[0]+1;W[w[0]]=0;

5.
PC=m[3]>0,L1;m[3]=m[3]-1;   

 
(The last RTL is simply converted to a label when outputting the assembly)

Figure 4
Loop after conversion to block repeat instruction.

MDP needs to provide LIB with certain information.

1. LIB needs to know which RTLs are unrepeatable, so that it can detect loops that cannot be converted. In the above loop, RTL 6 would be marked unrepeatable by MDP because jump instructions aren’t allowed in a repeat block. MDP marks an instruction unrepeatable, by turning on the UNREPEATABLE flag in the ikind field, in inst.c.

2. MDP provides LIB with the list of RTLs involved in the compare and jmp. MDP has to implement the md_get_cmp_jmp_rtls() function in rtl.c.

In Parameters

 

loop - the loop we are working on

rtlptr - the RTL that has the comparison of the loop exit condition

sptr   - the induction variable

Return

 list of rtls involved in the compare and jmp.


Prototype

struct llist *md_get_cmp_jmp_rtls(struct loopl *loop, struct list *rtlptr, struct setlist *sptr);

Since these RTLs disappear after the conversion, this information is used by LIB to decide how many instructions remain after the conversion. In Figure 3, this list would be RTLs 4, 5 and 6. These RTLs take the value of w[0], compare it to the value that represents the loop exit condition (_A + 10), and jump to L1, if the loop exit condition isn’t met. 

LIB can pass the number of remaining instructions to MDP, which can then decide whether to use single repeat or block repeat.

Also when checking for unrepeatable instructions, LIB has to ignore the compare and jmp RTLs since they are replaced during conversion.

3. Information on the elements of a comparison (the register, the expression that the register is being compared with, and the relational operator) is useful for LIB to calculate the expression representing the iteration count of a loop. In the example in Figure 3, the elements of the comparison are 

a. w[0] in RTL 4, which is the register we are comparing.

b. _A+10 in RTL 5, which is the expression that w[0] is being compared with.

c. The ‘<’ relational operator in RTL 6.

MDP has to implement the comparison() function and the exit_cond() function in rtl.c. There two functions are also used by other parts of VPO, like strength reduction, induction variable elimination and code motion.

comparison - determine if the RTL is a comparison and return the elements

In Parameters


rtlptr – the RTL being examined.

lin     - the buffer that contains a copy of rtlptr->val.

reg    - the induction variable involved in the comparison.

Out Parameters

expr  -  the value/register that 'reg' is being compared to.

*ptr1 - points to 'reg' in 'rtl'.

*ptr2 - points to 'expr' in another RTL.


Return

TRUE if this RTL is a comparison and if the elements could be determined.

FALSE otherwise.

Prototype

int comparison(char *lin, struct list *rtlptr, char *reg, char *expr, char **ptr1, char **ptr2);

exit_cond - locate the "control variable" of a loop and its exit value

In Parameters


loop     
- the loop being analyzed.


cblk      
- the exit block in this loop

loops_back -  TRUE if the compare and jump instruction jumps back into the loop.

Out Parameters

control
 - the control variable 

value     - value to which the control variable is being compared with

relop     - branch condition

Return

TRUE if the function was successful in finding the control variable, its exit value and the branch condition.

Prototype

int exit_cond(struct loopl *loop, struct bblock *cblk, int loops_back, char *control, char *value, int *relop);
4. LIB needs to know how to initialize a register to an expression on this target. LIB needs this so that it can emit the RTL needed to initialize the block repeat count register to the iteration count. So MDP has to implement the sr_init() function. This function is used by other parts of VPO too.

In Parameters


loop is the loop being optimized.


reg is the register that has to be initialized.


expr is the value to which this register needs to be initialized.

Return

TRUE if this function succeeded in adding the required rtls to the loop pre-header.

FALSE otherwise.

Prototype

int sr_init(struct loopl *loop, char *reg, char *expr);

5. LIB has to allow MDP to emit the actual repeat RTLs. Figure 4 shows the repeat RTLs. This done using the md_convert_rptblock() function.

In Parameters

loop - the loop we are working on

rtlptr - the RTL that has the comparison of the loop exit condition

lin    - the buffer used in call to comparison() by LIB

sptr   - the induction variable 

loops_back – TRUE if the exit condition branches back into the loop

Out Parameters

expr   - the expression that the induction variable is being compared with

ptr1   - pointer into the RTL string, pointing at the induction variable

ptr2   - pointer into the RTL string, pointing at start of 'expr'
reg    - return the counter register

Return


TRUE if conversion successful.


FALSE otherwise.

Prototype

int md_convert_rptblock(struct loopl *loop, char *lin, struct list *rtlptr, struct setlist *sptr,  int loops_back, char *expr, char *ptr1, char *ptr2, int* single_rpt, char *reg);

LIB does the following

1. Checks for unrepeatable instructions in the loop, by checking the UNREPEATABLE bit in the ikind field of each RTL.

2. Determines the number of instructions that will end up within the repeat block. MDP can use this information to decide whether to use single instruction repeat, if that is supported on that target. In Figure 3 and 4, the number of RTLs that remain is just one (RTL 4).

3. Identifies the loop control variable and increment points. In Figure 3, the loop control variable is w[0], and the increment point is RTL 4 (ie: the RTL that updates the induction variable).

4. Analyses the uses and life-time of the loop control variable to determine if the control variable’s increment points can disappear. This is part of the analysis that determines the number of instructions that remain after the conversion. In Figure 3, the increment point is RTL 3. However since it doesn’t occur in a separate RTL and has other effects in the same RTL, the RTL cannot be removed.

5. Finds the iteration count of the loop. This requires careful analysis of the start and end values of the loop control variable as well as the loop structure (it should have only a single exit block). Knowing the iteration count is important for MDP. For example, on the TMS320C54X, a loop that has only one effective instruction can be converted to a single repeat only if the iteration count is a 16 bit constant. If the value was only available in a register, the loop cannot be converted to a single repeat.

Figure 5 and 6 below show a loop that has been converted to use a single repeat instruction. Figure 5 is in RTLs, while Figure 6 is in assembly. In addition to avoiding branching overhead, conversion to a single repeat on the TMS320C54X also allows certain instructions to be executed in 1 cycle within the loop, though the normal cycle count for that instruction is more than 1 cycle. Note that the single repeat has an immediate field, and hence the repeat count is set in the same RTL as the repeat start address and repeat end address. The single repeat uses an internal programmer-hidden register (RC) to maintain the repeat count.

b[0] is RC.

b[1] is the internal register that stores the repeat start address.

b[2] is the internal register that stores the repeat end address.






Future Work

Repeat single instructions on the TMS320C54X can auto increment a direct memory access. For example if the memory move represented by W[_a]=W[_b] is placed within a repeat single instruction, it actually becomes a block move. For now, we have disabled direct addresses within the single repeat. Supporting the auto increment on a direct memory address can help free up registers from within the loop.

It is important to add checks within VPO that would disallow changing the code within a repeat block without consulting the machine description. In many targets, a loop can be made repeatable only if it can fit within a fixed sized buffer. This is not a problem on the TMS320C54X because a repeat block need not fit into the internal buffer. 

When doing block memory operations within a repeat block, it is possible to do a memory to memory move using a special dual memory addressing mode. However this addressing mode allows only certain address registers to be used. So it may be advantageous to analyze such block memory operation loops and remap registers appropriately.

Retargetability 

205 lines of C code were added to MDP to support repeat blocks on the TMS320C54X.

322 lines of C code were added to LIB to support repeat block conversion.

Conversion of loops to count down to zero

Most architectures have a compare to zero instruction. Comparing with any other constant usually requires another instruction. Also some targets have a single instruction that can decrement, compare and jump. This makes it advantageous to convert loops to count down to zero, instead of counting up to a constant. In the case of loops that have a non-compile time determinable, but loop invariant number of iterations, converting to a count down loop frees up the register that holds the loop invariant count. This is because when counting up, this register is needed on each iteration to do the comparison that checks for loop exit condition. On the other hand when counting down, the loop starts at the loop invariant count and counts down to zero. Hence one register less is used within the loop.

Discussion of the TMS320C54X count down to zero conversion

The TMS320C54X has a decrement, compare and branch instruction – banz. The banz instruction has the following form

banz pmad, Sind

pmad is a program memory address.

Sind is an address register with optional auto-incr/auto-decr modes.
The RTL representation for banz with auto-decr mode

PC=(w[0]-1)!0,L1; w[0]=w[0]-1;

Figure 7 shows an example of how a loop gets converted to a count down to zero loop.







The sequence in Figure 7.a could not be folded down because it compares w[0] with a constant (10 in this case). The count down loop conversion changes the loop to count down to zero from 10. The new sequence is shown in Figure 7.b, and also below.

w[0]=w[0] - 1;

( Increment changed to decrement

r[0] = (w[0]{24)}24;

r[0] = r[0] - 0;
( Note that the comparison value is now 0

PC=r[0]!0,L1;

( The relational operator has been  

changed to a not equals.
After instruction selection, the above sequence folds down into

PC=(w[0]-1)!0,L1; w[0]=w[0]-1;     {banz L1, *ar0+}

Because of this large reduction in the number of instructions, MDP for the TMS320C54X returns all the address registers as potential count down candidates. This means that even if the current loop control variable cannot be eliminated, VPO tries to find a free address register and use that to do the count down.

Discussion of the x86 count down to zero conversion

The x86 has a loop instruction that does a decrement, compare and jump on the ECX register. The loop count is loaded into the ECX register, and the loop instruction is used at the loop exit to jump back to the start label of the loop if the current value in ECX is not zero. See the example below.


mov 10, ECX

L1:

 
Loop body


...

loop L1
The above loop executes 10 times.

Figure 8 shows how the loop gets converted to a count down loop that uses the loop instruction. This loop has an iteration count that is held in r[6]. Let us assume that r[6] is a loop invariant register and is not compile time determinable (for example, value of r[6] depends on program input). Note how after the conversion, r[6] is no longer used within the loop.

r[4] is the ECX register. On the x86 only the ECX register can be used to do a count down, compare and jump in a single instruction. If ECX is live across the loop and not used within the loop, VPO will spill it, use it for count down and reload it at the loop exit.







Discussion of the SPARC count down to zero conversion

The SPARC being a RISC machine doesn’t have any decrement, compare and jump instruction. The only advantage of converting a loop to count down is that we can get rid of one extra comparison. Thus this is worthwhile only if there is no other strength reduced induction variable that could be used to test the exit condition, and if the current induction variable itself can be converted to count down. That is, if there was another induction variable that anyway needs to be maintained in the loop, it is not worthwhile creating a new induction variable that counts down. So the SPARC MDP returns just the control variable back to LIB as a potential count down candidate. Hence LIB is restricted to converting only those loops whose control variable is neither live out nor used within the loop in ways other than for induction. Figure 9 shows an example conversion.




Interface between LIB and MDP for the count down support

The information supplied by MDP to LIB

1. MDP has to supply the list of registers that are candidates to form the count down to zero induction variable. For example on the x86, only the ECX register is allowed in the ‘loop’ instruction discussed above. On the SPARC, even though all registers are candidates, MDP only returns the current loop control variable because it isn’t worthwhile introducing a new induction variable in the loop for SPARC. On the TMS320C54X all the address registers are returned. The function used is md_can_convert_count_down().
md_can_convert_count_down – Return TRUE if there is no machine-dependent reason not to convert.

In Parameters

loop - The loop we are working on

sptr - The loop control variable

used_in - TRUE if sptr has a use within the loop (other than the

increment points and the exit comparison).

used_out - TRUE if sptr is live out of the loop.

loops_back – TRUE if the exit condition branches back into the loop


      Out Parameters

counter_regs - list of potential counter registers.


      Return

TRUE if there is no machine-dependent reason

why this loop cannot be converted.

FALSE otherwise.


      Prototype

int md_can_convert_count_down(struct loopl *loop, struct setlist *sptr, int used_in, int used_out, int loops_back, char *counter_regs);

2. LIB needs to know how to initialize a register to an expression. This is needed to insert the ‘register = count’ RTL at the loop preheader. The sr_init() function has been discussed before.

3. LIB needs to know how to decrement a register. LIB has to insert a decrement of the control variable. The function sr_ref() which is also used by other parts of VPO is described below.

sr_ref – emit a increment RTL.

In Parameters


loop – the loop that is being optimized.


rtlptr – the RTL above which this new RTL will be inserted.


reg – the register that has to be incremented or decremented.


inc – the increment quantity; can be negative.

struct list *sr_ref(struct loopl *loop, struct list *rtlptr, char *reg, int inc);

4. LIB needs the elements of a comparison. This is used by LIB to find the number of iterations that the loop executes. The comparison() and exit_cond() functions needed for this, have been discussed before.

5. LIB needs the relational operator used by the special compare to zero instruction. The original relational operator used by the RTL has to be replaced with the one used by the compare to zero instruction. This usually is a NOT EQUALS, but is machine dependent.

LIB does the following –

1. Finds the loop iteration count.

2. Identifies the loop control variable and increment points. The old increment points are deleted during the conversion and replaced with the single decrement RTL.

3. Analyses the uses and life-time of the loop control variable. This information can be used by MDP to determine if it is worthwhile to convert this loop. For example on the x86, if MDP wants to prevent LIB from doing the conversion if the ECX is live across the loop, it could return FALSE, causing LIB to give up.

4. Adds code to spill/reload the control variable if the register chosen to do the count down is live across the loop (but not used in any way, within the loop).

5. Analyses the list of candidate registers to select the best one

a. First preference is for the current control variable, provided it is ok to change its behavior without effecting program data flow.

b. Any free register in the candidate list is the next option.

c. The last option is to use a register that is live across the loop, but not used within the loop. This register will have to be spilled in the loop preheader and reloaded at loop exit.

Future work


On the x86 only one register is used in the special count down instruction (the loop instruction). If that register (ECX) is being used within the loop, currently the algorithm gives up. However the conversion can still be done by re-mapping ECX to some other free register throughout the loop, thus freeing up ECX for use as a loop control variable. This modification to the algorithm, could buy us more performance benefits.

Retargetability


Only 83, 87 and 78 lines of C code were added to the TMS320C54X, x86 and SPARC MDP respectively. The bulk of the new code was added to LIB – 634 lines. Compared to ZOLB, this optimization is almost completely implemented in LIB.

Performance


Figure 10
Performance graph to study effect of count down conversion.

The compiler was used on the SPEC benchmarks in on the x86 target. The resultant SPEC numbers are shown in Figure 10. The first configuration is with no count down optimizations. The second one is with count down enabled. On average, the performance has improved when the optimization was enabled. However we noticed that for gcc/bzip2 and parser, the performance went down a bit. One explanation for why this is happening is that the current loop analysis code in VPO doesn’t handle certain relational operators (like the NOT EQUALS). So after the loop gets converted to a count down, further loop optimizations are get hindered.

The effect on the compile time is hardly noticeable. This is not surprising, since the analysis is simple and straightforward.

The loop count down conversion is invoked after all other code motion and strength reduction optimizations have had their chance to improve the code. This is because changing the induction direction from up to down may hinder certain other code motion optimizations. In some targets like SPARC, there is no great advantage in converting to a count down, and hence it is important to ensure that this optimization does not have a negative effect on other optimizations.

The repeat block conversion optimization also is invoked only after all the other code motion optimizations. Both the optimizations are placed within the induction elimination phase.

The loop count down conversion is invoked after the repeat block conversion, because on targets that support both (like the TMS320C54X), it is probably more advantageous to convert to a repeat block than to a count down loop. On such a target, MDP disables count down conversion for the loop, when it sees that the loop has been converted to a repeat block. If the optimizations were placed the other way around, the loop would first be converted to a count down and then the repeat block conversion would take place since a repeat block is better. Thus all the work done by the count down conversion analysis is wasted.

The loop count down conversion and the repeat block conversion get applied when strength reduction is enabled (the S flag in VPO). Enabling strength reduction (S) allows the primary induction variable to be freed up from other uses, and is thus complimentary to the loop count down and repeat block conversion optimizations.

Study of effect of ZOLB and loop count down conversion on code size

We used the DSPStone benchmark suite to study the combined effect of ZOLB support and loop count down conversion on code size. Table 1 shows the result. The second column is with the two optimizations disabled. The third column is with both enabled. A good reduction is seen in benchmarks with more loops. In dot_product.c there is only one loop and that is why we see only a small improvement.

	C file
	Optimization disabled
	Optimization enabled

	fir.c
	237
	229

	fir2dim.c
	539
	445

	convolution.c
	192
	179

	dot_product.c
	170
	168

	lms.c
	343
	318

	matrix1.c
	333
	308


Table 1 Comparing code size with ZOLB and loop count down enabled and disabled.

Conclusion

A little more tweaking and fine-tuning is needed before we realize substantial performance gains. The iterations() function in LIB that tries to deduce the iteration count of the loop, handles only some kinds of loops. Since many parts of code motion and strength reduction depend on knowing the iteration count, extending iterations() to handle more kinds of loops may buy us more performance.

The main objective of providing a re-targetable support for count-down-conversion and repeat blocks is accomplished.




w[0]=_A;





L1:


		w[0]=w[0]+1;W[w[0]]=0;


r[0] = (w[0]{24)}24;


r[0] = r[0]-10-_A;





PC = r[0]<0,L1;














L2:Basic Block 2
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Fig 1.1





Figure 5.a Loop before conversion (RTLs)











1.	w[0]=_A;





2.	L1:


3.			w[0]=w[0]+1;W[w[0]]=0;








4.			r[0] = (w[0]{24)}24;


5.			r[0] = r[0] - (_A + 10);


6.			PC = r[0]<0,L1;














L1:Basic Block 1





RSA=L1;REA=EL[L1];


PC=L1;





Figure 5.b Loop after conversion (RTLs)





stm #_A, ar0


L1:


	st #0, *ar0+


	ld *(ar0), A


	sub (_A+#10), A


	bc L1, Alt





stm #_A, ar0


rpt #9


	st #0, *ar0+





Figure 6.a Loop before conversion (TMS320C54X assembly)





Figure 6.b Loop after conversion (TMS320C54X assembly)





r[4] = 0;


L1:


	...


	r[4] = r[4] + 1;


	n[0] = r[6] ? r[4];


	PC = n[0]<0,L1;








w[0]=0;


L1:





w[0]=w[0]+1;	


r[0]=(w[0]{24)}24;


r[0]=r[0]-10;


PC=r[0]<0,L1;





w[0]=10;


L1:





w[0]=w[0]-1;	


r[0]=(w[0]{24)}24;


r[0]=r[0]-0;


PC=r[0]!0,L1;





Figure 7.a Before conversion





Figure 7.b After conversion





r[4] = r[6];


L1:


	...


	r[4] = r[4] - 1;


	n[0] = 0 ? r[4];


	PC = n[0]!0,L1;











Figure 8.a Before conversion





	r[4] = r[6];


L1:


	...








PC=0?r[4]-1!0,L1;r[4]=r[4]-1;





Figure 8.b After conversion





Figure 8.c After folding down





w[0]=10;


L1:


	


PC=(w[0]-1)!0,L1;w[0]=w[0]=1;





Figure 7.c After folding down





r[16]=2;


L6:


ST=test;





IC=r[16]-1:0;r[16]=r[16]-1;  (subcc)


PC=IC!0,L6;     IC











r[16]=0;


L6:


ST=test;


r[16]=r[16]+1;


IC=r[16]?2;		PC=IC<0,L6;     IC








Figure 9.a





Figure 9.b








w[0] = _A;


b[1]=L1; b[2]=EN[L1]; b[0]=9;


L1:





	w[0]=w[0]+1;W[w[0]]=0;











PC=b[0]>0,L1;b[0]=b[0]-1;





L3:Basic Block 3





	Loop body





L3:Basic Block 3


	Loop body..





L2:Basic Block 2





L1:Basic Block 1





PC=L4;





L4:Basic Block 4


RSA=L1;REA=EL[L1];
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