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1. Motivation
Intrusion detection has traditionally been performed at the level of the operating system and the network, mainly based on observing the usage of resources that are managed by the operating system. We are exploring the issues involved and the possibilities for detecting intrusion at the application level. We believe that some portion of an intrusion detection facility must operate using the rich semantics of applications, particularly in order to detect insider intrusion and subtle application subversion for which there is scant evidence at the OS level.

2. Architecture






















3. Specifications
1). FreeBSD Patch

Functionality: This patch will modify the FreeBSD kernel so that it can record the interesting system calls made by an interesting application. It has the following detailed functions:

a) Record the system calls based on the pid or group pid of processes, or names of one or more executable files which are running or going to run. 

b) Choose to track all the child processes created by a certain process or not to track the child processes. 

c) Start/stop tracking without reboot.

d) Record the system calls with the following tracking options:

i) System call code(an integer unique for a certain system call)

ii) Process id. (the first and second are necessary)

iii) Arguments of the system call

iv) Return value of the system call

v) Begin/end time of the system call

vi) Name of the process(the name of the excutable file corresponding the process)

Change the tracking option dynamically

Input:

a) tracing option

b) one or more of the following

i) application name

ii) process id

iii) process group id
Output:

Raw data file, with the following format(currently, for the purpose of compatibility with New Mexico’s work):

4 bytes (0-3)
4 bytes (4-7)
4 bytes(8-11)

System call count
System call code
Pid of the process

4 bytes (12-15)
4 bytes (16-19)
4 bytes(20-23)

System call count
System call code
Pid of the process

…… same as the above

   
Suggested format(later):

4 bytes(0-3)
4 bytes(4-7)
4 bytes(8-11)

Magic number
Type of record
Length of each record

4 bytes(12-15)
4 bytes(16-19)
4 bytes(20-23)

System call count
System call code
Pid of the process

…… same as the above

Different tracking option will has different raw data file format.

Implementation: We will probably use the techniques used in stide which is provided by the University of New Mexico. We are now studying its source code and FreeBSD’s source code. 

2). C Library Call Tracing Module

Functionality: This tool intercepts and records the dynamic library calls which are called by the executed process and write the trace output to a specified file. It also has the following functionality.

1. Trace child processes as they are created by currently traced processes as a result of the fork or clone system calls.

2.  Attach to an existing process with the process ID pid and begin tracing.

3. Run command with the userid, groupid and supplementary groups of username. This option is only useful when running as root and/or enables the correct execution of setuid and/or setgid binaries.

4. Record the dynamic calls with the following tracking options.

i) Process id

ii) Library call name

iii) Arguments of the library calls (optional)

iv) Return values of the library calls (optional)

v) Timestamps of the library calls (optional)

vi) Name of the process, i.e. the name of the executable file (optional)

Input: 

1. The configuration file of this module

2. The name of the application we want to trace, or the process id we want to attach.

Output: A temporary record file which contains a series of streams. Each stream composes of the process id of the traced application and the called C routine id, i.e., <process id, routine id>.

Implementation: 

Before this module records the dynamic C Library calls of a specific application, the parent process does some initialization, including reading the configuration file. This process also forks a child process, and then waits for the child process’s events (library call event, system call event, and signal, etc.) The child process first notifies the parent process to trace itself, and then start to execute the specified application. The child process pauses when it sends the event to the parent process. After the parent process receives the event, it starts to process the event and notifies the child process to resume the execution. 
















3). Perl Interpreter Patch

Functionality: When Perl interpreter executes a Perl script, this patch records what Perl library routine calls in the order the script makes. 

This patch includes:

a). A C program – It will modify the source code of Devel::Dprof package so that the package will be able to record the library routine calls. When a Perl script makes a library routine call or a subroutine call within the script, the patched package will record in a temporary record file the process ID or the Perl interpreter and the name of the library routine or the subroutine.

b). A shell script – This script will do the following jobs:

i) Ask you the name of the output file;

ii) Execute the C program to patch Devel::Dprof package;

iii) Install this package to the current Perl in the system. 

Input: 
a) The source code of Devel::Dprof package;

b) The name of the temporary record file. 
Output: The output would be a temporary record file that contains the process id of the Perl interpreter, the internal ID and names of the called library routines or subroutines. The output file is in plain text format. 

The format of the output file would be:


Output files
::=
Record_line*


Record_line
::=
Process_ID Internal_ID Call_Name||none

Process_ID
::=
Integer


Internal_ID
::=
Integer


Call_Name
::=
Package_Name::Routine_Name ||

main::Subroutine_Name


Routine_Name
::=
String


Subroutine_Name ::=
String

The following would be one example of the output file.

1170 2 main::gogo

1170 2 none

1171 2 main::go

1171 2 none

1171 3 main::gogogo

1171 3 none

1172 2 main::stop

1172 2 none

Implementation: We use Perl’s debug package DEVEL::DProf which will record all the routines a script makes during its running. What we need to do includes:

a) Do not change or delete anything in the original source codes, but just add what we need;

b) Do not record our interesting information in the original output file of this package, but use a new file for our output. The name of the file is specified by the user;

c) Add some codes to record the process ID of the Perl interpreter;

d) Write a script to install this patch and the patched package.

4). Format Unifier

Functionality: This tool turns the formats of those three kinds of record files made by the above three patches into the unified format which will be recognized by our signature database builder. This unifier includes three parts: 

a) Sunifier – It converts the record files generated by FreeBSD  patch into standard call sequences files;

b) Cunifier – It converts the record files generated by C library patch into standard call sequences files;

c) Punifier – It converts the record files generated by Perl interpreter patch into standard call sequences files.

Input: The input will be three kinds of temporary record files made by those three patches. The other input is a mapping file which will map a routine name to an integer. The format of this mapping file is:



Routine_Name Call_id

One example would be as following:



malloc
1



fork 2

Output: The output will be a call sequences file in unified format. The call sequences file contains process id and C routine/Perl routine/system call id. They are in ASCII formatted and one pair for each line. 



Process_id call_id

One example would be as following:

345 23

345 26

345 78

348 34

348
23
Implementation: 

a) We need to build two mapping tables which will map the name of a C routine/ Perl routine to an integer. The mapping table for system calls has been built by University of New Mexico, so we can just use it. We do not build the completed table an one time, but increasingly. When we encounter a new routine name which can not be found in the mapping file, we assign a new id to this name and update our mapping table. The mapping table is stored in a file and we use the same mapping every time.

b) Although the three kinds of call sequences files are in the same format and thus can be mixed up with the others, it does not make sense to do so. Even worse it will mess up the signature databases. Therefore, we are considering giving different extension names for different kinds of call sequences files. For example, “.scs” for “system call sequences file”, “ccs” for “C routine call sequences file”, and “pcs” for “Perl routine call sequences file”.

5). Database Builder

Functionality: Signature Database Builder will build up a signature database after it scans through the input call sequences file. It can create a new database, or add signatures into an existing database.
The options it provides include:

a) To create a new database or to add input data to an existing database;

b) Specify the name of the output database;

c) Specify the sequence length;

d) To do statistical analysis of the database or not.

Input: Input would be the unified formatted call sequences files provided by our format unifier. They will have one of this three extension name: “.scs”, “.ccs”, “.pcs”.

Output: Output would be a signature database. Data will be stored in the format of forest. The nodes of the forest are call id’s.


An example of the output file would be:

2

2 6 91 114 -3 9 6 -2 55 

3

3 3 6 108 -3 122 5 -4 99 6 2

This forest represented by these data is:









The signatures represented by this forest are:



2 6 91 114



2 6 9 6



2 6 9 108



3 3 6 108



3 3 114 6



3 99 6 2 

Implementation: We are now using the tool stide provided by the University of New Mexico as our database builder. We will develop our own version later. To simplify our implementation, we will use files instead of real databases for our signature databases. 

It accepts a sequence series as input, divide it into a set of fixed-length sequences. For each incoming call sequence, the builder look up the database to check if this sequence exists. If not, the builder will add this call sequence into the database. Otherwise, the builder reads in the next call sequence. 

6). Signature Analyzer

Functionality: Signature analyzer is used to compare the set of sequences (C library call sequences, Perl library call sequence, and system call sequences) with an existing signature database of fixed length sequences, and report an anomaly measure indicating how much the new sequences differ from the normal signature database.

Input: A set of sequences of C library call/Perl library call/System call, as well as the signature database for the specified application. Signature analyzer expects the set of sequences in the format of a pair of integers per line, where the first integer is process id of the traced process, and the second the library call id/system call id.

Output: The output will be the combinations of the following. It depends on the user’s options.

· Number of different streams in input

· Total number of input pairs

· Total number of sequences in input

· Number of anomalies

· Percentage anomalous

· Maximum lfc, locality frame count. This option provides an “on-line” measure 

because it is calculated locally.

· Normalized anomaly signal, which is not dependent on the length of the trace.

· A suggestion to the system administrator whether the intrusion has been detected. This decision is made based on the empirical observations of the percentage anomalous, maximum lfc, and normalized anomaly signal. 

.
Implementation: The implementation of signature analyzer may not be difficult. STIDE already gives us a good example. The signature analyzer accepts a sequence series as input, divides it into a set of fixed-length sequences(According to UNM’s experiments, 10 is a good choice. We are experimenting our choices. ), compares that set of sequences with an existing database of fixed-length sequences, and report on the consistency of the input sequences with the existing database.

7). Graphic Interface

Functionality: 
The graphic interface provides users with a graphically integrated environment. It is used to simplify the usage of our different tools with different options. It will be a menu-based interface, starting from the main menu:

Main Menu:

1) File
2) Edit
3) Run
4) Configuration
5) Help

1) File: 

a) New 


b) Open 

c) Close 

d) Save 

e) Save As

The above commands will be used as the operations to a certain file. The file may be the experiment file(leads the whole procedure of the experiment), the patch file, the raw data file of a certain record, the corresponding human readable file, database file, the report of comparison, or the various image file which can be printed or export to other application.

f) Print: Print the file in various formats.

2) Edit: 

a) Cut

b) Copy

c) Paste

The above commands will execute the regular cut/copy/paste function to/from other files via clipboard

d) Find: Find certain patterns in the file

e) View As: View as what type of files

3) Run: 

a) Apply Patch: Apply patch to kernel, C Library, or Perl Interpreter.

b) Reboot: Reboot the system, may start from another OS after the reboot.

c) Rebuild: Rebuild the kernel or Relink C Library.

d) Start tracing: Start tracing system calls, C routine calls, or perl calls for one or several particular applications. The tracing may be done automatically or manually(step by step). The tracing may leave this interface open or close it but the tracing still continue at background. The tracing may be various for different options. All these choices depend the experiment file and configuration file.

e) Stop tracing: Stop the tracing

f) Build database: Build the database using the tracing record.

g) Comparison: Make comparison between the current record and the existing database and create reports of the comparison.

4) Configuration: 

a) Kernel Selection: Selection the monitoring type, system calls, C routine calls, or perl calls.

b) Granularity selection: Determine the granularity of tracing, e.g., based on IP addresses, processes, threads, applications, programs, or functions.

c) Files selection: The name of the input/output files of each step.

d) Wizard: Configuration wizard and experiment wizard guide the users to build up a configuration file and a experiment file step by step. 

e) Export

f) Import

g) Load from default

The above commands, d), e), and f), are used to import to, export from certain configuration files, or load from default configuration.

5) Help: The help documents of the system.

Note: 

a) In the File\Open, File\Save, and Edit\View_as menu, the data transfer tools(or Format Unifier) and output tools(used to create graphic output and formatted report) will be used.

b) The response when suspected intrusion occurred has not included currently. If it is included, the response tool should be developed and the connection between intrusion detection and corresponding response can be included in the configuration menu(or dialog box)

c) Alternatively, the configuration an also be a dialog box launched from the Run menu.

d) If the ltrace is usable, no patch for C library is needed.

e) Currently, the distinctions between experiment file and configuration file are not very clear. It will be clearer later.

Input:
1) The user`s input

2) Clipboard

3) Patches for kernel, C library, or perl interpreter.

4) Various tools (Format Unifier, Database builder, Signature Analyzer, Output tools, etc.)

5) Various input data files

6) Configuration files and experiment files

Output:
1) Various output data files

2) Configuration files and experiment files

3) Clipboard

4) Graphic display of the results at different levels.

5) Hardcopy of the results at different levels.

Implementation:

X window system and Motif or Java are suggested to implement the graphic interface, depending the platform it will use.
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