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Abstract

This paper compares two data parallel languages, ZPL and HPF, in terms of programming style and
performance. The results show that for eight programs from a number of standard benchmark suites,
ZPL generally outperforms HPF, and ZPL expresses problems at higher levels of abstraction, yielding
programs that are shorter, less error prone and easier to maintain. ZPL’s better performance comes from
its clean expression of parallelism that allows for better compiler analysis.

1 Introduction

ZPL is a new data parallel array language designed at the University of Washington to provide high per-
formance parallel computation for all MIMD parallel computers [7] P was recently de ned y the igh
Performance ortran orum to provide data parallel programming and top performance on MIMD and
IMD computers [ p ] With such similar am itions it is natural to compare the two languages  his
paper compares ZPL and P  concentrating on performance and programming style
hough their high-level o ectives are similar the languages have dissimilar design goals

to design from rst principles a language ma imi ing performance and
porta ility Indeed ZPL isthe data parallel su set of a more general parallel language dvanced
ZPL which is ased on an e cient parallel machine model and programming model [ ] with
demonstrated performance and porta ility [ ]




to develop e tensions to ortran that provide support for high performance
programming on a wide variety of machines [ p ] he P orumincluded groups with
large installed ortran ases vendors intending to support ortran on their parallel hardware
and researchers developing compilation technology for ortran sources
hus ZPL is a new language focused on the est practical way to e press parallelism while P is a new
language e tension focused on the est practical way to e tract performance particularly parallelism from
ortran  here are numerous e ects that these two design goals have had on their respective languages ut
one is immediate o use ZPL it is necessary to write a new program to use P it may e possi le to
em ellish an e isting ortran program
ince P provides ortran compati ility while ZPL does not is a comparison of these languages fair
or even sensi le  es for the following reason  or pro lems where no ortran program e ists either ZPL
or P can e used to solve the pro lem
he evidence presented will favor ZPL over P  for the programs will li ely run
faster and e easier to understand and maintain s a crude measure of reada ility the IMPL  enchmar
is lines of ortran 77 without P directives ut only lines in ZPL [7]  he discussion in ection
illustrates this point more clearly
In cases where a ortran program e ists our e perience suggests that the e ort to understand it well
enough to select the proper P annotations can e compara le to the e ort re uired to rewrite it in ZPL
Moreover after adding P directives considera le e ort can e re uired to restructure a ortran program
to get good parallel performance [ |  fter this e ort the P approach is nished if the performance is
satisfactory while the ZPL program must e validated to show it e uivalent to the original ortran  ools
can assist in this validation [ ] and the additional e ort is generally repaid in etter performance and a

cleaner more easily maintained program

ri Introduction to

P was designed y the igh Performance ortran orum in [] P e tends se uential ortran y
adding data decomposition directives that do not change the semantics of the program ut serve as hints to
the compiler to improve performance  hus P provides data parallelism y adding data decomposition
information to se uential programs P programmers can also use the statement to identify loops
that can e ecute in parallel P directives can e added to programs written in either ortran 77 or

ortran In this paper we refer to programs written in either ortran 77 or ortran simply as P
programs

o illustrate the asics of the language igure shows fragments of P code  he declaration of the
array 1s shown followed y a data distri ution directive  his directive pre ed y the special characters
will have the e ect of allocating a rectangular loc of the array to each processor  ollowing are two

alternative ways of updating the elements of an array with the average of their four nearest neigh ors In



the rst case the statement is used to direct that all iterations can e performed in parallel In the
second case array indices are used which specify the portion of the array that is to e referenced in the
computation  oth schemes allow the programmer to specify computation at a larger granularity than is
possi le in asic 77 Larger units of computation are more e ciently performed in parallel

urther e amples of P program segments are given elow

igure P program fragments for the aco i iteration

ri Introduction to

7ZPL is an array language with the standard data types e g dense arrays of ar itrary
dimension the usual arithmetic and logical operators which can e applied to either scalars or point-wise
to arrays parallel pre  operators e g reduction and scan and the standard control structures
including recursion  he language has se uential semantics  here are parallel directives
and all concurrency is derived y the compiler from the semantics of the language constructs  ur current
compiler is implemented as a source-to-source translator that produces machine independent I code
which is then compiled on the target machine via the native compiler and lin ed with a machine-speci ¢
li rary to produce e ecuta le code Performance that matches hand-coded e plicitly parallel  code has

een demonstrated on oth shared and distri uted memory parallel computers [ ]

Perhaps the uic est introduction is to wal -through a ZPL program igure
shows the ZPL code for the -point aco i computation | ] he program egins y de ning two pro lem-
speci ¢ and and their default values line - hese defaults can e
overridden at load time from the command line

et a is declared line are rectilinear sets of array indices that are fundamental

to ZPL programming In line the region speci er is used to declare two arrays of s
peci cally the and arrays are declared to have the indices In line  the region
speci er de nes the indices over which computation ta es place  he elements of are initiali ed to
for the indices in aming regions in this manner is a syntactic convenience which simpli es compiler

analysis ecause the regions do not change during a program s e ecution ZPL also supports



igure  ZPL program for the aco i iteration

in which the region s si e can change at runtime or e ample is a region consisting of the
column of an inde space where the value of is ound at runtime

Line 7 shows how oundary conditions can e initiali ed using the  operator to refer to neigh oring

regions Using the direction vector de ned to e in line 7 is a region whose
indices are dis oint from and o set from it y ie More precise
de nitions can e found in the literature [ ] Line 7 not only initiali es the northern order of ut also

implicitly allocates storage for this order region

he program ody computes the aco i iteration using a repeat statement lines - ince the
statement is pre ed y the region speci er all array operations within it apply to indices in he
averaging of each element s four nearest neigh ors is accomplished in line  using the operator
is an array of the same si e and shape as ut with indices that are computed y adding the vector
to each inde 1e includes the row of ut not the row of he scalar operations in

line  are applied to corresponding elements of each array  hus the statement

succinctly produces the -point stencil average for all elements in  Line shows the application of the
scalar su traction operation to array operands the promotion of a scalar procedure
that is applied to each element of an array and the use of the ma imum reduction operator to nd

the largest element of an array within a region  otice that code which uses scalars within the scope of a



region e g the clause line is una ected y that region and operates in the usual se uential
manner Many interesting and powerful features of the language are omitted for the sa e of revity or

more details see the [ ]and the []

rrays declared over regions are called ecause they are the mecha-
nism for achieving parallelism In the ZPL programming model parallelism is not e pressed via loops [ ]
Instead ZPL derives concurrency from parallel array and parallel pre  operations y default parallel
arrays are distri uted in a loc allocation for D and D arrays higher dimensional arrays are distri uted
across two dimensions hus to increment the elements of a parallel array  for e ample one simply
writes Inde ing is neither needed nor allowed and full concurrency is achieved as each processor
increments its loc of
y adopting a clear de nition of which constructs do and do not provide concurrency and guaranteeing
that they are e ecuted as de ned ZPL programmers have an unam iguous picture of the parallelism in their
code  hisisnot the case in P where o scure details of the source program can disa le paralleli ation y
the compiler [ ] Tt is for this reason that ortran compilers must often e accompanied y paralleli ation
tools designed to help the programmer restructure their code for parallelism uch paralleli ation tools are

not needed in ZPL ecause the parallelism is clear from the source program

s noted earlier ZPL is the data parallel su set of a more general MIMD parallel language
dvanced ZPL which is now eing implemented  ince ZPL is self-contained it is reasona le to treat ZPL

as a stand-alone language s a su language of dvanced ZPL ZPL derives two crucial ene ts

a  ny features not availa le in ZPL can e written in dvanced ZPL and included in the program as
re uired  his allows for a simple ZPL language design without great concern for completeness or
e ample ZPL provides a default loc partitioning of arrays  dvanced ZPL provides full control

over memory allocation so this default can e overridden

dvanced ZPL has een created from rst principles and has a well speci ed machine model the
and a well speci ed programming model Phase  stractions [ ] hese foundations have

simpli ed the development of ZPL and the construction of its machine independent compiler

learly advantage a awaits completion of the dvanced ZPL compiler  dvantage is the topic of the

remainder of this paper




1 rnc In ror in t

hough oth ZPL and P are data parallel languages programs written for the same tas in each language
can e more than ust syntactically di erent for the languages employ di erent conceptual mechanisms to

e press the parallelism  his section compares ZPL and P code fragments of three programs from the

pplied Parallel esearch P P enchmar uite [ ]
ela ation loop from PD illustrates very similar approaches ut ZPL e presses it more mnemon-
ically

Invocation of vrand from m ar ZPL uses direct data parallelism while in P  a serial loop is

paralleli ed

oundary updates from hallow another case where ZPL raises the conceptual level a ove ortran s

array assignments

he PD enchmar is a D Poisson solver using red lac successive over-rela ation written in
the ortran  style of P his iterative stencil calculation is a classic e ample of a computation that is
easily paralleli ed
he inner loops of the P and ZPL versions of PD  are given in igure here are strong sim-
ilarities etween the two  oth loop from to and oth use mas ing in the ZPL
in the P to select the proper values of array to update What is stri ing is the
clarity of the ZPL code in comparison to the P

igure ed lac rela ation loop from P and ZPL versions of PD

Much of the clarity comes from the region construct he region speci er in ZPL encapsulates the

same information as the triple which speci es an array slicein P e cept the



region applies to all arrays in a statement while the slice must e speci ed for each individual array  ecause
this interior region is used throughout the computation itis oth convenient and conceptually simplifying
to declare it once and use it sym olically thereafter
he improved reada ility of the ZPL code reduces the potential for errors In the ZPL solution
in this case using di erent direction and region names whereas all of the P slices
loo similar e cept for easily o scured details such as a or a o illustrate this point

ow di cult is each error to nd

m ar is a parallel enchmar ernel that generates pairs of aussian random deviates

according to a speci ¢ scheme and ta ulates the num er of pairs in successive s uare annuli [ ] m ar

is considered em arrassingly parallel ecause it re uires very little communication  his enchmar is
interesting as an upper ound on L P rates for parallel computers

f interest here is the way in which ZPL and P specify the computation s unlimited concurrency

m ar generates pseudo-random num ers in independent atches with the atch seeded
y anum er of the form for an instance-speci c¢ constant

Inthe P version of m ar written in the ortran 77 the su routine that produces a atch of random

pairs is called in a loop

ach call lls the array  with random num ers  his code is logically se uential ut y adding a
directive to the compiler separate calls can e e ecuted concurrently In P P the compiler-speci ¢
directive precedes the loop More generally P would identify this loop parallelism y
the directive to assert that the loop s iterations could e e ecuted concurrently ince di erent
iterations would all e assigning to the same array  the modi er would have to e included to specify

additional storage for  and other varia les for each concurrent iteration  his does not uite solve the
pro lem since there is some ta ulation code e g following the call to accumulate counts which
re uire interaction among the iterations  pecial attention eyond the scope of this discussion is
re uired to ensure that the concurrent e ecution preserves the intended semantics
o achieve concurrent e ecution of the atchesin ZPL the programmer simply sets up a one dimensional

region

corresponding to the num er of atches planned declares arrays



to have that num er of items and initiali es with the proper values

his array e pression uses the compiler generated constant which is an array containing the indices
of  that is to produce the atch initiali ations ow the procedure which

has een written to e pect scalar arguments is applied to the array

causing to e called in parallel for all atches n array of values eing the independent
contri utions to the ta ulation of each parallel call is returned y the function into hese values are
simply added y a sum reduction to complete the computation

hus ZPL achieves concurrency y directly applying the principles of data parallelism while the P
solution decorates the original program to direct the compiler to perform the loop iterations concurrently
In P careful attention must e paid to memory usage to ensure that concurrent e ecution of separate

iterations does not cause unintended interactions ut cause the intended interactions

he hallow enchmar a nite-di erence calculation to predict weather using the shallow-

water e uations illustrates how ZPL and P handle periodic oundary conditions ere the ZPL code

is compared to a ortran  style P program from P [ ] his program contains arrays with periodic

oundaries so each array is allocated an e tra row and column that is ept e ual to the row or column on

the opposite edge

igure shows the P and ZPL code to update the oundaries of arrays ach of the rst

si lines of the P code on the left copies the rst row of an array to the last row of the same array

he ne t si lines copy the rst column to the last column and the last si lines copy the upper left corner

item to the lower right  he right side of igure shows how ZPL uses the statement to copy items
from one side of an array to the other or e ample given and direction

the statement

assigns to the region that is the data from the same-si ed region on the opposite
end of the array namely the region he programmer s intent is evident from the te t reducing
the chance for error  hus ZPL raises the level of a straction y providing a direct solution for periodic
and mirrored using oundary computations  his is another instance where ZPL programmers

de ne names for indices once and thereafter need not worry a out getting them right



igure etting oundary conditions in P and ZPL versions of hallow

ror nc o ri on

ZPL has een used to solve real-world pro lems including a hierarchical fast - ody solver a synchronous
routing simulator a con ugate gradient program for sparse matrices and a simulation of acteria formation
ut for these programs direct comparisons with P are di cult to o tain  hus we use the P P
enchmar  uite [ | currently the only pu lished set of comprehensive P performance results as the

asis for comparison

fthe fteen enchmar sinthe P suite we compare ZPL results against eight of the top P performers
on the Intel Paragon and the ray D ee a le o produce compara le results we translated each
of the enchmar s to ZPL as directly as possi le in each case timing the same portions of code consuming
the same inputs and producing the same outputs as the original P programs he P performance
num ers are those pu lished in March v pplied Parallel esearch P  for their commercial P
compiler [ ]
he ZPL results were gathered on the an Diego wupercomputing enters D Paragon and the
rctic  egion upercomputing enter s ray D while the P results used the Paragon at
s mes esearch enter mes and the ray D atthe Pitts urgh upercomputing enter P

he machines are similarly con gured as shown in a le




mbar mbarrassingly parallel lobal um
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ra P ay tracing lobal um
P red black earest eighbor
calgam | L L onte arlo transport lobal um
hallow nite di erence calculation earest eighbor
wm P ersion of hallow earest eighbor
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P Fourth order di erencing earest eighbor
a le ummary of enchmar s
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igure shows the speedup for each of the eight enchmar s  aw e ecution times are given in a le
ach plot shows curves for P lue lines and ZPL red lines speedups on the D solid lines and the
Paragon dashed lines or each enchmar and machine oth the P and ZPL curves use the same
se uential time to compute speedup where speedup on P processors is the est se uential time divided y
the e ecution time of the P or ZPL program on P processors  his est se uential time is the
of the following a se uential ortran 77 e ecution time P e ecution time for P or ¢ ZPL
e ecution time for P
detailed comparison of P and ZPL compilation techni ues is not possi le ecause the languages are
di erent With this constraint in mind the remainder of this section comments on the relative performance
of the languages and e plains why ZPL generally outperforms P s P compiler and identi es some of
ZPL s performance shortcomings
o summari e the data in igure the ZPL programs delivered greater speedup compared to their
P counterparts for a su stantial ma ority of the e periments ZPL is unam iguously superior on oth
machines for half of the enchmar s m ar wm PD and igure a-d m aris perhaps
most signi cant since it was developed to ound the performance of parallel computations [ ] or hallow
igure e a larger single precision version of wm  in which only the inner loops are timed = oth ZPL
and P match until P where there is an advantage for P on the D and where the P Paragon
entry is une pectedly superlinear suggesting a possi le transcriptional error  rid and ra igure f- g

show con icting data with ZPL consistently superior for ra on the D and for rid on the Paragon
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igure peedup on the Paragon and D

while P is superior for the other comparisons inally the two languages were compara le in omcatv
until P on the D where there was an advantage for P
We elieve that much of the performance advantage of ZPL comes from the use of regions which allows
the compiler to e ploit a simple dependence- ased algorithm to determine when and where communication
is needed he runtime overhead is small since each process can cache information that indicates when
communication is necessary P s more general semantics in which arrays can change representation on
every procedure call would li ely re uire e tremely sophisticated analysis to achieve the same performance
nother ZPL advantage is in the compilation of reduction operations  he ZPL compiler produces e -
cient code for collective communication as evidenced y its nearly linear speedup for the m ar enchmar

in a o compiler analysis is re uired to recogni e parallel pre  or reduction operators since they are



primitives in the language  hough P provides intrinsic functions for collective communication none of
the enchmar sin the P  enchmar suite use them In the m ar enchmar for e ample the P
code em eds a reduction in other parallel code ma ing recognition and paralleli ation di cult while the
ZPL code distinguishes the reduction operator for the compiler

hree e ects which are largely y-products of the small enchmar pro lem si es e plain the cases
where the ZPL speedup is lower

In omcatv ZPL uses dynamic regions to implement the tridiagonal systems solver ~ hough these are not

as e clent as static regions ZPL optimi es the code e tensively hus ZPL and P perform e uivalently
for all e periments e cept P onthe ray D tthis point the pro lem solved per processor consists of
only eight data points whose computation is not su cient to amorti e the overhead of manipulating dynamic
regions  he speci ¢ pro lem initiali ation of dynamic regions could e further optimi ed ut pro lems
are rarely this small

he rid enchmar measures oth the computation and the program s I he present ZPL 1
implementation is ine cient in that it uses a to en passing scheme to guarantee that all data is written
out consistently and in row ma or order  hough the I  is not an issue for the Paragon the faster cloc
of the D e poses this e ect uture ZPL runtime systems will include parallel I ~ and will li ely e ploit
vendor-provided routines

inally the ZPL compiler emits I which is compiled using the native compiler of the parallel
machine while P emits ortran In e periments to understand the performance of hallow we have
found that for e tremely small loops se uential 77 code outperforms the e uivalent se uential code y
as much as a factor of two  his e ect vanishes for larger loops and in any case the ZPL compiler s aggressive
optimi ations compensate for ortran s advantage ut the timed portion of hallow is composed entirely

of small loops and this with the small data when P e plains the ray data point

onc u ion

We have shown that ZPL leads to higher level programs that are more mnemonic and reada le than P
while still typically achieving etter performance  hese properties of code reada ility are e tremely im-
portant since software engineers report that program maintenance represents 7 of software costs  his
num er may e conservative for long-lived scienti ¢ codes and in any case raises the uestion of whether
perpetuating an e isting ortran code is economic

his is the rst comparison etween ZPL and P and to our nowledge the rst performance compar-
ison of any language to P We ac nowledge that it is early in the compiler development cycle for oth
languages and we e pect that oth will continue to improve  he ZPL compiler e ort egan in late March

which is roughly when the P design was fro en and P compiler development could commence in
earnest  fcourse ortran compilation and loop paralleli ation have een studied for years More e tensive

tests are needed for larger num ers of processors for a wider array of computers and most signi cantly for



more su stantial applications ut these results represent an important rst step
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